
The ultimate goal of the course seems to be the Holy Grail of the probability of a form given 
context and meaning. 

Summary
I like CM's summary: "human cognition has a 
probabilistic nature: we continually have to reason 
from incomplete and uncertain information about the 
world". 

Two main problems that probabilistic explanations 
address; (i) categorical linguistics claim too much and 
have too hard of boundaries, (ii) they don't say 
anything about how people choose to say things (e.g., 
some consonant combinations are more frequent 
than others). This latter one is why formal linguistics 
has been so useless to "allied" fields of educators, CS 
folks, etc.

The patterns regardless as grammatical often are just 
"the most probable" with an arbitrary cut-off point. 
You take the part of the curve with the greatest 
density. 

While we'll cover philosophy and argumentation, 
mostly it's about doing stuff with data. Some more 
basics than other courses because CM hopes we 
understands how things are related (no black boxes 
you just put your data in). 

Poking holes is only fun for so long. What can we 
actually do and put forward with probability?

Background
Early presumptions are of symbolic systems, at first 
sight there aren't really any numbers--it isn't balls 
dropping--so the logicians weren't crazy.

Joos 1950 as an explanation of linguistics as so discrete 
and discontinuous that it's quantum mechanics. 

Bloch 1948 also knew that there were idiolects, but 
they wanted some sort of consistency and 
homogeneity. "Chomsky just continued the tradition 
of [these] American structuralists," says Manning. 

Bloch says you can get rid of variation by just putting 
it in idiolect, but this ignores the fact that individual 
speakers themselves vary. 

Sapir is also a structuralist, but non-canonical. He is 
able to say things like "Everyone knows that language 
is variable."

Weinreich, Labov and Herzog (1968) suggest that the 
search for homogeneity was flawed because part of it 
was that only homogeneous systems can be 

7ÉÔÈ ÏÕÒ ÈÏÓÔȣ
Chris Manning ("CM" in some of my notes)

http://nlp.stanford.edu/~manning/

Definitions and examples
The difference of probabilities and stats:
Probabilities, obviously, tell you about the likelihood 
of something happening in a model. Stats is just 
counting. These build up our models. So remember, 
probabilities are about models, but stats are about 
facts on the ground. 

R vs. SPSS: Last time, CM didn't want to do R because 
he didn't want it to be a covert comp ling class (since 
R is like a language). But SPSS licenses are a 
nightmare to sort out. R is what a lot of "the coolest 
and hippest" linguists are using. Traditional things 
like SPSS are sort of creaky-Fortrany. R is a lot more 
flexible and statisticians are using it, too. 

Tregex or tgrep2: We'll use these for getting data 
counts out of phrase structure trees by pattern 
matching. Tgrep2 was Rhode; Tregex is Roger Levy 
and even more recent. Mostly CM will talk about 
Tregex. Tgrep2 is only for Linux, but Tregex works on 
all platforms. 

Miscellaneous
Mixed effects models as cutting edge. 

Sociolinguistics has the problem of having not enough 
data, that's why there's so much work on the same 
basic problems (copulas, ing/in', etc).

CM points out that Bresnan & Nikitina (2003)'s verbs 
that allow dative shifts do have a sort of first-person 
experience marked register ("mumbled him an 
answer"). 

Categorical grammars are only interesting if they are 
small and constrained. You need to go to a 
quantitative theory to say that manner-of-speaking 
verbs are going to be NP PP for most of the time 

First day of class
Monday, September 24, 2007
2:07 PM
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was that only homogeneous systems can be 
structured. (Probability theory is a method for 
showing structure in variable systems.)

Chomsky 1969 and before echoes McCarthy in AI 
(Stanford also about the same time): you can't use 
probability. 

NLP: half our lives are spent giving non-zero 
probabilities to things with zero occurrences. This is 
important because it shows the flaw in Chomsky's 
argument against probability (that colorless green 
ideas sleep furiouslyhas a count of zero so must have 
a probability of zero, yet this is contradicted by the 
fact that people know this sentence is grammatical). 

verbs are going to be NP PP for most of the time 
ɉÅØÃÅÐÔȣɊȢ 

I had to leave a little bit early, so I missed the 
discussion around experiments. Judging by CM's 
slides, he wants to discuss the benefits of 
experiments, but he seems to have some issues with 
them (data lack discourse cohesion, there's still 
introspection, you can't control for everything). I 
think it's fair to say he strongly prefers corpus-based 
models. 

References
Look up "The probabilistic turn" written by some 
statistician

Look up "latent variable models" that is an active area 
of probabilistic modeling. Probabilistic models of 
grammar can deal with more than just what we 
observe.
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Alright, technically, I start out ahead of things by having read the Dalgaard, the Goldsmith, and 
the Baayen that we're handed, but frankly, it never hurts to re-read. 

For example, let's look at how ditransitives 
are used. We'll search for "give". 

i.

"Give much thought to the rates" has "to 
the rates" marked as a PP-DTV.

ii.

As a general rule, go off and find an example of 
the phenomenon you're looking for and see how 
it's annotated. 

a.

Request access from the Corpus TA (Hal 
last year, Anubha this year). Go check out: 
http://www.stanford.edu/dept/linguistics/
corpora/

i.

I use Putty to SSH: 
http://www.puttyssh.org/latest/x86/
putty.exe.

1)

Log in to vine, bramble or hedge (for 
example, ssh you-at-vine-dot-
stanford-dot-edu).

2)

Get a bash shell (type: "bash").3)
Change directory to our data: cd 
/afs/ir/data/linguistic-data/

4)

We're going towards Treebank in 
this class--the parsed/mrg part.

5)

The deal is that Treebank is only 350 
MB, so you could just zip it up and 
put it on your desktop. 

6)

tar -cvvf ~/newfile.tar dir/a)

Find the folder you want and do 
something like:

7)

Then switch to your home director 
(cd ~/) and gzip the file (gzip 
newfile.tar)

8)

You can probably use scp or ssh to 
get the files to your computer, but I 
don't really remember how to do 
that, so I use my SecureFX program 
to FTP the files to my local machine. 

9)

You'll need to the files, so you could ask 
for a disk (in the Chair's Office for you to 
check out). More likely, you'll use AFS and 
work locally or you'll get some sort of SSH 
server and log in.

ii.

You'll want to get counts of things. First, let's 
get access to the corpora.

b.

Getting started

Searching the trees
Grep doesn't work for searching the trees. The 
original Penn Treebank came with tgrep to help out 
with this. It preindexed tree fiels so it could do rapid 
searches, but it was written in a way that makes it 
hard to find, hard to use, hard to sustain. So Doug 
Rhode wrote the better tgrep2, which also preindexes 

Install new version of R. (2.5.1): http://www.r-
project.org/

To do's

About Treebank
The Penn Treebank--an annotated part of the 
Switchboard corpus--was initially done by classicists 
using early 1970s Chomskian generative syntax. 

As a Stanford linguist, you can be dismayed about the 
structures, but there's no reason to get your knickers 
in a knot. Even though people don't believe in the 
details, these structures nonetheless allow you to find 
the kinds of structures you'd be interested in even if 
you would've annotated them differently.

They hyphenated labels in Treebank are often kind of 
semantic in meaning (NP-SBJ for subject, ADVP-TMP 
for something like "never"). 

RB: Adverbƺ

JJ: Adjectiveƺ

IN: Prepositionƺ

VBD: -ed form of verbƺ

MD: Modalsƺ

VB: non-finiteƺ

CLR: Closely related; this is used for idioms 
("give way" is labeled "VP NP-CLR"), but it has a 
pretty inconsistent application.

ƺ

Parts of Speech (POS) tags: There are lots of them 
(about 45) and they are kind of funny. A lot come 
from the Brown corpus, so at least you won't have to 
learn them just for one corpus. 

Second day of class
Wednesday, September 26, 2007
11:01 AM
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Rhode wrote the better tgrep2, which also preindexes 
data.

Alternatively, if you don't care quite as much about 
speed, you can use Levy and ___'s Tregex and it's GUI 
interface. Since it's written in Java, it can work on 
more than just Linux machines. 

Note that tgrep2 also has macros, so you can define 
how to call a "whether subordinate clause" and then 
build more complex patterns with that.

Florian Jaeger liked TIGERSearch 
(http://www.ims.uni-
stuttgart.de/projekte/TIGER/TIGERSearch/), but it's 
harder to get started with and no one else has really 
tried. Like Tregex, it's built on Java and has a GUI.

Start up Tregex (stanford-tregex-2007-09-20.jar 
and stanford-tregex.jar come with the current 
package. I use the former, though I don't know 
the difference between them).

1.

Choose File>Load trees. Find the .mrg files in 
the various folders and select them all. Or at 
least that's what I did.

2.

Try out a search, type "VP < (SBAR < (IN 
< that))" in the Pattern text box and click 
Search. I got 4,836 unique trees with 4,971 total 
matches.

3.

Chris will be using Tregex.

Pattern matching

VP < (__ 
< remark|remarked|remarks|remarking>)

1)

__ means anything, so "VP>VBN>
Remarked" gets returned, for example.

2)

VP that has under it a particular verbi.

VP < NP < SBAR1)

Here's how you do a VP that has in it a NP and a 
SBAR, too

ii.

VP < /^PP/ will therefore get you what you 
wants.

1)

VP < @PPa)
@=ignore all the extra stuff at the 
end (only works for PP*, not for *PP)

b)

There's also a different way in Tregex:2)

VP < (__ < tell|told|telling|tells) 
< SBAR)

a)

This is a good starting point, but we 
want to differentiate the possible 

b)

Bill told Sue that the train was latevs. Bill 
told Sue the train was late.

3)

VP < PP won't get you anything because most 
PP's appear as PP-TMP or other stuff. So you 
miss most matches you want. Thus, many 
tutorials show you regular expressions, where / 
starts a regular expression. ^ means anything 
that starts with the next characters

iii.

Most basic pattern matching is dominance 
(something is above something else in a tree). 
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want to differentiate the possible 
things under the SBAR.
IN=that and other complementizersc)
-NONE-=missing "that", but that 
doesn't work in tgrep2 or Tregex, 
you need to write them as regular 
expressions. There are slight 
differences about what they allow. 

d)

VP < (__ < tell|told|telling|tells) 
< (@SBAR <(IN<that))

e)

If you get responses like "101 unique 
trees found with 103 total matches", 
CM says take the 103. The whole 
thing means that some sentences 
had more than one instances of the 
pattern. In some cases you'll want to 
rethink this (does "the fastest best 
way" count as two superlatives or 
one?)

f)

VP < (__ < tell|told|telling|tells) 
< (@SBAR <(/^-NONE-$/))

g)

Carrot at beginning and dollar at end 
mean that you'll get an exact match.

h)

But you get some parentheticals like 
"Panamanian dictator Torrijos, he 
×ÁÓ ÔÏÌÄȟ ÈÁÄ ÇÒÁÎÔÅÄȣΉ

i)

So you want SOME words in the 
SBAR:

j)

VP < (__ < tell|told|telling|tells) 
< (@SBAR <(/^-NONE-$/ < (S !< /^-
NONE-$/))

k)

!< means "not dominating"l)
The extra S seems to always be there.m)

The math

77 / (77 + 65) ->tell.that
Here are some commands in R:

3 / (1 +3) ->remark.that
Gets you a probability of .5422, while

Gets you .75.

x<-c(77,65,3,1) 

Is this a statistically significant difference? Well, 
there's not really enough data to say that "remark" 
takes a "that" more than "tell".

tell.remark = matrix(x,2)
chisq.test(tell.remark)

(Normally want to use a file if this is a long sequence.)

It gives you a warning that the results aren't 
trustworthy. Believe it.

The p-value is .7535, so it's not all that weird to have 
seen this if your assumption was that tell and remark 
were going to be about the same. 
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Goldsmith, J. (2001). "Probability for linguistics." (I used an April 2001 manuscript.) 

Currently this is just up through page 12 (when he starts talking about how much easier things get 
when you add logs). I'll hope to add that part soon. 

Summary
Goldsmith starts with die, which are requisite, I think, 
in talking about probability. Then he switches over to 
a "die with a 1,000 sides", which is the first thousand 
words of the Brown corpus. From there he slides over 
to look at probabilities of all the ~50k words in the 
corpus (assigning them probabilities based on 
frequencies). It's a nice way to build up ever less-
awful predictions about sentences that could occur in 
English. 

If the universe consists of N rolls of a die, then the 
number of outcomes in that universe will be 6N. If 
you've got a uniform distribution, than any one 
sequence was the probability of 1/6N. 

In short, we prefer a model that scores better 
(by assigning a higher probability) to sentences 
that actually and already exist-- we prefer that 
model to any other model that assigns a lower 
probability to the actual corpus. (Goldsmith 
2001: 6).

Definitions and examples
Distribution: a set of numbers that add up to 1.0. 
Probabilities are always members of a distribution. 
That's what this means:

Sample space: The universe of basic outcomes.

Notation: "If we want to say the first word of 
sentence S is the ith word of the vocabulary, we'll write 
S[1] = wi. (This is to avoid the notation that Charniak 
and others use, which I think is confusing, and which 
employs both subscripts and superscripts on w's.)" 
(Goldsmith 2001: 5).

Stationary model: For example, the probability of a 
word is independent of what position it is in. 

Probability mass: So if you have a fair die, then each 
side has 1/6 of a chance of coming up (an equal 
chance). Thus always adds up to one, like there's 
some mysterious probability goo for the distributions. 
If one of the sides is going to have a higher 
probability, one of the other sides is going to have to 
go lower than 1/6. 

Conditional probability: 
This is traditionally written: p(A|B) = probability of A, 
given B = 

Bayes' Rule: 
prob (A | B ) = p ( B | A) p (A ) / p (B)
(Apparently this is also called a law or a theorem, say 
the folks on Wikipedia.) How do you update your 
beliefs if you get new evidence? If something (A) is 
conditional based on the occurrence of something 
else (B), it's usually not the same if you reverse them 
(B | A). That said, the two are related. That's what the 
rule shows. There are some nice examples here: 
http://en.wikipedia.org/wiki/Bayes%27
_theorem#Examples.

Miscellaneous
Up to five percent of any English speaker's words are 
"the". (This is certainly true in the Brown corpus, it's 
unclear to me whether Goldsmith has another source 
as well, since the frequency in the Brown corpus is 

Goldsmith on linguistic probability (the first half)
Friday, September 28, 2007
1:32 PM
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as well, since the frequency in the Brown corpus is 
actually more like 6.8%.) 
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We start out with some of the slides we didn't get to in the first class. Then move to chi-squared 
tests and Fisher's exact test and explain how and why and what they are.

Summary
One of the things we want to do is build models 
(we're going to be building hypotheses, too, but these 
are different, but related things). We want a 
representation of a sentence we wish to express, 
probably with various levels and factors. The whole 
aim is to identify the most predictive features. 

We accept that we're getting close but not quite 
there. 

Can each factor have a distinctive effect? 

Traditionally, "fishing" (exploring the data to see if 
you found something) had a bad name. Now that we 
have huge sets of data, that's changed. "Data mining" 
as the new term--it's common and worthwhile. 

You do have to be careful about fishing expeditions. 
The big worry is that if you only have a small amount 
of data, it's easy to find things that look explanatory 
that aren't. The standard response is to have multiple 
sets of data--one data for learning and another for 
testing. 

Traditional linguistics had no control on data 
collection. (The most common old model was to just 
ask a few people what they thought. Mostly those 
were other linguists in your corridor. And you.) 
"Introspective judgments about decontextualized 
examples underestimate the space of grammatical 
possibility."

If we take found data, it will be "contaminated" by 
facts about the world. And since you can't understand 
the sources of the speakers/writers and their context, 
you don't know conditioning factors. So no 
categorical theory is maintainable. 

Experiments
If you don't like some of this, you go for experiments 
where you control for everything but what you care 
about it. "That can solve a lot of the problems, but it 
clearly doesn't solve everything."

Standard model in experiment is that all the things 
that are probably factors but you don't want to test, 
you keep constant or norming. For most 
psycholinguistic experiments, you have to control for 
word frequency since it has such a powerful effect. 

The danger is confounds and correlation. Confounds 
come from correlated variables--when you think it's 

References
Studies on how Google gets counts wrong: 
http://aixtal.blogspot.com. He says Yahoo's counts 
have been more stable and higher than Google's for a 
while. 

Miscellaneous
CELEX is relatively good about word frequency (with 
parts of speech). If you want to do bigram frequencies, 
you have to do something else. "There are lots of 
studies where people get better data from web 
searches." If you use CELEX for word frequencies, you 
probably don't want to use Google for bigrams. 

Harmony grammars were connectionist models.

Third class: Empiricism and stats, too
Monday, October 01, 2007
2:17 PM
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come from correlated variables--when you think it's 
(a) but it's really (b). 

In linguistics, lots of variables are correlated (they go 
along together). We know that topics tend to be 
subjects, so if you want to explain something, you 
know that topic and subject are correlated, so you 
have to think careful which one is important in a 
given phenomenon. You might need an experiment to 
do this. 

If you're working with found data and there are lots of 
correlations, it's hard to work them out. Logistic 
regression is helpful for figuring out such causal 
issues and work to a reasonable but not perfect 
extent. 

Corpora
Often we want to go from a corpus to a grammar, but 
a corpus only contains a limited range of genres and 
registers. How big of a factor is length, for example, 
but our estimates are based on measurements tied to 
the corpus. If we had a different corpus, we'd get 
different measurements. 

The dominant linguistic position is that we want to 
study the grammar in people's heads. To the extent 
that there are a lot of Englishes, we don't probably 
want to just show a mélange of those, says CM. 

You can only count observations, that's all that 
statistics can do. But probability models can put in 
non-zero values for things that aren't actually seen.

Chi-squared and Fisher
We want to ask if the data we have to test our 
hypothesis is sufficient. Can we assume that we 
would've found a skewed sample by chance alone. 

The "correct" tag in chisq.test gives you different 
numbers depending on whether it is T or F. When T 
is on, you do (ABS(O-E)-.5)^2/E--that is, you use an 
absolute value and knock off .5. 

Fisher's exact test is probably better. It's easier to 
understand what it does and why it makes sense. But 
we're running out of time to do that. 

Both chi-squared and Fisher's are about calculating 
the marginals (what the rows and columns of your 
matrix add up to).

Then we basically do the "expected" for the O/E 
technique I did in phonology. 

Conditional probabilities are P(that | 
allege)=(28/78)/(31/78).

28/31 3/78 31/78

23/78 47/78
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23/78 47/78

51/78 29/78 78/78

P(allege)*P(that)=31/78*51/78*78
(31/78)*51=20.2692

So now we have 28 vs. 20 in that top left square. Then 
you do: (O-E)^2/E for each square and add them all 
together. This is what you'll get with the correction 
turned off in R.

The bigger this number gets, the more they deviate 
from each other and the stronger the connection 
between the variables is. 
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Today, Fisher's Exact Test and Tom Wasow's Postverbal Behavior. 
Wasow, Thomas. 2002. Postverbal Behavior. CSLI Publications. Chapter 2.

Fisher's exact test
Is the gold standard based on counting arguments. 
How can you count things. If there are five objects 
and I choose three of them, then you have (5*4*3)/(3*
2*1=5C3, where the denominator is the fact that 
ordering doesn't matter. n!(n-r)!/r!

Once you stick in one number in our hypothetical 
examples, it decides everything else. Thus it has one 
degree of freedom. That's true for any 2x2 table--if 
you know the "marginals" (the sums of the columns 
and rows), then if I just give you one cell, then you 
know all the other cells. If you have 3x3 table, then 
you can have more degrees of freedom (4 of 'em). 
Generally it's (rows-1)(columns-1).

In the one-tailed test, you want to say that you know 
that 28 that 's with allegeis a lot. So you're only 
measuring 28 and everything to the right. If there's 
some reason why it makes sense to set up the 
hypothesis that the value is this high or higher that 
that can make sense. In general, though, doing one-
tailed test is seen as a refuge of scoundrels. If you 
want a high significance level, it's easier if you just 
consider one end of the spectrum. There's no reason 
why you shouldn't be able to collect enough found 
data language to be able to get two-tailed significance 
and that'll keep people from looking at you askew. 

Confidence intervals give you a range of values that 
are reasonable under your hypothesis. 

That Zero

Allege 28 3 31

Assume 23 24 47

51 27 78

Prob(that|allege)=28/31
Odds(that|allege)=28:3 (or 28/3)

We'll describe the odds of allege in terms of the odds 
of assume. The way logistic regression works is you're 
looking at how the odds change (the odds ratio). 

Thus (28/3)/(23/24)=9.7391 (i.e., allege/assume). 
That's the odds ratio. Logistic regression is how the 
odds change from base state (assume) to the new 
state (allege). You're ten times more likely to get that 
if it's allege instead of assume. 

In R, the base is chosen alphabetically. A level for 
each factor is chosen. CM always likes using the grand 

Definitions and examples
Hypergeometric distribution: 
http://en.wikipedia.org/wiki/Hypergeometric_distrib
ution

Tricks for R
It's easiest to just make a table in Excel and label the 
columns in there. Then you read.table(x, header=T). 
Much easier than adding headers in R itself.

Coming up next time
Also read the second chapter of Baayen about R.

Next time, Suppes with an early probabilistic 
grammar (he supplied data to CHILDES, for example). 
He's a philosopher who is now retired but runs a 
talented and gifted program here. CM says what he's 
doing there is kind of misguided. In the style of 
hypothesis testing, he wants to say that he can come 
up with a prob, context-free grammar for a child, so 
you can't disconfirm that this grammar produced this 
child's grammar. It turns out that the context-free 
part means that you can never come up with a  good 
model for anything because so many other things 

Fourth class: Stats and Wasow
Wednesday, October 03, 2007
2:19 PM
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each factor is chosen. CM always likes using the grand 
mean way. 

When you see weights in logistic regression, the claim 
is that the ratio of odds changes linearly. Thus you 
take the (log(9.7))=2.272125885509337. 

Wasow's Postverbal Behavior
Too often papers run analyses and try to figure out 
what coefficients mean. Instead of wondering about 
what hypotheses you could test. This paper is a nice 
proof of exploratory data analysis. 

He starts off with questions of grammatical weight. 
There are a lot of people who want categorical claims 
("if it has an S-bar in it"). One of the first things he 
wants to test is this. He shows that categorical 
accounts don't get you any good data.

Then he looks at various factors and wonders if we 
should be looking at words or phrasal nodes. Hawkins 
says that we should use nodes, but he just counts 
words (there were no parsed corpora available for 
Hawkins). Distinguishing these hypotheses is hard 
since they are highly correlated.

He can't get a result with phrasal verbs because at a 
certain length (6 words or so) you always get "V Prt 
NP". 

Then he goes for the question about whether speech 
is listener-oriented or about the speaker's needs and 
abilities. These hypotheses are especially hard to test 
because things that are easy for a listener are usually 
easy for a speaker. 

CM is unconvinced that Hawkins' theory hangs 
together. He's assuming a model of subcat that there 
are only two things and once the second one starts, 
you stop the first one. But there are other things that 
could start and you get into nebulous grounds. 
Should you be making distinctions in all the places 
you need to? Are instrumentals and such arguments 
(with a flick of the wrist)? 

Chris redoes the data
Tom did use Treebank 1 and things shifted in 
Treebank 2. Chris isn't sure why the numbers he gets 
are so different, though.

@VP < (@NP $.. @PRT): this gets you passives, 
so you have to change the query.
@VP < (@NP!</^-NONE-$/ $.. @PRT): but this 
is less than half the number Wasow reports 
(even though it's successful in getting rid of 
passives).
@VP < (@NP!</^-NONE-$/ $,, @PRT)
@VP < (@NP $.. @PRT): CM gets 1700 not the 
1200 Wasow reports. CM isn't sure what to make 
of this. 
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of this. 
@VP < (@NP $,, @PRT)
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Suppes, Patrick. 1970. Probabilistic grammars for natural languages. Synthèse 22: 95-116. Here's 
spreadsheet for Table 1 of Suppes.

Wasow, Thomas. 2002. Postverbal Behavior. CSLI Publications. Chapter 2.

Plan of attack

"Psycholinguistics part"ƺ

Wasow

Philosophy of science (CM likes quite a lot)ƺ

PCFGÁ

Markov model/probabilistic Á

MLE: idea ofÁ

Doing it for multinomialsÁ

Chi-sq test for multinomialsÁ

G-sq test for likelihood ratio test (comes 
back up in regression models)

Á

PCFG in models for child dataƺ

Suppes

Suppes on probability
Big picture part: The starting point is that Suppes has 
being reading Aspectsand what qualifies as adequate 
(observational: you can produce the corpus; 
descriptive adequacy for being right for intuitions; 
explanatory: complete theory of acquisition (and 
should have included psycholinguistics)).

Suppes questions the simplicity that Chomsky and 
others have relied upon (and of course a probabilistic 
approach may actually be simpler). He claims other 
sciences don't aim for simplicity. 

Anna points out that in biology you probably care 
more about redundancy than simplicity. 

CM suggests that you can't explain weird data in a 
categorical system without making things weird and 
complicated--that's probably where the problem of 
"simplicity" comes to the forefront. 

Suppes does claim that you do want to capture the 
relative frequencies of types of sentences. (The 
comparison here is with geometry.)

Formal language theories are all well and good but it 
misses out on the fact that there is a distribution over 
sentence lengths that those grammars can't predict. 
And you'd really want to explain that. 

The methodological question is whether you should 
look at something like middles which are rare and 
weird or not. 

Context-free grammar with probability
S-->NP VP 1.0

Definitions and examples

Bring the financial crisis to an end (helps the 
speaker)

ƺ

Bring to an end the financial crisis  (helps the 
listener

ƺ

Transparent ('transparent' because if you know 
"bring" and "to an end", you could figure out the 
idiom): 

Take into account the financial crisisƺ

Take the financial crisis into accountƺ

Opaque (same for both speakers and listeners; 
'opaque' because you can't figure out what the phrase 
means just by knowing "take" and "into account"):

Wasow's Postverbal Behavior wrap-up
Wasow's "Explaining Weight Effects" section (pg 42) 
looks at whether effects come about because speakers 
are planning for listeners vs. just doing something 
that's easy for the speakers themselves. 

CM finds the Hawkins math to be weird science-
slash-numerology. "The details are a bit hard to 
justify."

Something that had always troubled CM was that you 
stop counting when you get to the last thing--surely 
you have to wait to the end to know whether it's really 
done. Wasow shows that if you count in Hawkins 
way, it doesn't change anything if you were to keep 
counting beyond the switch-over points. 

Opaque will help both, but transparent will have 
opposite benefits. 

There are latent theories of processing here that aren't 
made explicit. 

Next experiment
There are verbs that are always transitive (bring) and 
some that are flexible and can have an immediately 
following PP and no NP object (write).

Top level argument: two hypotheses for differences 
between who you're helping (speaker or hearer). You 
can have some qualms about the data, but it's a nice 
argument. "I suspect it's right, intuitively, without a 
theory of production," says CM. 

Fifth class: Suppes and probability
Monday, October 08, 2007
2:18 PM
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S-->NP VP 1.0
So all the rules have to add up to 1.0
VP-->V1 0.6
VP->V2 NP 0.3
VP->V3 NP NP 0.1

P1, VP-->V1 0.6
P2,VP->V2 NP 0.3
(1-p1-p2), VP->V3 NP NP 0.1

The VPs are multinomials and since they have to add 
up to 1.0, there is one less parameter than items. The 
VP rules have

Markov model

x->a y 0.4
x->the y 0.6
y->boy z 0.7
y->house z 0.3
z->runs q 0.2
z->yawns q 0.8
q->[ends] 1.0

Influential in psychology in this era. Chomsky mixed 
together the probabilistic piece and the other is the 
finite state Markov model thing. He rejects all 
probability, but he's only shown that Markov-based 
ÏÎÅÓ ÄÏÎȭÔ ×ÏÒËȢ #ÏÎÔÅØÔ-free grammars like above 
could work.  

Likelihood is exactly the same as probability. When 
statisticians say likelihood, they mean that it's the 
model that's changing in P(data|model), they use 
"probability" with it's the data that's changing. 

Maximum likelihood principle: Is really important 
in modern stats and probability, but it's often 
implicit. Normally within the bound of some class of 
models, choose the model that maximizes the 
probability of the data. Choose a model that makes 
the data likely.

The boy yawns.ƺ

A boy runs.ƺ

Models are only interesting if they generalize. But 
here's a boring maximum likelihood example. Your 
corpus is:

Just say there are only two sentences exist and give 
each 0.5 probability. 

To make sure these work, show it unseen data and see 
if your model works. 

Generally, if you only have five parameters, each one 
has to do a lot of work. If the number of parameters is 
small compared to the amount of data, the model has 
to say general things and it should generalize well. 
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Suppes, Patrick. 1970. Probabilistic grammars for natural languages. Synthèse 22: 95-116. Here's 
spreadsheet for Table 1 of Suppes.

Couple of high level commentsƺ

Likelihoodƺ

MLEƺ

Suppes' grammarƺ

Chi-sq testƺ

G-sq testƺ

Magnitude estimationƺ

Plan of attack

A little more on Suppes and probability
After looking over Suppes after class, CM wanted to 
mention comments around page 99. 

An interesting point (pg 98) is that in probabilistic 
grammars you can think in a different ways--you 
don't have to rule things out categorically. You can 
just lower things in probability and that is a nice 
softness. The fact is that people do use language in 
lots of ways. People are creative, they push it further 
than it's meant to go. There isn't really 
grammaticality, there's a notion that here's a mass 
and you can poke out. Nothing is excluded a priori. 
That's a nice way of thinking that's quite interesting. 
It's certainly what statistical parses in NLP uses. 

In terms of sequences of words regarded as a 
sentence? Literally, everything. Here's the best path, 
but here's the probability to: 5x10-50. 

The two ways to decide a model is good is that it 
explains what's going on in the data. Though they are 
built on specific data, stats assumes that this is just a 
sample, so your model is good if it explains the bigger 
part. You can do it two ways:

Split-half analysis: Cross-validations. You train on 
half the data and see how it does for the other half 
(and vice versa). If it works, it's a pretty good model. 
This gets back at likelihood (which we'll return to 
soon). This is the most prominent way now.

But traditionally in stats, the way things were done 
was with a criterion of simplicity (not withstanding 
Suppes questioning of this): small number of 
parameters. If you can build a model with a small 
number of parameters, then necessarily your model 
can't be memorizing, it must generalize. Start with a 
model with minimal parameters. If it fits well, then 
you stop. 

Remember that you can always get maximum 
likelihood if you have only finite rules. Suppes 
grammar for the Jack and Jill primer moves towards 

Likelihood
Assume a grammar simpler than Suppes' baby 
grammar:

NP-->N: 1/3
NP-->D N: 2/3

Data:
N
N
N
N
N
D N 
D N

What is P(D|Theta)?
The first piece of data's probability is 1/3, as is next. So 
you get (1/3)5*(2/3)2 = (4/3^7)=0.0018 

Now you ask, "If I'm allowed to change the 
probabilities, can I make the data more probable 
according to my model?"

Change each to 0.5, then (1/2)^7=0.0078. So we have 
improved the model. Can we do more?

Use the actual data: 5/7 and 2/7 so you get a 
probability of (5/7)^5*(2/7)^2=0.0152 

This is the maximum likelihood. (It's also part of the 
problem set we handed in today--the reasoning that I 
couldn't find was in the Suppes reading. He points out 
that you use partial derivatives of logs.)

For any model, you can work out the maximum 
likelihood. A special property of count data for 
multinominals--the maximum likelihood is just taking 
the frequencies. 

The principle of maximum likelihood says that the 
best model to choose is the one that's closest to the 
maximum likelihood. 

I should be able to do this with my phrasal verb 
project.

Suppes wants to show the maximum likelihood for 
each rule in the grammar. It's simpler than how he 
describes it. 

You count up how many NP's there are, how many 
time each rule was used and then count out the total 

Sixth class: Probability and maximum likelihood
Wednesday, October 10, 2007
2:20 PM
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grammar for the Jack and Jill primer moves towards 
that (only one recursive parameter; the one with two 
recursive parameters does worse again). 

The problem is that in real languages there are all 
sorts of dependencies that aren't modeled by your 
grammar. We know that if a NP>N it's normally 
plural. And it that's plural then S>NP VP will get you 
to a V that matches the N. That's what agreement 
processes do. 

If you're building a simple context-free grammar, 
then you can't do those relationships. That's a hugely 
wrong assumption.

CM doesn't think you could possibly write a context-
free grammar for agreement. The goal of a PCFG 
grammar passing Suppes' test is unrealistic. So the 
better thing to take away is likelihood. We can say 
P(data|model PCFG). The kind of models we want to 
find give high likelihood to the data.

So there's another test called the likelihood ratio 
test. You can choose between two different grammars 
by looking at: (P(data|first model)/P(data|second 
model)). If these are very different, you should prefer 
one to the other. People often use the log of this, so 
that you go from negative infinity to positive infinity 
with zero saying they are the same. 

That zero

allege 28 3 31

assume 23 24 47

51 27 78

Probability of that is P=allege(that)=31/38 * P(that)=
51/78 raised to 28 (?)

Alternatively, 
p(v=allege)(p(that|allege))
p(v=allege, that=28/78) raised to the 28th power

One "that" rate hypothesis: =((31/78)*(51/78))^28+all 
other cells, like ((31/78)*(27/78))^3+((47/78*51/78)^23
+(47/78*27/78)^24. Something like 0.00260381. 

Then you look at comparison with another model. If 
they are similar, then we'll say there's one rate of 
"that". 

And THIS, poorly worked out as it is, is the G-square 
test.

time each rule was used and then count out the total 
number of rules and then divide through for relative 
frequencies. (See also the spreadsheet presentation of 
this.)

You sum up each column and divide it by the total 
number of rules of that type. So there's an NP>N rule. 
You divide that by all the other NP rules (but not the 
AP rules--those you treat separately). 

Probability from MLE raised to the number of 
productions used gets you a predicted frequency for 
each phrase type. 

It's also okay to do it more simply:
A N is made up of NP> Adj N and Adj>A. Thus 0.05*
0.92=0.046. Hopefully these all add up to 1.00.

Then we can say how many times we'd expect to 
observe things--we take the frequency times the total 
number of utterances. Then you bin things together. 

We look at how they differ to see if our model is good 
or not. 

Now Suppes does a chi-square test. He views all 
outcomes (all phrases) as a multinomial. 

Chi-square is invalid if the counts are small; Suppes 
deals with this by collapsing all the small cells. You 
can say these ten things as one event and call them 
one thing. What it means is that if there is deviance in 
those values, you're hiding that. But if you just want 
to know if the model is good in general, this is okay.

Suppes probably wanted to have the NP>NP NP rule 
for the rhetorical purpose of showing recursion (it can 
go on forever). 

He also wants to show something that generalizes 
well. It's trivial to set up something where the 
observed is the same as the predicted. You just use the 
relative frequencies as your probability. That's the 
sense in which maximum likelihood estimates, you 
come up with beautiful match that explains nothing. 
Suppes wants to show a grammar that's general and 
has recursion and can predict the data. 

One of the places where things go wrong is that he 
predicts a large number of things that never happen 
at all. 

The chi-square value of 321 is "absolutely huge" for 
this data, so you say that this model doesn't fit the 
data at all. He laments in the paper how hard he 
worked and how hard the problem is. 

The minute p-value means that the grammar is bad. 

Degrees of freedom here are more complex. Suppes 
gives a different answer than CM thinks is right. CM: 
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gives a different answer than CM thinks is right. CM: 
8, Suppes: 7. 

"According to Chris", the number of degrees of 
freedom is based on comparing two hypotheses. 
Hypothesis one is that there's no grammar and we're 
just estimating the distribution of each outcomes with 
a maximum likelihood estimate. Well, once we do the 
pooling/binning, we have fourteen actual groups. As 
soon as we do 13, we have 1 left over that is 
determinate. Thus (n-1). But Suppes does (5-1)=4 NP 
rules and (2-1)=1 AP rules. Add those together=5, thus 
(14-1)-5=8 is the degrees of freedom. In doing the chi-
square test there's this residual randomness we'll give 
you credit for. To the extent that we're setting 
parameters, we can fit them exactly, but to the extent 
that we are generalizable, we should assess 
significance for getting extra. 

A chi-square distribution is the normal distribution 
squared (mean of 0, s.d. of 1, 2/3 of data in 1 s.d.). This 
means you have something non-negative. That's one 
degree of freedom. If it has three degrees of freedom, 
you get N(0,1)^2+N(0,1)^2+N(0,1)^2.

One hypothesis is that you just write down each 
outcome and that's the model. Another hypothesis is 
that we could use a small grammar and it would 
explain the data well. You test that with the chi-
square distribution. 

Change degrees of freedom, you change the p-value. 
As you add degrees of freedom, you can have a bigger 
chi-value. You should expect the data to do a good 
job. 

Here we have our null hypothesis is really that Suppes 
is right. So we want small chi-square values and big p-
values. 
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Bard, E., D. Robertson, and A. Sorace. (1996). "Magnitude Estimation of Linguistic Acceptability". 
Language72: 32-68.

Summary
Magnitude estimation is a technique for getting at 
acceptability judgments (adapted from 
psychophysics, which uses it to let people judge how 
bright a light is or how loud a sound is). Bard et al like 
the technique as a way to make fine distinctions that 
can yield statistically significant results of linguistic 
interest. 

Introduction
Linguists have been using scales of acceptability (***, 
*, ??, etc) for a long time without really talking about 
them. Presumably these ought to be able to be 
consistently applied, but they aren't. 

Rather than treat the intuitions of linguists and their 
friends as the Final Word, Bard et al see them as 
psychological evidence, which means you should get 
the data from lots of subjects (who are not involved in 
the research themselves). 

The key example here seems to be the relative effects 
of violations of Subjacency (?Which car did John 
announce a plan to steal late tomorrow?) and ECP 
(*When tomorrow did John announce a plan to steal 
Bill's car?). (See page 36.)

After another example of unaccusative and unergative 
verbs and the auxiliaries they take in Italian, Bard et 
al say that linguists need better tools that can get 
consistent results. They say that it is worthwhile to 
transfer techniques from the sister field of 
psychophysics over (here the claim is that linguistics 
and psychophysics are sisters under the umbrella of 
psychology). 

Measurement scales

Nominal: Just labels. Apple, banana, orange. You can't do 
any math on these other than counting totals and 
comparing those.

ƺ

Ordinal: These have equivalence and order. Here you have 
a scale, but you don't make any claims about how much 
distance is between them. "The distance between 
successive points is both unknown and undependable" 
(39). The ?, *, ** scale is probably one of these. (It is also 
quite possible that our 1-7 scales in experiments fall here. 
Are we sure the difference between 1 and 2 is the same as 
between 5 and 6?)

ƺ

There are four common scales, which differ on the 
info they use and therefore what sorts of statistics can 
be performed. These are ordered by precision, btw.

Definitions and examples
Grammaticality: A characteristic of the linguistic stimulus itself. 
The claim that grammaticality is gradient is controversial. "The 
consensus is that there is only one optimal output that best 
satisfies the system of interacting constraints and therefore 
receives a grammatical interpretation (see Chomsky 1991)" (Bard 
et al 1996: 33 ftnt 1).

Acceptability: A characteristic of the stimulus as perceived by a 
speaker. The claim that acceptability is gradient is 
uncontroversial. These may be based on frequency of usage, 
conformity to a prescriptive norm, degree of plausibility, etc. 

Acceptability judgment: The speaker's response to a linguist's 
inquiries.

Measurement: The assignment of numbers to things according 
rule (after Stevens 1946: 667).

Chuck Clifton has this to say...
Clifton's preferred methodology is eye-tracking, 
though he has also run acceptability experiments with 
1-7 scale and sometimes a 1-5 scale ("though I'm not 
proud of it"). 

In general, Clifton doesn't want to say that 
grammaticality is graded, though acceptability is. 

In his review of magnitude estimation at the 2007 LSA 
Summer Institute, he described it as an attempt at an 
interval scale, which would make sense especially for 
people who believe in degrees of grammaticality, as in 
Optimality Theory. 

http://www-unix.oit.umass.edu/~cec/

4ÅÄ 'ÉÂÓÏÎ ÈÁÓ ÔÈÉÓ ÔÏ ÓÁÙȣ
Ted points out that all rating studies are offline 
measures without temporal resolution. Magnitude 
estimation, he says, "correlates highly with fixed scale, 
[it] may be more sensitive". 

Magnitude estimations
Monday, October 08, 2007
8:47 AM
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We cannot say (at least from a physicist's point of 
view) that a 20 C day is twice as warm as a 10 C day 
because this scale lacks a true zero point (Cowart 
1997: 69).

Á

Interval: Here you can measure difference. Here you can 
start doing stats. My 3-inch inchworm has as much 
difference from a 1-inch inchworm as a 4-inch inchworm 
has from a 2-inch inchworm (2 inches). 

ƺ

Ratio: This is where magnitude estimations fall. You have 
to not just be able to have an interval, but you have to have 
a distance to a common 0-point. Bard et al point out that it 
may stretch the imagination to believe that acceptability 
judgments could be measured with ratios, but they say 
"well, at least we'll get interval scales with magnitude 
estimation". 

ƺ

Magnitude estimations in general 
First, you start off with a modulus (an initial 
sentence) and give it a value (a number and/or a line 
drawing). Now every subsequent stimulus given will 
be related to that. Is it twice as good/big/loud? If so, 
double the number you gave to the stimulus or draw a 
line twice as long. 

This really has worked in psychophysics. It's weird 
but reliable. 

Magnitude estimation for linguistics

Speech rateƺ

Vowel roughnessƺ

Similarity of syllables in different languagesƺ

Quality of synthesized speechƺ

Speech intelligibilityƺ

Sometimes magnitude estimation is used for 
something with objective interval scales (though I 
don't know how for all of these):

An objective "third axis" is filled by using "cross-
modality matching". You validate not with reference 
to a physical continuum but on how self-consistent 
your results are. 

Bard et al then given an illustration (they point out, 
btw, that before going into linguistic questions, they 
started out with physical magnitude estimation 
examples by asking them to give values to "how long a 
line seemed". 

Linguistic materials were displayed one per page and 
revolved around sentences given by Haegeman (1991). 
(This may have a complication since so many of the 
sentences are questions and those have problems in 
terms of processing.) This was given to a set of 
linguists and a set of biologists. Figures 1 and 2 show 
nice results. 

Robustness and delicacy
Here they report Sorace's findings on 
unaccusatives/unergatives in Italian. She finds that 
some verbs are more unaccusative than others (and 
that some syntactic constructions prefer one to the 

http://tedlab.mit.edu/

Practical considerations

ƺBut you still need to take this times the z-
score to transform it to a normal distribution. 
This gets all the judgments on the same scale 
and lets you see things like standard deviations 
and the like. 
ƺIf you use a "1-10" scale instead of a magnitude 
scale, you don't need to log anything, but you 
still need to find the z-score. 

For magnitude estimation studies, you're going to 
have to get everyone to the same scale--to do that, 
you divide each person's judgment on each sentence 
by their judgment of the modulus. That's still a 
multiplicative scale, which you need to make additive 
so you can do averages and other fun things. That 
means you'll take the log of (Judgment/Modulus). 

If error bars for two means overlap, the two means 
may not be reliably different.

Running a pilot is a good way to see if you have good 
alternate lexicalizations.

See pg 44 for a discussion about how to get people 
started. 

"Logs are used both to keep the scale manageable in 
the presence of the very large numbers some subjects 
used and also to provide a straightforward way of 
dealing with judgments of proportions: when 
exponentiated, the difference between log estimates 
provides the ratio of the acceptability of the two 
versions of the sentence" (50). 

Sorace used ANOVA, "which treats verb category as a 
nominal scale, to establish that variation between 
verb categories exceeded variation within them" (52).

Bard et al advise that it may be better to judge 
linguistic acceptability with line lengths than numbers 
since people have other associations with numerical 
scales (grading). 

Choosing a modulus
You've got to choose a modulus that you estimate to 
be of middle acceptability. I have seen, for example: 

ƺI wouldn't give to the boy the difficult puzzle.

I've run some of my own scale-based studies (one had 
a scale of 1-7 and another had a scale of 0-1000 just to 
see if that scale worked). Here are sentences that were 
of average acceptability. One of them could make a 
good modulus.

You were passed a plastic fork by somebody ƺ
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that some syntactic constructions prefer one to the 
other, too). The population size here is 36, btw. 

There are also reports for people who aren't native 
speakers to see how their judgments fall. The data 
showed that you could distinguish among subject 
groups using magnitude estimation.

Validation 
This section talks about how you establish that a 
measurement reflects what you say it does (and 
whether subjects are reliable relative to themselves). 
This is where they discuss the cross-modality idea in 
greater detail. You want to calibrate two different 
types of measurements to see if they are related (have 
them estimate line length and numerical magnitude). 
Then you validate by seeing if these two different 
"modalities" can be used to judge a set of nonmetric 
stimuli (like sentences).  This is rather difficult stuff 
and worth going over in class, probably. 

Reliability 
Does it work across subjects? To find out how far 
results differ between experiments, you can use 
ANOVAs by subject and materials. (Here the Bard et 
al group are re-running Sorace's studies.)

The basic idea is that subject perform differently, but 
magnitude estimation lets you compare their 
performance. 

Miscellaneous
Bard et al's description of the "small is beautiful" 
principle in modern linguistics ("the empirical 
damage is limited by dependence on striking rather 
than exhaustive examples and judgments are made by 
a small community of subjects who share an agreed 
definition of acceptability" (34)) recalls some of our 
conversation about Suppes (1970) and his questioning 
of the need for linguistics to hew to the line of 
"simplicity". 

It is "well known that departures from linearity often 
occur at the lower end of the psychophysical scales 
where a preference for integer responses raises 
estimates that ought to be less than 1.00 to 1.00" 
(since informants are told they can't use 0; Bard et al 
45). This is partly why you want a big modulus that's 
easy to divide and multiply. 

Related: there tends to be more variance at the lower 
end of their studies (maybe people are just judging 
unacceptability and not acceptability?)

Questions/comments? Tylers at stanford 

You were passed a plastic fork by somebody 
around here.

ƺ

He was carved this small flute by the village 
musician.

ƺ

A famous sculptor tossed you a soap statue.ƺ

The knitting circle handed you a warm scarf.ƺ

They were brought a comfy couch by Robin and 
Chris.

ƺ

I was baked some sugar cookies by my friend 
Pat.

ƺ

My uncle Tom built me some window boxes.ƺ

You were made a warm scarf by the knitting 
circle.

ƺ

She was made a dry martini by the secret agent.ƺ

I know what John murmured he saw.ƺ

My irritable friend muttered her ex better leave.ƺ

Asking the question
While the advice from some is to be really careful 
about the wording of the instructions ("The most 
important component of a questionnaire is a clear and 
consistent set of instructions and, usually, 
some preparatory exercises" (Cowart 1997: 89)), we 
also know that the "general impression gained 
over many experiments that informants have very 
little ability to deliberately adjust the criteria 
they apply in giving judgments" (Cowart 1997: 58). 

Bard et al (1996) even suggest that your instructions 
don't particularly matter since people aren't 
really able to follow them--but you do have to have 
something to draw the attention to some sort of 
idea of "acceptability". 

If I'm doing a magnitude estimation study, my modulus is 
in the mid-range of acceptability.

If I'm doing a magnitude estimation study, I have told the 
subjects to pick a large number for their starting point and 
one that is easy to multiply and divide. (Snider (p.c.) has 
actually proposed forcing subjects to adopt a "100" for the 
modulus. It is unclear to me whether this is truly 
magnitude estimation, though.)

Checklist

See also
Cowart, W. (1997). Experimental Syntax. Thousand 
Oaks, CA: Sage Publications. (Um, up to chapter 11.)

Featherston, S. (2004). "Magnitude estimation and 
what it can do for your syntax: some wh-constraints in 
German". Lingua. 

   Probability Page 22    



Today we covered magnitude estimation (see my own write-up on the Bard et al (1996)). I don't 
have real notes for it since I was presenting. 

Then we moved on to linear regression. Next time we'll be on logistic regression (both real 
predictor variables and categorical variables).

Linear regression
We start off looking at some of Keith Johnson's 
sample data on EMA (where you put 15 little gold dots 
on people's tongue and have them talk).

Neighboring values tell you a lot about each other--if 
I tell you where x5 is, you'll probably know where x4 
and x6 are. But if I tell you about x7 or x8, it tells you 
much less about what's happening at the front. 

Cor(PL1$y4,PL1$y8) ƺ

The command in Rƺ

If data is missing:ƺ

Cor(PL1$y1, PL1$y10, 
use="pairwise.complete.obs") 

ƺ

Or "complete.obs" instead of 
"pairwise.complete.obs"

ƺ

If things are completely linear, you get a correlation 
coefficient of 1.0. So you can ask about the correlation 
between y4 and y5 and get a 0.99 value. 

But if you plot y4 against y8, you see some linearity 
but get more of a 0.74 correlation value. 

Pairs(PL1[,c("y1","y2","y6","y10","y15")])ƺ

Gets a nice chart of a bunch of variables against 
each other (lots of little graphs).

ƺ

The pairs command helps you go through a bunch of 
things:

We're going to try to work out the best slope so that 
given a y4 value we predict out a y8 value. We'll find 
the best model and find out how good it is. 

The linear regression model is being made by how far 
away from the y-value (predicted response) is from 
the line. This is the y-up-down value not a diagonal 
(though see Bard et al footnote 12 for a rare example 
of this sort of calculation).

The model is based on the belief that for every y, 
there is a multiplier for the x value that gives the 
slope, an add-on for the intercept and the remainder 
is given by noise, which is assumed to be normally 
distributed. y=ax+b+˸

Standard linear regression has a lot of stuff that can 
go wrong. One of the assumptions of a linear 
regression model is that all along the line, the errors 

Quick review of that/no-that spreadsheet
People say you should do the Yates correction of chi-
square if you're doing something with categorical 
data, but CM says that's iffy. Same goes for the rule of 
thumb that prefers G-squared instead of chi-squared 
on skewed data of the kind that you commonly see in 
linguistics. 

You can't always believe rules of thumbs, do an exact 
test if you can (like Fisher's exact test). If you have a 
huge table it doesn't work. 

Or as CM says in e-mail:

Taking Fisher's exact test as the gold standard 
(this is standard), then for this particular data 
set, the basic, plain Chi square test actually does 
a much better job at estimating how likely you 
are to see this or more skewed data under the 
null hypothesis of independence than either the 
Chi square test with Yates correction or the G^2 
test. It's actually quite close. This shows that the 
remarks you sometimes read advocating using 
the Yates correction or G^2 instead of X^2 for 
(categorical) linguistic contingency table data 
aren't uniformly correct; it's actually contingent 
on the particular data distribution. Hence, 
you're better off using an exact test if you can. 
And with small tables and modern computers, 
you usually can.

Seventh class: Magnitude estimation; Linear regression
Monday, October 15, 2007
2:19 PM
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regression model is that all along the line, the errors 
are the same size (the same standard deviation). This 
is called homoscedasticity in statistics. 

Chaim.lm.y1(lmy1 ~y2, data=PL1)ƺ

I want to predict y1 in terms of y2 (the x-axis, 
the predictor)

ƺ

Type your variables name for a bit of 
information.

ƺ

Plot(PL1$y2,PL1$y1)ƺ

Add the linear regression line:ƺ

Abline(chain.lm.y1)ƺ

Ask for a summaryƺ

Summary(chain.lm.y1)ƺ

The coefficients report how confident you 
should be (and whether you should throw a 
coefficient out). 

ƺ

The R-squared tells you how much you can 
capture in the model. 

ƺ

To define a linear model in R:

These two values have a 0.94 correlation, what if you 
do something like y1 and y15 where there's 0.89?

You do the same thing: chain.lm.y15=lm(y15 ~ y2, 
data=pl1).

Errors will be larger because we have less data. The R-
squared is 0.82 (worse than the other). 

Now what if we could use some of the middle values? 
Well, that'd use multiple linear regression:
Chain.lm.y15=lm(y15 ~ y2 + y5 + y8, data=PL1)

That gets you an R=squared of 0.98. See Keith 
Johnson's book (chapter 3) since he works out which 
ones matter most. 

It's literally telling you "I will give you y15 if you tell 
me these other three, because now I know the right 
coefficients for them and the intercept."

Next time: logistic regression and Weiner and Labov.

   Probability Page 24    

http://en.wikipedia.org/wiki/Homoscedastic


Linear regressions
Hard to know what the R-squared values mean and 
they look good. The regressions from last week (about 
tongues) aren't actually as good as they seemed. 

Plot(PL1$y15, PL1$y2)ƺ

What you actually find is that since y15 doesn't have a 
lot of data, there's a bunch down at the left bottom, 
but there's one point in the far upper left. If you draw 
a line to it. This is why linear regression is really 
susceptible to outliers. 

Beware of outliers in linear regressions. 

Make sure you know whether things are in a 
linear relationship or not.

You're minimizing the squared distances of points 
from the line. How far away are the residuals? (The 
fitted value on the line from the original data point.)

Plot(fitted(chain.lm.y.simple), 
residuals(chain.lm.y.somiple), "fitted", 
ylab="Residuals")

ƺ

Abline(h=0)ƺ

You can plot residuals (if you had 100% accuracy, 
everything would be on the line). 

If you had heteroscedasticity (so a linear regression 
wasn't appropriate), you'd see small residuals at one 
end and big residuals at the other. 

If you should be squaring or cubing, you'd see 
curvature--the residuals at the ends would be 
negative while the middle part would be positive (or 
vice versa). 

Everything we're doing beyond linear regression is 
based on linear regressions. We've only scratched the 
surface, btw. There are whole courses on this in the 
stats department. 

Logistic regressions
Until the 1970s there were a lot of tools, but not many 
for dealing with counts (as we have in linguistics). 
There used to be just chi-squared, etc. 

People had a clever idea that we could deal with this 
data by adapting our standard linear model. 

Instead of having y on the left, we'll have a function 
(g(y)), the link function. This is the log odds (logit), 
which is log (p/(1-p)), and thereafter, it's still just a 
linear regression with a+ bx.

Notes on Weiner and Labov for next time
Varbrul works out a mean rate of s-deletion and then 
three log odds terms, how much the rate of s-deletion 
against mean and V, mean and C, mean and P. The 
rate of application differs from the grand mean in 
Wiener and Labov.

CM has always thought that the Varbrul way of doing 
this, a mean rate of s-deletion. Statisticians don't like 
it because it's not the minimal parameterization. 

The Varbrul program kind of nice in that it prints out 
probabilities, so that you convert odds into 
probabilities. The mean rate for the entire data set is 
used. There's a probability term for each factor and 
how it varies. That part is a little harder to 
understand. p=1/4, odds=1:3. Anything expressed as 
odds or log odds can be transformed back into 
probability. That's a little hard to interpret. If you look 
at the effect of each factor. It's easier to understand 
that "they're twice as likely to smoke if they're 
European" in terms of odds, not probabilities. 

It's a good thing to take the tables in the Weiner 
and Labov and make sense of it in logistic 
regression. 

ƺ

Sharon may know how to do this. CM may 
try to work it out. 

Á

Varbrul had a nice way of showing how much 
info each data point on a graph contained. 

ƺ

Two comments on translating into Varbrul:

Eighth class: Linear and logistic regression
Wednesday, October 17, 2007
2:10 PM
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We'll begin with log p/(1-p)=a0+a1x1, which isn't really 
what we use in syntax (which is more complicated).

Vot1<-read.delim("VOT-td-1.txt")ƺ

Plot(vot1$VOT, vot1$PercentD)ƺ

Vot1.lm=lm(vot1$PercentD ~ VOT, vot1)ƺ

This gets you an R-squared of 0.8866.Á

Summary(vot1.lm) ƺ

We start with a  data set with five points. Here's a 
linear regression for it:

This is the length of the gap for stop consonants (x) 
plotted against perception of English about whether 
it's perceived as a /d/ or /t/. If it's a short onset time, 
you'll hear a /d/. (Thus the y-axis is the percent of 
people who hear it as /d/.)

The problem is that you can't go above 1 or below 0. 
Your prediction is that if the onset time is greater 
than 70 ms, you'll get a negative, but that doesn't 
make any sense at all (what is the negative of t-d?).

The real life intuition is: someone is bringing their 
friend over for dinner and you wonder if they smoke. 
You don't know much about them. So you say 10% 
chance. Then someone says "He's European", so you 
say that doubles the likelihood. That means you'd 
double the odds from 1:9 (10%) and if it's doubled, 
then the odds are 1:4.5 (20%). This would be a 
constant change. CM will now show that this implies 
a logistic regression.

If you're going to do logistic regressions in R, you 
need to know that you can't make logistic regressions 
out of percentages, but only out of counts of data. The 
easiest way to do this is to do the Number of D and 
Number of T. (You can deal with 0 counts, but it 
makes things a little messy, so CM tweaked the data.)

Logistic regression models pay attention to counts--
they want to fit the data where the counts are high. 
They are fit by the principle of maximum likelihood 
(linear regressions aren't, they minimize squared 
distances). If you remember maximum likelihood, if 
there's a place with a  lot of data points, you'll 
dominate the situation.

Vot1.props <- cbind(vot1$NumD, vot1$NumT)ƺ

Make a two-column matrix of the thing you want to 
compare. Do this with a function in R called c.bind.

Vot1.lr <- glm(vot1.props ~ vot1$VOT, 
family=binominal("logit"))

ƺ

This will be used as the response data for the model. 

If you used a logit one, you'll get the log(p/(1-p)). The 
default family is Galcian, so you don't get logistic 
regression unless you type in that binominal piece 
(though the default for that is logit).
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(though the default for that is logit).

Summary(vot1.lr)ƺ

You can ask for a summary and see

The deviance residuals tell you how well do the data 
points fit. 

Your coefficients have an intercept and then 
coefficients and some stats. We'll go over this more 
later.

e^2.2=9ƺ

Just left off the minus sign for ease. ƺ

The data set has x's that are about 10 apart, so 
we take 0.22*10=2.2.

ƺ

Every time the x value increases by one, the a*x value 
will be increasing (in this case) as -0.2238. If we want 
to look at the log odds, we'll need to exponentiate it. 
(R doesn't do this for free.)

As you move, you'll move by a factor of 9 for each 
move. 

A logistic curve is s-like. You put a function on top of 
the y, but if you're saying that g(y) is a function, then 
to work things out in terms of y, you want to figure 
out the inverse function of g. p=(e^y)/(1+e^y) is the 
logistic function. It takes in any real number and 
squashes it to fit between 0 and 1.

(1-p)=((1+e^y)-e^y)/(1+e^y)=1/(1+e^y)

How does this work for data you're trying to explain 
like "active or passive"? Let's say you have a factor 
that's a vowel, stop, or other. You're trying to predict 
deletion (yes/no) based on these factors. R picks one 
level as a reference level. 

Let's say "others" have 0.33 (1:2 odds). Vowel and stop 
can each of a value of 1 or 0. How much should it 
change the odds for each? 

If stops are deleted 1/6 of the time, then the odds are 
1:5, what's the difference between 1:2 and 1:6 (2.5) and 
how do I get it in my model? Well, it'll be the natural 
log of 2.5 (i.e., loge(2.5)).

Let's say vowels are deleted 1 time in 12 (odds are 1:11), 
then the difference from the reference is 5.5, that's the 
odds ratio. So the logs odd ratio for this is loge(5.5).

ced<-read.delim("cedegren.txt")ƺ

Summary of columns is on the website.ƺ

Ced.props<-cbind(ced$sDel, ced$sNoDel)ƺ

Ced.lr<-glm(ced.props ~ ced$cat + ced$follows+ 
ced$class, family=binomial)

ƺ

If they have categorical values, it will use those, 
but it won't know that social class can only be 1, 
2, 3, or 4. Just change class to "c1, c2, c3, c4" so it 

ƺ

For homework
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2, 3, or 4. Just change class to "c1, c2, c3, c4" so it 
doesn't do this. Uriel points out you can just do 
+ factor(ced$class).
In R, the alphabetically first one is the reference 
that's chosen. 

ƺ

Pause or vowels that follow increase the likelihood of 
deletion here because those coefficients are positive 
(0.94 and 0.52). Exponentiate the coefficient: e^0.94 
and it's that many times more likely. 

R tells you the log odds ratio, but CM thinks it's a lot 
easier to do the odds ratios in your head for 
understanding. 

If we just do ced$follows, here's how it works out:

Log p/(1-p)=0.02 (intercept) + 1.17*(x when follows P) 
+ 0.55*(x when follows V). If x follows neither P nor V, 
then log p/(1-p)=0.02 + 0 + 0. That is, p/(1-p)=e^.02=1, 
thus probability is about 50%.

3.2(1-p)=p, ƺ

3.2-3.2p=p, ƺ

3.2=4.2p is about 75%ƺ

If x follows a P then, log p/(1-p)=0.02+1.17=1.19, so 
p/(1-p)=e^1.19=3.2, which is about 75%

The first column gives the fits times the 
number of data points in each cell. The 
chance of s-deletion times the number of 
values in a cell. Then printing out the 
number actually deleted as a second 
column, and then the total number of 
observations in each cell. 

Á

Ced.lr.fit<-data.frame(fit=fitted(ced.lr)*(ced
$sDel+ced$sNoDel), ced$sDel, (ced$sDel+ced
$sNoDel))

ƺ

This tells you what it gets right by 
comparing those first two columns (the 
third just tells you the scale).

Á

Ced.lr.fitƺ

This should be a linear relationship if you 
had a great model. 

Á

Cor(ced.lr.fit$fit, ced.lr.fit$ced.sDel)Ǐ

You could build a linear regression to get 
an R-squared about how good. You can do 
a correlation, too:

Á

Plot(ced.lr.fit$fit, ced.lr.fit$ced.sDel)ƺ

Now, how good of a job is the model doing.
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Weiner, J. and W. Labov. (1983). "Constraints on the agentless passive." Journal of Linguistics6: 
29-58. 

Summary
In this paper, it's important to keep in mind that the 
alternation is not strictly active vs. passive. So they're 
comparing agentless actives (they broke into the 
house) with true passives (the house was broken 
into). This comes as a correction to earlier studies 
that seemed to suggest that middle-class speakers had 
more passives than working-class speakers because 
they had more cognitive talent. 

He also goes into depth about "given" vs. "new". 

To determine how much givenness is necessary, you 
need to show how many lines back you go in the 
discourse. When the effect drops off, you stop. They 
look 5 clauses back (a clause is anything with a finite 
verb in it). You keep something as given by having it 
stay in subject position without any later clauses 
having different subjects. (Thus "I was playing tennis 
and I was hitting balls, one ball came and hit me" 
would have broken the chain.)

See also Kehler's recent colloq talk. He's trying to deal 
with "relevance".

Givenness peaks in its relevance around 2. Things 
don't get to be "more" given.

The story ends up being that givenness is about 
what's absent, not about word order. 

Annie thinks that new research has shown that word 
order does matter.

Miscellaneous
Weiner and Labov also claim that syntax doesn't carry 
social meaning (no difference in sex and certainly 
there would be there if anywhere! He says). This is 
strange since he gets the strong effect of adolescents 
using get-causatives. 

Without CM: Weiner and Labov
Monday, October 22, 2007
2:23 PM
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Hayes, Bruce and Colin Wilson. To appear. A maximum entropy model of phonotactics and 
phonotactic learning. Draft of Aug 2007. To appear in Linguistic Inquiry.

Homework 4 review
When you look at a summary() of a glm, you can 
look at the last z-value to see if you can be confident 
that it is not zero, that is that it's a factor you should 
include in your model.

In our Cedegren homework, Social class and 
Following POS have tiny numbers, but many of the 
categories don't have significance. 

If you want to work out the likelihood of the data, you 
imagine that you have cells with sDel and sNoDel 
counts for all the various variables. You calculate a 
probability for each cell, then you raise that to the 
number of times you saw it. You multiply all of these 
together (CM did this wrong in class and I did it 
wrong in the homework--don't add, multiply!)

Log likelihood would be: 
count*log(prob)+count*log(prob)+etc.

G^2 test is -2*log((likelihood of M1)/(likelihood of 
M2))=-2log(likelihood of M1)-2log(likelihood of M2).

The two standard ways to decide if you should be 
putting a factor in the model is to look at the z-values 
and to build models with or without the extra factor 
and see how different the log likelihoods are. 

If you have something that has three or more factors 
in it, you need to really do the G^2 test. 

The significance test for G^2 test is that G^2 passes 
the chi-sq test based on the difference of degrees of 
freedom between the models you're comparing. The 
idea is if I went from a model that was just using POS 
category to one with POS category and Social class, 
I've actually put in three more things. Every time you 
add factors, there's a chance that you're just modeling 
your data exactly and not really coming up with a 
general model.  

Here's a baby example:

sDel sNoDel

a 2 1

n 2 5

(I have corrected this from what I have in class, which 
said that the /s/'s were deleting 2/5 of the time and 
gave me a model of 2/5^2*2/5^2*3/5^1*3/5^5.)

Hayes and Wilson (2006)
One of my favorite articles, it looks at phonotactics of 
grammars and says that maximum entropy is better 
than other approaches. If, however, you don't really 
believe in phonology, you may object to this paper. 

In gradual learning, you sometimes get 
constraints that look very bizarre. 

Á

You can learn phonotactics from positive 
evidence--you don't need the constraints 
beforehand. 

ƺ

It can also weight the contributions of the 
various constraints and can capture categorical 
and gradient patterns. (Some OT models can't 
do this.)

ƺ

This also suggests that you need phonological 
ideas like metrical grids. 

ƺ

Is acceptability really okay? (Did the 
experiments show words or play recording?)

ƺ

Is it weird to have a constraint against the sound 
in "the" (token frequency is high, the type 
frequency is low)?

ƺ

Is it garbage-in-garbage-out to use stress 
dictionaries like CMU?

ƺ

Does it have too many tips of the hats to gods 
who would be better of being dead? Will it really 
stand the test of time? Should it have been 
written to a slightly more general audience, 
perhaps specifying why OT is a good launching 
off point?

ƺ

Possible problems:

Section 4 is about saying that you'll get huge numbers 
of constraints, so you have to limit it somehow. Thus 
the difference between simple constraints and 
implicational constraints (4.1.1). You have /sn/ in 
English and want to say that only /s/ can appear 
before /s/ in an onset. Instead of saying all the things 
you can't do, you can say the implication. That helps 
reduce the number of constraints your grammar has 
to deal with.

The idea of search heuristics has two subparts, one 
is finding the constraints that are the most accurate 
(Observed/Expected) and the most general (simpler 
matrices are preferred). This is similar to our 
discussion of degrees of freedom--if you have a 
complicated enough series of matrices, you just 
describe lexical items as feature bundles but don't get 
an explanatory power/generalizability. 

10th class: Entropy and maxtent values
Monday, October 29, 2007
2:24 PM
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gave me a model of 2/5^2*2/5^2*3/5^1*3/5^5.)

Consider a world without factors (ignore the 'a' and 
'n' rows). The /s/'s delete 2/5 of the time. I can work 
out the likelihood of this model, M0: 4/10^2*4/10^2*
6/10^1*6/10^5. Notice that I've still calculated each 
cell, using the value as the exponent for the 
probability of the condition. 

Instead of this, lets say there is an explanatory factor. 
Now the probability will be
Noun: 2/3 deletion, 1/3 no deletion
Adjective: 2/7 deletion, 5/7 no deletion
The likelihood of this is 2/3^2*2/7^2*1/3^1*5/7^5.

Let's say these are .001 for M0 and .01 for M1 so we 
don't have to do the math. (Btw, by "2/3^2" I really 
mean (2/3)^2.) 

Then we do a ratio: -2*log(.001/.01), this is, oh, about 
5. So we say the value for G^2 is 5. Thus by using this 
richer model have I been able to fit the data better. Is 
it surprising? If I add more parameters, I can always 
fit the data better. You want to be able to show you've 
significantly fit the data or just modeled the 
randomness. 

So you have to look at the degrees of freedom (the 
reverse of the number of parameters). In M0, you 
modeled only 1 (because the second one is just natural 
after the first). For M1, you've used 2 degrees of 
freedom. 

So the difference in degrees of freedom are 2-1, take 
the chi-sq, .05 (that's 3.84). Ask if 5 (the G^2) is > 
than 3.84. Yes! So it's a better model all-around.

Why doesn't R give me this number, CM asks. He isn't 
sure. But he says it doesn't matter because when 
you're doing this, you're always comparing two 
models the difference of two log likelihoods with a -2 
factor. So R is printing out numbers that are related 
to that (the -2log(likelihood of M0)). 

The number of the "null deviance" and "residual 
deviance" in the summary() are related to these.

The limiting case is if you model every cell, you can 
get the probability exactly right. That's a saturated 
model--everything possible is in the model. Your 
parameters just record all the data without 
generalizing at all. 

R gives the log likelihood of saturated data a value of 
0. Thus, how far in units of -2log likelihood are you 
from the saturated model?

Let's say that R reports "92" for "null deviance" (M0) 
and "57" for residual deviance (M1). The saturated 
model's value would be 33, let's say. So R would 
subtract 33 from everything, so it would report M0 as 

Matt's doing the presenting here and he feels the 
most interesting part of the model is what you needed 
to actually improve the model to handle nonlocal 
situations like vowel harmony. 

(Although the constraints that are in table 4 (pg 21) 
are odd to Matt's eye.)

The claim is that some sort of template has to be in 
UG: kids can keep track of 3 phonemes with 3 features 
in each, etc. 

There's a relationship to the Weiner and Labov, here. 
What kinds of things can you put variable rules on? 
That paper was situated a long time ago saying we can 
build a logistic regression and predict syntactic forms 
that determine whether one form is more or less 
likely. They were doing the same thing Joan is doing 
in the new millennium. CM says this is interesting for 
history of science (paths not taken for 20 years). But 
relating it back to this, is that work on OT and 
stochastic approaches gets you here (because 
sociolinguists using VARBRUL made it look like when 
you count surface features, you can only explain that 
with surface features). No, says this paper, you can 
put any features/constraints you want, autosegmental 
phonology or barriers in syntax. Any linguistic theory 
that can represent things with patterns (what should 
or shouldn't be allowed). (Hayes and Wilson follow 
OT as showing "badnesses" but you can do 
goodnesses, too.)

CM: It also points out that once you get into detailed 
linguistics, the formalism is fairly empty (there is a 
theory there about ganging up), so the substance is 
what constraints you put in to the system. 

Maximum entropy models
There is a lot of talk in the paper about simplicity. You 
could plausibly say that Suppes' argument against this 
is just because linguists were trying to minimize 
symbols without empiricism.

Entropy comes from two places. Information theory 
(electrical engineering) that went to a principle of 
maximum entropy. The principle is sort of funny and 
backwards: entropy is your amount of uncertainty, 
lack of understanding of a system. When we build 
probabilistic models, we want to have understanding, 
we want to minimize it. So it's a little funny to talk 
about maximum entropy. 

The idea of it is that you have your constraints (like 
Hayes and Wilson) and formally the relationship is 
between the observed data and the model. 

C[+stop,+ant] [+son, -voc]=number of observations=
37, say.

The constraints are in the model you build, the 
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subtract 33 from everything, so it would report M0 as 
59 ("null deviance") and 24 for the M1 "residual 
deviance". That's a difference of 59-24=35.

Is my model significantly better? I'd take the 
difference of M0 and M1 and look at whether 35 
greater than chi-sq for the difference of the degrees of 
freedoms at .05. R gives me the deviances and the 
number of degrees of freedom (just subtract them).

anova(cedegrenan, test="Chisq")
You can also just do an anova to get this:

We'll get at more of this on next week. Baayen 
suggests you have to run these a variety of times since 
the anova is actually report factors relative to a 
specific ordering and you need to make sure to 
consider all the various orders of adding and 
removing factors. 

The constraints are in the model you build, the 
number of times you see something matching this 
pattern is 37 times. To the extent that the model 
hasn't specified further constraints, you should make 
things smooth, you should give equal probabilities 
subject only to observing the constraints. 

The maximum entropy idea went from EE to speech 
to NLP people. Everyone in computational linguists 
talks about maxtent entropy. And somehow--maybe 
he's been reading too widely--it got to Bruce Hayes. 
CM says he really admires people like Joan and Bruce 
who are willing to find new things and just say, I can 
figure this out, and do that. They don't always have a 
deep understanding of the connections, but they can 
do what they need to do, certainly. (CM wonders if 
when he's 50 he'll just be putting his feet up.)

The Della Pietra et al theorem is that if you want 
to build out a theory, the maximum entropy 
model has to take the form of a generalized 
linear model of the log linear/exponential form. 
These are really close to logistic regression ones. 

(Parallel to information theory, entropy was 
developing in statistics, which went from linear 
regression to generalized linear models.)

CM's come to the position that the statistics path 
makes more sense than the information theory 
perspective (and all its attending philosophy). 

How are these different than what we had before?

For our logistic regression model, we had the 
log(p/1-ÐɊКÁЕÂØЕÃØȣ

For our loglinear models (or poisson regression 
modelsɊȟ ×Å ÈÁÖÅ ÌÏÇɉÃÏÕÎÔɊКÁЕÂØЕÃØȣ

That means that you're estimating a count is equal to 
ÁÎ ÅØÐÏÎÅÎÔÉÁÌȡ Å;ÁЕÂØЕÃØȣȢ 4ÈÁÔΈÓ ÔÈÅ ÓÁÍÅ ÁÓ 
saying e^a*e^bx*e^cx.

Let's suppose we just have two factors

+voice
d

-voiced

Labial 7 7

Alveola
r

82 7

Palatal 8 18

Velar 11 32

You want to say that it's voiced and that has a weight 
or it's palatal and that has a weight. 

If you want to turn this into probabilities, you just 
divide through (counts/sum). 
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divide through (counts/sum). 

So the log(count) is Hayes's score. The e^-(a+bx+cx) is 
close to the maxent value. 

To work out the probability, you're taking the maxent 
value and dividing it through by the sum of all the 
other predictions. For each cell, divide the maxent 
value by the sum of all the maxent values. (You'd 
actually use the fitted/predicted values in the cells.)

A glm person would say that your link function has 
changed from logit of p to log of c. (Where logit 
means log(p/1-p)). You're also looking at counts 
instead of log odds. 
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CM goes over logistic regression again since people still had questions about how they really 
work. 

Basic R stuff
For each factor (word category, the sound that 
follows, the speaker's class), we want counts of the 
events of /s/-deletion and no-/s/-deletion.

cedegren<-read.txt("cedegren.txt", header=T)ƺ

Read in the file: 

The crucial point is that you can't just use proportions 
of deletions. Logistic regression models are 
maximizing the fitting of the data sample and 
working that out depends on how many data points 
occupy each cell. 

Instead of having to write cedegren$sDel, 
you can now just do "sDel", as below:

Á

Attach(cedegren)ƺ

This makes a little matrix of only the first 
two columns for successes and failures.

Á

Ced.del<-cbind(sDel,sNoDel) ƺ

The "logit" part is default, but 
unfortunately, binomial is not.

Á

Ced.logr<-glm(ced.del~ cat + follows + 
factor(class), family=binomial("logit"))

ƺ

Now he does this: 

For m/p/2, there were 81 deletions, 143 
non-deletions. The odds are 81:143, but the 
odds of the model are 70:143, you take the 
log of these and look at the differences.

Ǐ

Negative you're underpredicting, positive 
you're overpredicting /s/-deletion.

Ǐ

This particular report in summary() gives 
you some idea of how good/bad the model 
is. The max is 6.4. e^6.4 times more cells 
estimated than really appear: that's not 

Ǐ

Deviance residuals: (ced.logr$residuals will get 
you the full list) In the original data there are 52 
combinations of the levels. The residual is for 
each of those 52 cells, how bad is the model's fit 
for each cell. These are still represented in the 
logit scale. In practice, looking at these isn't 
useful unless you're good at thinking about 
logits. The easy way to look at things is to get 
out expected counts for cells for fitted. That's 
what CM recommends. But this is related to 
that enterprise. The logit that should've been 
there to get the actual number of 
successes/failures in a cell vs. the logit that the 
model that R's created. Those with the largest 
numbers are the biggest outliers. 

Á

Summary(ced.logr) will get you:

Summary
The first example I gave way back when was voice 
onset times. You have 0-1 for x, -3-3 for y. Imagine it 
switches across the y-axis at .5, it's y=1 out at x=3. 

The idea is that as you step from 0-1, 1-2, 2-3, the 
probability is going up, but it's going up less and less. 
The amount that the probability is going up is going 
down each time. That's what we want. The whole 
point of the logistic function is that we can take any 
real number, shove it through this function, and get 
something between 0 and 1. That's precisely what we 
can have standard linear regression when there are 
coefficients and get the model. We could say the 
probability=logistic(b0+b1x+b2x2), but it's usually 
written as:

Logit p=log (p/1-p)=log odds=b0+b1x+b2x2

The thing that is constant is the change in odds. At x=
0, we have 1:1 odds (p=.5), at x=1, odds are 3:1 (p=.75), 
at x=2, odds are 9:1 (p=.9), at x=3, odds are 27:1 
(p=.97). Thus the difference between the odds is 
always 3. 

But typically the models we have will have categorical 
variables. And categorical variables are levels of 
factors (pause, vowel, consonants), one is declared the 
base level (the first alphabetically in R). X1 is 1 if it 
follows a pause, x2 is 1 if it follows a vowel. Thus, 

Logit p=b0+b1x1+b2x2

There's a following vowel and then x1 is zero or there's 
a following pause and then x2 is zero. Thus you 
capture the categorical nature. 

If each x has to be 1 or 0, the 0's just disappear. 

e^logit p=e^b0+b1x1

Odds=e^b0*e^b1x1

The e^b0 is the odds of having /s/-deletion when you 
have a following consonant. The next factor is the 
change in odds as this change.

Having a dinner party and you ask person says "I don't 
know," but whatever else I know, the odds are 
doubled because they're European. 

Instead of adding along one axis, you have different 
variables. 

They live in the US: .5 chance of smoking, they're 

11th class: Logistic regression
Monday, November 05, 2007
2:14 PM
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estimated than really appear: that's not 
great.

Let's take an example of a noun with a 
following pause, spoken by someone in 
social class 1 (which is the same as the 
intercept, so you don't have to do 
anything). Start with the intercept (-1.3), 
then add the catn (.67), add the followsP 
(.95), this is -1.3+.67+.95=0.32. So log(p/1-
p)=.3=p/1-p=1.34, that's about 4:3 (the 
odds) and you can convert odds to 
probabilities. If there's 4 for and 3 against 
then the probability if /s/-deletion is 4/(3+
4)=4/7.

Ǐ

Again, the logit p will be the intercept b0

+bfollowsP+bcatn. Since that's .3, you do e^.3
=odds of /s/-deletion=1.34. 

Ǐ

The reason why statisticians hate 
this model is because they think it is 
overparameterized. We should only 
have to have 3 factors to describe 
what's happening. The Varbrul 
approach gives you four coefficients. 

Î

For the Varbrul approach, you get all 
the beta coefficients adding up to 
zero (that's the constraint that takes 
away a degree of freedom so you 
don't get an extra DOF for the 
Varbrul model). 

Î

Varbrul uses the grand mean for b0 instead 
of picking an intercept cell like R and most 
other stats programs. CM says that's a lot 
easier to think about the deviations from 
mean rates than as deviations from some 
arbitrary cell.

Ǐ

The rest of the columns are about how 
much confidence you should have. 

Ǐ

The z-value says for a particular value of a 
factor, how much can you have faith that 
the factor shouldn't have zero weight (in 
other words, kick it out of the model). You 
calculate the z-value (kind of like a chi-
squared test) and then you test if it's 
significant=that's the final Pr value. The 
extreme values in the z-value column are 
less likely. 

Ǐ

Since catd has a Pr of .09, you say that you 
can't be confident about catd being 
different than cata (in the intercept). That 
doesn't mean they can't be different from 
another. 

Ǐ

But if you look at weights, you could say 
that class 1 is definitely different than 2, 3, 
and 4, but maybe since the weights are 

Ǐ

Coefficients--imagine a box (3D), for cat, 
follows, and class. R chooses the alphabetically 
first level. There is a cell in the box that is the 
reference point: where all three of these 
combine. That's the intercept. Everything else is 
relative to the rate of /s/-deletion in that 
intercept cell.

Á

They live in the US: .5 chance of smoking, they're 
European, add .3, they like cafés, add .2, they have a 
cough, that's another .1 addition. The nice thing about 
logs is that you always stay in the probability scale of 
0-1. The problem of just adding probabilities is that 
you can go out of bounds.

So change our probabilities to odds:
1:1 + 2:1 + 6:1 + 12:1=12/13 chance of being a smoker.

Overall goal, then: find weights for factors that 
describes the data in terms of these odds factors.

We've got some training data, we've identified by 
hand the factors we want to consider. What R is going 
to do is find weights in this linear model, the beta's 
that are good weights. These are weights that 
maximize the likelihood of the observed data. 

CM's perhaps vague hope is that we have memories of 
Suppes, where we want to maximize the likelihood of 
observation in our model. 

Technically, this is an iterative numeric procedure. 
Technically, it's a little different than linear. You want 
to minimize errors in linear regression. In logistic 
regression there are no errors, you're just trying to get 
as close as possible. 

Dropping out factors

This is different for glm() and lm()Ǐ

For glm() it starts with the factors you 
gave in the model and adds them one at a 
time in that order to see if the model keeps 
getting better.

Ǐ

You start with the null model (based on 
grand mean).

Ǐ

You add cat and the model gets a lot 
better, add in follows, and it gets better. 
Add in class, and it's better again. What 
you're doing is looking at how the residual 
deviance is dropping (second to last 
column). Here the differences are big 
enough that changing the order doesn't 
probably matter, but you can try out all 
the different permutation of factor 
ordering.

Ǐ

The anova also tries dropping things to see 
if it get worse, but it's rather unnecessary. 

Ǐ

Anova(ced.logr, test="Chisq")Á

Can we just drop whole factors? The first way to do 
this is to run anova on the output of the model, using 
a chi-squared test.

Glm(ced.del ~ cat+follows=I(class==1), 
family="binomial("logit"))

ƺ

You've dropped two degrees of freedom, but the ƺ

To try out conflating all the non-1 classes, do 
something like: I(class==1), the I is like a quotation 
mark.
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and 4, but maybe since the weights are 
about the same, you could condense down 
to class 1 and "all the others". You can't tell 
here.
Another way to think about estimates and 
standard deviations, so catd is coefficient 
for -.16, the std error is .1, calculate two 
s.d.'s, which is .2. -.16+.2 crosses the zero 
line, meaning it may just not be 
significant. You see that in the Pr, too 
(.09). 

Ǐ

Ignore the dispersion stuff.Á

-2*log likelihood because you can map it 
to chi-squared tests.

Ǐ

Again, the residual deviance is -2log(our 
model/full model that overfits), the null 
model is -2log(null model/full model)

Ǐ

G^2: full model has 0 deviance and 0 
degrees of freedom. We do 198.63-0 and 
42-0, and that's going to get a very 
significant result from chi-squared. We 
can also calculate the difference from the 
null model (about 760 for 9 degrees of 
freedom). That's even less likely. So our 
data is better than the null model. Some of 
our factors are useful.

Ǐ

The null and residual deviances relate to the 
quantity that CM keeps on showing of the -2log 
likelihood scores. It fits a maximal model (it 
looks at every cell, what's the probability, I'll 
just say the probability was what it was. I'll 
calculate it like that with no generalizing). 
That's my baseline. If one of the deviances were 
zero, that means that it would be exactly that 
(and you have a model that's overfitting the 
data). These numbers are bigger. The null 
deviance is 958, so our model isn't explaining 
lots of stuff. The null deviance is calculating it 
for the overall rate of /s/ deletion. That's all 
that's in the model. Overall possibility is 38%, 
put that in the model. 198 is the residual 
deviance and that's a lot smaller than the null 
deviance, so the model's doing something right 
in explaining. To do a significance test, we need 
to know degrees of freedom (amount of 
potential parameters minus the cells we fitted). 
Since there were 52 possibilities, if we just 
calculate the grand mean, then our null 
deviance has 51 degrees of freedom. Here we 
have more factors, so our residual degrees of 
freedom are 42.

Á

AIC: An information criterion for goodness of 
fit. CM is ignoring it.

Á

The last line about iterations is just about the 
optimizing. 

Á

You've dropped two degrees of freedom, but the 
previous model was better? 
Pchisq(232.72-198.63,2) that's the new residual 
deviance minus the previous model's, then the 
difference in DOF. That comes out to 1, which is 
above .95, so the earlier model is better.
When we lump class 2 and 4, we get a pchisq 
of .93, but we probably don't want to do that 
even though the stats say we can. The classes are 
meant to be a scale and it'd be weird to collapse 
every other class together.

ƺ

Again, to say a model is better than another, 
you're looking for something smaller than .95.

ƺ

Paperƺ

Data analysis (um, basically a paper without the 
long paragraphs saying what others have said)

ƺ

Problem set with solutionƺ

Can do something related to QP, etc, but make 
it relevant (working out if models are better 
than one another, for example)

ƺ

Options for final project

Miscellaneous
In looking at Cedegren to write up 12 pages of detailed 
notes, CM finds the data rather dicey. On the other 
hand, she was doing this 35 years ago.
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Chris has updated the notes, so I can go look them up. Not too much is different, but some new 
graphs, etc.

Summary
By the end of last time, CM had tried to shrink the 
model. He'd put the determiners and adjectives 
together. The model was a fraction worse in residual 
deviance, but there isn't 95% confidence that it's 
better. 

(If in the true distribution, the effect of the 
determiner and the adjective is the same but 
randomly I got a distinction, then by having the two 
variables in the model, I just model the randomness.)

Again, each of the parameters in the summary() is in 
logit space, as in log(p/1-p)=b0+b1x1, if you 
exponentiate these it should be the odds that are 
changing. 

subset(cedegren, class==2 & cat=="m")ƺ

"Subset" is a good command to know for getting a 
subset of a dataframe that meets certain conditions:

These logistic regression models work well to fit the 
distributions where there is a lot of data. If there's a 
lot of data in a place, the model will have tried to fit it 
well. So we can manually work out the odds and how 
they're changing. This is the middle of pg 6 of CM's 
handout: (pDel.followsC=377/(377+349) is the 
probability; then the odds of deletion are 
oDel.followsC=pDel.followsC/(1-pDel.followsC))).

You can get an odds ratio of 
oDel.followsP/oDel.foolwsC. Here it's 3.3 times as 
likely to delete an /s/ when there's a following vowel 
than when there's a following consonant.

In the model, followsP has a weight of .96188, 
followsV is .53450. So we take the exponentials, which 
are 2.6 (right ball park of 3.3). The exponential for .53 
is 1.7 times. In the actual data, the odds were 1.79, so 
that's a really close place.

The coefficients are interpretable as odds ratios of 
how the odds change from one condition to another. 
If you move from this condition to this one, you 
should be k times more or less likely for the outcome. 
That should be roughly right if it's a good fitting 
model.

We have a whole model and the complete model 
predicts for each cell, a logit factor. You can take the 
differences between cells and get a log odds ratio and 
you can compare that to the effect for the whole data 
set. 

Interactions
On to interaction: clearly these class 1 cells are badly 
modeled. A key thing to know about logistic 
regression models is that each factor has an 
independent effect and are all separate. Having a 
pause afterwards has an affect and that is a constant 
change, which is how the odds of /s/-deletion change. 
That's completely independent of the social class of 
the speaker and the POS of the word. 

Maybe you suspect interactions, joint effects. So you 
put in conjunctions ("interaction terms" in the stats 
literature). If you wanted to model these cells better, 
if you're in class 1 and the word is the noun, there are 
some special things and you could put in a special 
interaction term for category n and class 1 or not. 

I(cat=="n" & class==1)ƺ

(This doesn't make sense for this data, but consider 
something where you notice tween girls for a certain 
area--then you would want to try out a model with 
age and gender for one segment only. 

In doing this, get gets a lower residual deviance (191.3 
instead of 198.63), which is good. Then the pchisq gets 
him .99 which says that we have a better model with 
99% confidence. 

Cat:factor(class)ƺ

If you want to do a more general interaction, you do:

The cat*factor(class) does all of this (the colon 
and the plus). This is fine if you do two things, 
but it gets unwieldy if you do more than that 
because it does every permutation.

ƺ

Statisticians never like you to remove the individual 
terms, thus you'd still want to keep cat + factor(class) 
in the glm. 

It's a highly significantly better fit than the previous 
model, even though you've dropped a lot of degrees of 
freedom. Do you want to do this? Well, since we don't 
know how POS and social class interact, it's not really 
what you want to do. It doesn't have much prospect of 
saying anything interested to anyone. In some sense it 
says that there's information about whether /s/ is 
deleted or not if you have the joint factors. It proves 
they aren't independent. But you'd be hard pressed to 
have a good linguistic story. 

If you want marginal counts, use xtabs(~ sDel + class) 
if you have a long form, so you can add everything up.

12th class: More logistic regression
Wednesday, November 07, 2007
2:17 PM
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set. 

Model accuracy
Once you have a model, you can say okay predict 
type=response, so you can get probabilities of /s/-
deletion, which are a lot more interpretable. Now you 
can work out the accuracy of the model. 

You look at the number of cases the /s/-got deleted 
times the cases when the probability is greater than or 
equal to 1/2.  If you have 34 deletions of 
monomorphemes for class one speakers who have a 
following pause, you get a probability of .34. That 
means the /s/ isn't deleted because it's under .5. That 
does mean you'll be wrong for the 34 /s/'s that really 
were deleted (in the first column), but you'll be right 
about the 58 in the second column.

34 58 m p 1

(Uriel points out that it's not clear you really want 
predictions.)

In the bit of R at the bottom of pg 6, he's basically 
summing up false's and true's for whether deletions 
are happening or not. You can then multiplying 
vectors. If you multiply sDel by False, you get 0, if you 
multiply 92 by True, you get 92. Then you sum it and 
get the number of correct predictions of /s/ deletion 
(and there was /s/-deletion). Then you this for non-
deletion. You sum these and then divide them 
through: 61%. 

This model has poor prediction accuracy. It's kind of 
obvious when you look at the model. You only have 
three explanatory variables and we can look at the 
data frame and what you notice for most of this data 
frame is that rows like 40 have 582 deletions and 547 
non-deletions. 

The saturated model only gets 62.75%, the null model 
gets 57.55%. So it's a narrow range. This is a 
questionable part of the data set. None of these 
factors explain much of the choice. Most of these cells 
have an even split of 50-50 than being highly skewed. 
Perhaps this is an okay place to make a pedagogical 
point: this data demonstrates the difference between 
fit and accuracy. The accuracy is terrible. You can't 
predict when an /s/ will delete. But if you're 
interested in model fit, that when you have a noun 
with a following consonant and social class 3, it does 
fit pretty well. It just can't predict most of the time 
what's happening. Model fit and prediction are 
fundamentally different things. 

If you have low predictive accuracy, then that means 
there are factors at work you don't have in your 
model. Is this a problem? Maybe. Providing the 
factors you're looking at are independent of other 
causal factors, there's no problem. But if there are 

(CM added a new paragraph after the crosstab 
command on pg 10. I haven't read this new version 
yet. The point is that cross tabs are nice but can lead 
you down the wrong path: you aren't looking at 
correlation of variables and you don't see data 
distribution in different cells.)

GLMs vs. LRMs
Contra Baayen, you can use glm on long format data. 
The deviances and degrees of freedom are enormous 
and that's because every data item is its own cell. The 
differences will be the same. 

Ced.ddist<-datadist(cedegren)ƺ

But you can also do lrm, which is another logistic 
regression model, like glm. Most of what you do is the 
same except that before you do it, you have to create a 
data distribution object. It is a magical incantation. If 
you just want to make a logistic regression model, you 
don't have to do this, but if you want to do anova's 
and plots, they won't work in the design package 
unless you did this. 

LRM will give you exactly the same coefficients, SE's, 
z's and p's. It calls some of these different things. 

The "L.R." at top will get you the difference in 
deviances, which is handy. Also the d.f. is the 
differences in degrees of freedom.

If you run the anova on the lrm it shows you a 
different, more useful display since it shows you the 
individual effect of each variable instead of a step up. 
There's also a plot function you don't get on glm to 
show you the effect on probability of all the different 
levels of the different factors. By far the biggest 
difference is that class 1 speakers don't like to delete 
/s/'s. You get probability values like in Wiener and 
Labov. 

LRM also supports options for putting regularization 
priors, like in the Wilson and Hayes paper about 
regularizing the model. You can specify this and its 
strength, which you can't do in glm. 
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causal factors, there's no problem. But if there are 
correlations with other factors, then you might be 
giving the wrong explanation. ("Hidden variables.")

If you have two factors A and B and for A you get 
deletion 2/3's of the time and for B you get deletion 
5/6's of the time, but in fact if A and B are fairly 
correlated (the value of A depends on B some of the 
time--this is frequent in syntax: complexity and 
length in words, for example). You may only be 
getting A because of B. In the perfect case, logistic 
regression will give you a weight of 0 for A, but a 
weight of, say, 2.6 for B.

You can compare the observed against fitted. Does 
this look like the model fits the data and is 
appropriate. 

To see that some cells aren't fitted well, take this on a 
log x log scale. (Add one to the numbers so you can 
log them.)

Chris uses base 2 because then in the logxlog graph, 
he can look at 4 and he knows that a cell there has 2^
4=16 counts in those cells. 

The worst-fit cells are those with small counts. That'd 
be okay, but most of those cells are in class 1. So you 
can be worried that if you had more data for class 1 
speakers, you might have differences. 

Our model predicts 10/21 deletions for one condition 
where the actual data is 20/21. This doesn't seem 
good--if you were to toss a coin 21 times and get 20 
heads, you'd think something was up. 

If you see evidence that some cells are badly and they 
are sparsely sampled cells but with enough (20-30, 
not 5-6), you might want to sample over-represented 
cells so that the big cells don't dominate everything.
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Summary
Q: Has anyone found a way to just grab sentences 
that match a pattern out of Tregex?

CM: Do you mean "sentences with trees" or just the 
sentences?Save Matches will do the former, but you 
can't currently do the latter from the GUI.Sorry! It 
might be a good thing to add.

Using the command line, you can do this with the -t 
option. For instance, either of the following 
command lines work for me on my Mac, and with 
suitable adaptation would work on other platforms....

./tregex.sh -t -w '@NP < @S' ~/Corpora/LDC99T42-
Treebank3/parsed/mrg/wsj

java -cpstanford-
tregex.jaredu.stanford.nlp.trees.tregex.TregexPattern
-t -w '@NP < @S' ~/Corpora/LDC99T42-
Treebank3/parsed/mrg/wsj

Tregex sentence grabbing
Saturday, November 10, 2007
8:51 PM
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Arnold, Jennifer, Thomas Wasow, Ash Asudeh, and Peter Alrenga. Avoiding Attachment 
Ambiguities: the role of Constituent Ordering. Journal of Memory and Language55.1: 55-70. 
2004. (Chosen in part because it uses ANOVAs and in part because it connects to other stuff 
we've read (the post-verbal behavior reading from Wasow).)

Arnold et al (2004)
Do speakers consider their listeners and avoid local 
ambiguity? (No.)

People do seem to alter constituent order based on 
weight (light before heavy), givenness/accessibility 
(given before new), and lexical biases. 

Experiment one is meant to establish whether 
listeners actually notice and prefer the unambiguous. 
Sven points out that they are really measuring what 
"sounds better" not what is actually easier to 
comprehend (but self-paced reading shows this, too). 
So let's accept the general idea that listeners do prefer 
unambiguous sentences and that they're easier to 
comprehend.

Experiment two is about whether speakers help the 
listeners out by disambiguating sentences. They find 
that speakers don't do anything to avoid ambiguity 
(in fact, it trends the opposite way).

Experiment three is about whether there's a prosodic 
strategy to disambiguate. Nope, nothing there. 

Too demanding: It's hard to keep track of this 
stuff.

ƺ

Not necessary: Context is usually rich enough.ƺ

Why don't speakers help their listeners out?

Unclear why they didn't show pictures in their 
experiments (why only verbal cues, asks Sebastian 
Pado). 

ANOVA's
If you combine some linear regression and some 
logistic regression, you get ANOVA. Most of the 
concepts are familiar from those other two models. 

Setting the scene: Right now you're forced to be 
revolutionaries whether you like it or not because of 
the empiricism. Baayen says NO to ANOVAs, Joan 
picks that up, and Florian takes it even further. In the 
best of all worlds, you should have an idea of what 
you're revolting against and why it's not as good as 
the others, so I want to say something about 
ANOVAs. They are very dominate in the psychology 
world, and the Arnold et al (2004) paper is really 
typical of that tradition. 

You've got a dependent variable that's a real number. 
So pauses in milliseconds, for example. The crummy 
cases are "percentage of time that the person avoided 
ambiguity". You're going to model that (like linear 
regression) with qualitative (i.e., categorical) variables 
(you can have mixes, there are ANOVA versions that 
allow for that). In the Arnold et al (2004), it'd be +/-
ambiguous, participants, items. 

You have a variable for all levels of the factors but 
ÏÎÅȢ 4ÈÕÓȡ ЕÁÍÂÉÇȟ ÐÁÒÔÉÃÉÐÁÎÔ άȣΫΰȟ ÉÔÅÍÓ άȣΫΪȢ

You want to say there's a weight (ʃ) for each of these 
factors. Then since they are multiplied by categorical 
factors, you either have the weight or a 0. You claim 
that each effect is linear. Perhaps participant three 
pauses longer, so the ʃ3 weight is longer. 

Pause=ʃ1xambig+ʃ2x2+...ʃ17xI2

A main effect is when for the betas that don't have to 
do with interactions. If it's just for one factor, then 
that's a main effect. If some participants behave 
differently for ambiguity, then that'd be an 
interaction effect. 

The model is built by assuming that you're fitting this 
model with random noise that's normally distributed. 
Recall that this is what was useful before computers 
(the calculus is hairy but possible; logistic regression 
models optimize the fit of the line and that wouldn't 
be possible by hand). The complete dominance of 
ANOVA's has to do with the sociological fact that 
people build their science around the tools they have. 

13th class: ANOVA and do we avoid ambiguity to help our hearers?
Monday, November 12, 2007
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The name ANOVA (analysis of variance) is a 
misleading name. To the extent there's variance, it 
comes from the noise. What you're really doing is 
looking at means. 

Imagine you have 32+48+17+24+29+34(=184) 
millisecond pauses, your null hypothesis is that 
there's an average and everything's spread out from 
there but there's nothing special. (184/6=30.6667 is 
the ʏ). Alternatively, the lowest and highest ones 
divide based on ambiguity. Before we did the log 
likelihood and did G^2 test. Is it enough better at 
fitting the data that it would be better than the null 
hypothesis.

You're conceptually doing the same thing here, based 
on the crucial assumption of noise (you have an effect 
and then a normal distribution around it). 

17+24+29=70, 70/3=23.3333; 32+37+48=117, 117/3=39. 
Are 23.33 and 39 different? Does adding the ambiguity 
factor get you a better model than the null 
hypothesis?

You use the F-test and test it against the F-
distribution. 

When you see F(x,y), the y is the degrees of freedom. 

So the F-test is a lot like doing a G^2 test. I've added a 
factor, do I model the data much better?

The assumptions in building this model are like those 
as linear regression. The pause in milliseconds is good 
because you can go up and down. (If you're working 
with percentages, you should worry that at the ends, 
you can't have the same range as in the middle.)

The ANOVA model looks like linear regression. We 
did that with Keith Johnson's gold dots on the tongue. 
You have a surface that you can predict gold dot 15 
based on the position of gold dot 6 and gold dot 2. 

When you look at ANOVAs, at least some of the 
variables are categorical. You can always take 
continuous data and dump it into categories (you 
earn "more than $200,000/year"). Once you 
categoricalize a variable (relative to doing a multiple 
linear regression), you're no longer claiming there's a 
linear effect. ANOVAs turn it into five different binary 
variables. An advantage of categoricalizing is if you 
have a variable that is clearly non-linear, you can start 
figuring out what to do with it. Or you can leave it in 
bins and treat them separately. 

If the effect is approximately linear, it's bad to bin 
them (you lose statistical power because the data at 
the top helps you determine the bottom; if you have 
bins, the top bin tells you nothing about the bottom 
bin). 
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bin). 

The second thing about ANOVA's vs. linear regression 
is how you test them. In ANOVA, you're looking at 
different levels of one factor and how the means differ 
enough. 

You can run ANOVA's on logistic regression output. 
That's plausible (like the Wald tests on z-scores) 
because you can actually treat the coefficients in a 
logistic regression model as having a normal 
distribution with respect to the true values. The z-test 
tests whether you're chosen coefficient is close to the 
true value. The ANOVA's tell you if the different levels 
of a factor should be distinguished because they're 
from different sources or if they should be collapsed 
together. 
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In some ways the next Baayen reading is linear mixed models, but Florian is talking about logit mixed models. 
But on the other hand this is a little easier to read than the technical Baayen paper. Though it turns out that 
Florian has added more complicated matrix notation than he had when CM originally read the paper this 
summer. 

Jaeger, T. Florian. 2007. Categorical Data Analysis: Away from ANOVAs (transformation or not) and towards 
Logit Mixed Models. Draft, 2007.

Background
In general, there's the basic linear regression model 
that has been a fundamental model in statistics. Not 
everything has to be linear, but a lot of the time 
people just transform things so they can treat them as 
linear. That's a little restrictive. (One of the features 
of neural network models is that they are non-linear.) 

Then you get logistic regression model, then you get 
the Hayes and Wilson poisson regression with log 
link. 

ANOVA's are intimately related to linear regression. 
The form of the model looks like a linear regression 
model. 

Then you also have this idea that you want to put 
random effects into models. Historically, this idea 
first noticed for ANOVA (maybe "mixed ANOVA" as a 
name?).

Then there's much more recent work to get linear 
models with mixed effects (Baayen). You can also do 
the logistic mixed effect models (Jaeger). And if you 
wanted, you could be doing poisson mixed effect 
models, though CM doesn't know who's doing that or 
if the software supports it. 

Jaeger (2007)
In psychology, there are lots of things that are being 
measured that aren't real numbers (percentages of 
responses, etc. maybe anything but reading times). 
(CM thinks it's funny that Florian is trying to claim 
group membership with psychologists despite the fact 
that he isn't one.)

One response people have had is to do various 
transformations. But Florian is saying that ANOVA is 
not really right, you should just use logistic 
regressions. Yet a big reason that people use 
ANOVA's is to deal with random effects. But you can 
do logistic mixed effects models and that's what we 
should do. 

How things fall apart
Pg 12 (my version).

Definitions and examples
Arcsine: An old way to solve the ANOVA problem by 
hand. But now we have computers and can use better 
logistic models, so why would we do this? CM buys it.

Mixed models
g(Response)=
Log(p/(1-p))=beta+fixed effects (what kind of relative 
clause)*x+fixed effect (is it a pronoun)*x. You may 
then want to add random effects. Random effects plus 
fixed effects are called "mixed effects". 

For mixed effects model you have an E for error term. 
That's normally distributed. You'll also say you have 
other random effects where you have a subject of the 
experiment variable times a gamma (that's random). 

Does this make any sense? Why do you want to do it? 

Well, it was complicated enough but the basic logistic 
regression model implicitly denies that there's 
correlations between items because they share things. 
Formally, a logistic regression model requires 
independent, identically distributed data (IIDD). 
You've really totally randomly drawn out samples 
from the real world. 

But that's not what you've done here, you've asked a 
certain number of Israeli children to participate in an 
experiment. You'll get misleading results if you don't 
add random effects. Your model will think you have a 
whole bunch of zeros, but really you have one weird 
kid who gets everything wrong. That is, you fail to be 
able to show correlations.

The standard thing you do ANOVA's twice (once by 
subjects, once by items), then average and see how 
things are groups. 

The advantage here is that you only have to build one 
model and you can have everything in it. Once you 
have a  unified model you can ask if there are 
interactions between the random effects (you can't do 
that if you build two separate models). 

There's also a difference between levels and 

14th class: Against ANOVA's
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Pg 12 (my version).

There's a mean of some numbers, 5, 7, 8, 11 ~ 8. There 
are lots of ways to have numbers with a mean of 8. 
The mean is usually an x with a bar or a mu. So you 
want to know about variance, how much are the 
numbers spread away from having a mean of 8 
(instead of just being 8 8 8 8). You take (5-8)^2
+(7-8)^2+(8-8)^2+(11-8)^2 and get the standard 
deviation. FIX THIS PARAGRAPH.

In the scary equation of N(x:mu, sigma)=
1/(sqrt(2pisigma)*e^(-(x-mu)^2/2sigma^2). The x-mu 
part causes you to drop off rather dramatically as 
you're different (by being negative and squared). The 
denominator makes this more or less steep.  

If you're doing an ANOVA, you're saying that errors 
are normally distributed. This is problematic 
(potentially) because a 3% difference in the middle is 
smaller than at the extremes. That fundamentally 
violates ANOVA (a violation of the assumption of 
homoskedacity). 

Let's say that you've got a categorical situation where 
you can only have 0 or 1. You can have a probability 
for this, but you only actually get 0 or 1. Your 
deviation from p is either p (from 0) or (1-p) from 1. 
You do have to square these. 

Let's say you get things right 80% of the time. So how 
much of the time are you getting things right? Take 
the number of trials time the probabilities: n(p(1-
p)^p+(1-p)*(0-p)^2)=np(1-p) for the variance of the 
binomial. It's just a function of p. And it varies 
depending on what p is. It doesn't have fixed variance, 
the variance changes based on the probability. If p=.5, 
then the variance is 25. If p=1/32, then the variance is 
100*1/32*(1-(1/32))=3.2258. 

Curves
When you look at s-curves of logistic models, you 
have lines at the bottom and top and in the middle, 
and can't really go wrong using linear models or 
ANOVA's, but if you use the curve part 10-30% or 
70-90%, then you get crazy results. (These 
percentages are just very rough estimates.)

Vector and matrix notation
CM writes things out as something like this (though 
usually E(y) is log(p/(1-p)) for him:

You can also do this with vectors. In that case you'd 
say you also have a x0 that = 1, so you can have a 
vector of betas (as columns) by x's (as rows). 

You can think of the vector of all the x's as one item in 
a data set. You actually have individual items and use 
a matrix for all the x's. There's something about "dot 

There's also a difference between levels and 
populations. Inbal doesn't want to build a model 
that's a behavior of Ari; you don't want him in as a 
fixed effect (if the kid is Ari, then the chance is 1.2 
ÍÏÒÅ ÔÈÁÔȣɊȢ 9ÏÕ ×ÁÎÔ ÌÅÖÅÌÓ ÆÏÒ ×ÈÁÔ ËÉÎÄ ÏÆ ÒÅÌÁÔÉÖÅ 
clause it is (it exists across the whole problem space). 
For the whole problem space, you don't care about 
Ari, you want to know about the population of Israeli 
kids in general. You want to treat Ari as someone 
randomly chosen from a population. You want to 
learn a variance term. How much does the behavior 
vary by individuals. Does the kid you're using matter 
to what's happening or not?

Sociolinguists should also be doing this because you 
can have strong item effects (since there aren't many 
speakers).

CM says there's also one other reason to do this 
besides the unmodeled correlations and 
levels/populations. It's not very emphasized: "you're 
in trouble if you don't". 

If you throw the subject ID in as a fixed effect, you 
have disastrous results. The tokens will be small, so 
you just start assuming rates of correction per subject. 

The nice thing about using random effects is that they 
assume normal distribution, so there definitionally 
can't be that many extreme subjects. 

Error reduction at very points in the scale
I ask about pg 10 (my version).

50%-60% is an absolute difference of 10%, but if 
you're looking at accuracy, 20% on new scale, but 85% 
to 95% is 66.7% error reduction in that scale. A shift 
of ten percent in the middle isn't big, but it's very big 
at the top. 

In odds, you're going from 4:4 to 6:4 for 50-60%, but 
you're going from 17:3 vs 19:1 (6:1 vs 19:1, so tripling 
your chance). CM thinks this is easier in odds than in 
error reduction (and error reduction is less perfect). 
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a matrix for all the x's. There's something about "dot 
products" that I don't quite remember. At any rate, 
this means you can write the whole thing as:

Also
You'll also see that p=(e^(beta vector * x vector))/(1
+e^(beta vector*x vector)).

Odds=(p/(1-p)) or p=odds/(1+odds)

Inbal's study
The response variable for Hebrew-speaking kids is 
whether they understood the question; the factors are 
whether it's subject relative or object relative. The 
other factor is whether there's a pronoun or a lexical 
NP.

Out of that data, the idea is that kids are a lot better 
with subject relative clauses than object relative 
clauses. Kids are also better with pronouns than 
lexical NPs. 

Lex Pro

Subj 89.7 95.7

Obj 68.9 84.3

By the time you're turning both conditions on, you're 
getting into the logistic regression tail, so you're 
expecting things to go badly for a linear model (which 
is what he shows). 

The effects are sub-addititive because the effects are 
less than they should be. The ANOVA's assumption is 
that the difference between Subj-Lex and Obj-Lex 
(21%) and the difference between Obj-Lex and Obj-
Pro (15%) should just add up. (Obviously this is 
impossible since 68.9+21+15=104.9, which is bigger 
than 100% (the obvious max). 

You need an interaction in the model for "Pro-Subj" 
that'll have a -9% effect. 

(Note that we can't run tests on this because we don't 
have counts. In papers, you'd want to put both 
numbers and percentages.)

Florian shows then that if you use logistic regression, 
you don't have to have an interaction; the factors stay 
independent and you get better coverage. 

Basically, you go from Obj, Lex to Subj, Lex by upping 
the odds times 9, the change from Obj, Lex to Obj, 
Pro is 3. So you multiply those together and get a 27:1 
difference from Obj, Lex to Subj Pro. This ends up 
being a probability of 27/(27+1)=0.9643, which is 
really close to 95.7 that the data shows. 
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We'll do a little bit of the Baayen et al paper, but not a lot (Chris finds parts of it confusing, too, don't worry). 

Baayen, R.H., Davidson, D.J. and Bates, D.M. (submitted). Mixed-effects modeling with crossed random effects for subjects 
and items. MS, 2007.

Clark's nice example is about people who want to study 
whether nouns or verbs are read more slowly. We'll 
suppose that reading times vary around 500 ms. Each of 
two researchers tests 10 nouns and 10 verbs. You can well 
imagine how to researchers could both get results that for 
their experimental items that were contradictory. 

i.

What is a random effect variable? Everything where you 
haven't seen the entire population--any variable where 
there's some complete population. If you've seen every 
variable, then a fixed effect is okay. Otherwise, you've just 
sampled values and need to use random effects. 

ii.

Corollary: People don't actually pull things out by random, 
they have sampling biases. These can invalidate your 
results. Joan talks about how if you look at a lot of 
acceptability judgments people put in papers is really just 
a sampling bias. To make the difference more extreme, 
you pull in animacy, pronominality, etc, which exaggerate 
the size of the effect.

iii.

Language isn't a fixed effect (Clark 1973, especially the beginning 
before the heavy stats, though Clark does a lot less of the heavy 
stats now). The early research didn't include the items at all. 
You can prove some results, but they are only valid for the exact 
items you tested. But unless you do more, you have no evidence 
that the result extends to general language use. 

a.

You can't ignore random effects (as is traditional in 
psycholinguistics).

b.

You can't make random effects into fixed effects. Random 
effects can constrain the amount that individuals can vary, but 
fixed effects can suck up all your explanation (everything varies 
just by the state the person's from and nothing else!=a sample of 
100, 2 from each state, with state incorrectly treated as a fixed 
effect).

c.

(See Jaeger on categorical variables and mixed effect models.)d.

Why used mixed effect models?

Summary from CM: "People who know tons more about 
stats think this is better to use than ANOVA." (The Clark 
argument you should understand, the Florian argument 
you should understand, but everything in Baayen you can 
just trust.)

i.

GLMM's can handle missing data.ii.
ANOVA's assume that all random effects are necessary, 
but GLMM's allow you to test if they're necessary.

iii.

SOA is, btw, the time between two things. Stimulus Onset 
Asynchrony. 

iv.

Baayen's text book has lots of examples but no real 
explanation behind what's going on. This paper has all 
explanation but not many examples. What about in 
between?

v.

There's a standard linear model and for the random 
effects: the way the models are constructed is that when 
you're fitting a GLMM, the only thing you're fitting for 
random effects is how much variance there is. You aren't 

vi.

Baayen et al paper is just saying that even if you just want a 
plain linear model, you still want to use generalized linear 
mixed models. 

a.

Baayen et al summary

Exploring data
Subset is a useful command in R. 

CM is ambivalent about how useful mosaic plots are.

Xtabs(~ RealizationOfRecipient + 
I(Verb=="give"))

ƺ

Xtabs are helpful for getting started. Xtabs take a 
model formula. If you want to stick in a complex 
expression, you have to quote it by putting it inside a 
capital I:

In making a GLMM, you end up doing (1|Speaker) + (1
|Verb) to model the random effects based on the 
intercept (the 1). You could also put some slope 
variables in here, like length of recipient could 
depend on the speaker ID. In practice, this 
overparameterizes the model and is unnecessary. In 
practice, people avoid this. 

print(dativ.glmm1, corr=F) helps keep the output 
shorter. You probably won't bother at your console. 

Laplace is the default algorithm and the one that's 
generally recommended. It shows you that you want 
the log likelihood to be a large negative number, but 
you want the deviance to be small (it shows you how 
much different you are from a model that has a 
parameter for every data point).

CM doesn't fully understand "Estimated scale 
(compared to 1)". Here the value is .77, which suggests 
that we're underdispersed compared to the 
assumptions of normal distribution, but it's still big 
enough we don't really have to worry.

The best model doesn't attribute anything to the 
speaker (variance: 5.000e-10), but it puts a lot on the 
verb (variance: 4.211e+00). CM takes the speaker 
variance as evidence that he doesn't have to prove it's 
statistically insignificant. You don't need to worry 
about subject as a random effect. You can leave it out. 
Once you do that, estimating models is 20x's faster!

But not having verb as a random effect would be a big 
mistake. 

Note that this is a logistic regression model. The same 
lmer() command can do both logistic or linear. For 
logistic you say "family="binomial"". If you don't say 
that you get a linear mixed model.

(In the design package, you use ols for a plain linear 
model, lrm for a logistic model.)

Note that lmer() requires at least one random effect. If 
you don't have any random effects, you move to lrm() 

15th class: Generalized linear mixed models
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random effects is how much variance there is. You aren't 
fitting a parameter for all 50 subjects, just how much 
variance there is. (The BLUPs tell you about the individual 
adjustments, but that's not in the model.) This is 
parsimonious because it says only "how much spread am I 
getting for these individuals". 
T-tests look at how much distance there is between means 
compared to how many data points support each mean 
and how much spread there is. These turn into z-tests. If 
you have a small amount of data points, it's complicated to 
get all the degrees of freedom. But in practice, don't worry 
about it, you have hundreds of observations so just use a 
z-test and don't sweat it.

vii.

How good is the fit and how much are you modeling? The 
bottom corner of the middle model is about deleting the 
random effect from the model. It's parsimonious because 
it has the least model complexity (the random effect is just 
gone, the middle model). As you attribute more of what's 
going on to the random effect, then your model is scored 
as more and more complex. On the other hand, by 
attributing stuff to random effects of participants, your 
ability to get the best coverage (far right). The picture on 
the left is the joint optimization of both. I want the 
highest likelihood combining both scores. You make some 
use of random effects but "not too much". 

viii.

ANOVA models are really complicated: every different 
experimental design has a different ANOVA design. 
GLMM's are a lot more flexible and easy to deal with.

ix.

Really is an effect Really isn't an 
effect

Test is 
sig

Hooray. You should 
be here 95% of the 
time.  

Type I error. 
Conclude sig 
when you 
shouldn't have. 
have. You 
should be here 
about 5% of 
the time. 
(Maybe the 
tests assume 
normal 
distribution 
and you don't 
have it?)Test 

isn't sig
Type II error. 
You've lost an 
opportunity. Not so 
bad, though you 
can't write your 
paper. This is 

With stat hypothesis tests ("gender is a sig effect in 
people's response" vs. "no it isn't"). Your test could 
say:

1)

They want to show that using these mixed effect models is 
a ton better than using ANOVAs. The ANOVAs and quasi-
F measures don't deliver the sig levels they claim or they 
have less power than GLMM.

x.

you don't have any random effects, you move to lrm() 
in the design package. If you chop out verb as a 
random effect, you start seeing, for example, a bunch 
of things being significant that weren't before. You 
want to get that random effect for verb because you 
otherwise have to count on a bunch of other factors to 
capture a part of what the verb random effect could 
do on its own. 
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paper. This is 
modeled by the 
power of the tests. 
You want to make 
sure your test is 
powerful enough 
but maintains Type 
I error standards.
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Summary
Last time we left of where we found that Speaker was 
droppable as a random effect. On reflection, CM says 
he wants to emphasize more that we can actually do 
this in the incomprehensible paper. That's actually 
one of the main points of the Bresnan et al paper and 
it's a neat one, says CM. 

The analysis that Joan gives is that we can take a big 
sample of American speakers from all over the US and 
find that in terms of their choice about ditransitives 
means that you don't have to worry about speakers. 
True that there may be some people from the Ozarks 
that would've changed the sample, but the sample 
itself for as good of a sample it is, shows there isn't a 
dialect result. 

You just can't do this with an ANOVA model. 

Building a model of the dative data
Back to the dative model and verbs as random effects. 

You might want to know how much each Bayesian 
Linear U Predictor is for each verb. Use 
ranef(dative.glmm13) to do this. 

Whenever you have numeric predictors (integers--
like word length can't be 2.4), you can transform 
them to ratios (but these ratios are limited, too, since 
the data underlying it is still integer based).

In any regression, you want to figure out how to scale 
variables so there's a linear relationship. Here it's 
logits on one side and variables on the other.

Use bingroup<-c() to create bins and 
cut(column, bingroup) to assign data to the 
bins. 

ω

Your going to want to put some of the length's in 
some sort of bins or you'll get silly results. CM 
eyeballed it. He made sure the bins weren't 
categorical, so that none of the math would go wrong. 

CM uses (length of theme/length of recipient) instead 
of pure differences since you don't want to have 0's or 
negatives if you're going to convert to log space for 
scaling.  

Note that CM's work on theme-recipient lengths 
(pg 8/41) is similar to what I need to do for my 
differences in my phrasal verbs QP.

CM uses plain old linear regression here, which you 
could argue about, but since this is just exploration he 
figures it's okay and he could fit it into logistic 

Dropping terms
Uriel asks, "What order do you remove factors that 
aren't significant?" CM says it's a bit of an art, there's 
no guaranteed way to do this. Often people try two 
paths: start with null and build up and then start with 
everything and whittle down. 

There are drop() commands and the like that try lots 
of combinations. In general, the automation is only so 
useful since you'd often like to collapse things or 
group them together. 

If you have theoretical reasons and see that the 
coefficients are about the same and they aren't 
significant (or only one is), you may want to see what 
happens when you lump them together.

It's not actually important to pick the "best fitting 
model" if it doesn't make sense theoretically. 

Should you be satisfied with significant at the 2% 
level? You could feel that this model was built from 
2,300 observations, so I want something more 
significant. Presumably something at 2% isn't a very 
strong effect. We also know this data is blobs of 
skewed data. 

CM attenuates Joan's enthusiasm for being able to 
actually tease apart what's contributing to what. 

Note that the std. errors are "huge". The logit of 
Definiteness of recipient=indefinite is .71=2, so that 
it's half as like to be an NP if it's indefinite. But the 
standard error is .3072 compared to that .71. The 95% 
confidence interval is twice that, so between 1.2 to 4 
times as likely to get NP PP realization (remember 
than 1=no effect). That's pretty squishy if you want to 
think you know what's going on.

The p-value of .0194 for this (pg 16/41, btw), says that 
the coefficient isn't 0 and that two-times the std. error 
(.61) is still enough different. 

The basic way to decide if you're going to drop factors 
is G^2, but in practice people use anova(first model, 
second model) because that gives you the difference 
in likelihoods (the G^2). 

AIC is about having a stronger bias to a simpler 
model. For this class it's saying that there's a bonus 
for the model with fewer parameters. 

Bresnan et al get rid of "accessible" in the scale of 
givenness because of sparseness of data, but CM says 
you probably also want to say that the direct of 

16th class: More GLMM stuff
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figures it's okay and he could fit it into logistic 
regression later. 

CM shows that if you don't scale the length values, 
you get really bad matches to your lines. Logits 
instead of probabilities are better, but logits against 
log scaling is best of all. Especially when what's log-
scaled is the ratio of the various lengths. 

Bresnan use the difference and then log scale it 
anyway (despite the problems noted above with 
negatives and 0's). A "sign-preserving" scaling. It does 
work better than CM's versions (R^2 of .92 instead of 
CM's highest scoring R^2 of .88). 

Remember: Don't categoricalize your numeric 
values. This is statistically almost always bad. 
CM is just doing this for explorations. When 
building models you want numbers.

Before, CM said not to do this because of power. 
There's another point here, if you have a curve, you 
end up fitting it with a step function. Normally, in 
almost all circumstances, if you think of the error of 
the fit. The step function has worse fit than a line you 
put through a curve (even though the curve isn't 
really linear). You're still fitting a line through the 
data, but it's even worse than a real line when it's a 
step.

Adding logs is equivalent to multiplying. So if the 
equation has B7log(Length of recipient) + 
B8log(Length of theme), this allows me to say that B8
=-B7. So it's more general to say that than to say 
B7log(Length of recipient/Length of theme). It's also 
equivalent to have B7log(Length of recipient/Length 
of theme) + B8log(Length of theme), to see if the B8 
gets anything extra out. If you put all three in, your 
lmer() would get upset.

The effect of log(Length of the recipient) is only p=
0.504, this is "almost significant" but even it was a 
little lower, CM probably wouldn't use it since the 
ratio works better (p=5.94e-10).

People who do statistical modeling spend a lot of time 
messing around with what works. 

you probably also want to say that the direct of 
accessible and given is the same. 

Interactions
The Bresnan et al paper doesn't seem to look for any 
interactions between the main effects, that seems to 
be a defect. The obvious place to look is between "the 
same kind of thing", like pronominality of recipient 
and accessibility of themes or definiteness of theme 
vs. definiteness of recipient.

There is some way to automate trying out interactions 
(beyond factor1*factor2*factor3*factor4*factor5). 

In interaction.plot() if they effects are independent, 
then the lines should be parallel. If it's not parallel, 
that suggests some interaction.

By dropping accessibility of the theme, CM reduces 
total variance. He likes his model (pg 25/41) that has a 
smaller number of factors with low variance. (Other 
models score better with AIC, etc). Putting in an 
interaction between definiteness of theme and 
pronominality of theme gets a nice big coefficient 
("someone").

Instead of verb as a random effect, they use verb 
interacting with semantic class. This says that senses 
of verbs are strong indicators of subcategorization 
(see Jurafsky and Roland). Thus (1 | 
Verb:SemanticClass). There's 55 of them. Boy, it seems 
like it's a five factor fixed effect you didn't mean, but 
this does make sense to put here--sort of like 
WordNet. Take the sense as a primary thing. 

Miscellaneous
Rob asks about his analysis of 1000 sentences of five 
speakers of a now-extinct Australian language. The 
general consensus is to use speakers as a random 
effect and genre/register, too (since you probably 
don't have a sample of all possible genres/registers).
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Jäger, Gerhard and Anette Rosenbach. 2004. The winner takes it all - almost. Cumulativity in grammatical variation. 
MS, University of Potsdam and University of Düsseldorf.

Summary
Maximum entropy models are preferable to stochastic 
optimality theory models because they can handle 
"counting cumulativity", which counts the number of 
violations of a single constraint. 

In standard OT, Constraint-1 always outweighs Constraint-2 
(if they're ranked in that order). In stochastic OT, you have 
distances between constraints. If they are close together, 
both of them have a chance of coming out. Constraint 
ranking is an average of a standard distribution for the two 
constraints.

For a particular instance, it is non-deterministic. But over 
time you can get a pattern for how much you should get 
each output.

CM disagrees with their definition of cumulativity because 
it is so weak. Whereas the Boersma definition is too strong. 
He talks about an idea where d2 might when 99% of the 
time. "It'd be a sort of frightening world if you can take any 
constraints of any strength and put them together and they 
can destroy the world."

If d2 wins over d1 more, you've seen ganging up. This is true even if d2 just 
wins more relative to a2.

CM suggests that most interesting things are in between the 
Jäger and Rosenbach version of cumulativity and the 
Boersma version. 

"Two rolls of the dice cumulativity": p(d2) < p(a2) + p(b2). 
Stochastic OT has this notion. Strangely, this works 
regardless of how the constraints are weighted, according to 
CM. 

How cumulativity works is "an interesting empirical 
question". 

"I will assert that logistic regression can get you stronger 
cumulativity than "two rolls of the dice," says CM.

Definitions and examples
MaxEnt: Really just say "logistic regression". It differs 
on how it's parameterized, but if you're doing two-
class MaxEnt models (like here) it's exactly equivalent 
to doing logistic regression except for the 
parameterization.

Miscellaneous
Boersma has StOT start with ranks of 100 with a 
normal distribution of 2, but most non-linguists 
would start with 0 and have a distribution of 1. It's the 
same thing either way, though.

17th class: MaxEnt vs. Stochastic OT
Monday, December 03, 2007
2:21 PM

   Probability Page 53    

http://wwwhomes.uni-bielefeld.de/gjaeger/publications/jaegerRosenbach.pdf


Goldsmith, John. 2007. Towards a new empiricism: 1.6. MS, U. Chicago. 

Summary
UC presents the paper (which he doesn't like). "He 
spends a lot of time stressing different approaches of 
empiricism and rationalism but then drops them."

CM: I think that the first section is about 
deconstructing how people have been indoctrinated 
by Chomsky (for whom "empiricism is evil"). No, says 
Goldsmith, they were nice guys. 

UC says he's not aiming at descriptive adequacy 
(never does internal structure). CM says he does aim 
for this. The claim of the program is that in practice 
you can (traditional linguistics, too) describe a 
grammar is give a probability to each string one by 
one, if you introduce a substantive grammar so that 
g(x) isn't just about strings but is about grammar. As 
soon as you go in that direction, you'll get grammars 
that do better than others and capture descriptive 
adequacy. 

UC: "I'm promoting Rationalism not Minimalism."

The sum of the probability of all possibilities is one. 
Thus g(x) could be a PCFG or anything at all. It could 
be "not a grammar". Then you have the second level 
up, where you have pi of g for probabilities of 
grammars. So that any grammar has a probability, 
too. These ideas are captured in these equations:

Later, he defines grammaticality in a way that neither 
UC or CM find very compelling. But CM thinks you 
could delete that and still get the idea that a UG that 
gives higher probability to observed data will partly 
do something based on the real-world, but it will 
partly do that based on the structure of the grammar. 
So provided that two grammars have the same ability 
to deal with the real world, the one that does the 
linguistic structure better will win. So, yes, there's a 
real-world knowledge component, but the model that 
adds linguistics will win.

Bayesian approaches
In probability and statistics there's a famous split 
between Bayesian and frequency hypotheses. Logistic 
regression, Fisher's exact test, etc. comes out of a 
frequency hypothesis. 

Roger Levy is right now is actually covering Bayesian 
stats in his similar class down south. Bayesian stats 
were out in the margins. There's been a resurgence in 
the last few decades. In part, that's come from CS and 
machine learning because it's been useful there. It's 
also comes from the fact that computers exist at all. 
Bayesian ideas weren't tractable before computers, 
because you can do sampling.

The central piece of Bayesian statistics. The bit of 
math that leads up to Bayes' rule is easy and everyone 
believes it. But then there's a difference in probability 
distribution (we made all kinds of models, datives 
depended on the pronominality of theme and then 
another that didn't, etc. There is no probability 
distrubition across models in our frequency 
hypothesis derivatives.) Bayesian models say there are 
probabilities across models. 

You may want to know if pronominality of the theme 
is a factor. What we did was built a model with and 
without it. If the we did our G^2 test and saw a 95% 
confidence measure with it, we said, go with that one. 
If it didn't make that, we didn't reject the null 
hypothesis. A Bayesian approach would say, "I've seen 
some data, both models are possible. If I start to see 
data with a n unbalanced pattern depending on the 
theme's pronominality, that makes it more likely that 
it is a factor, so I'll add to the probability of the model 
that has it as a factor." You're not using an arbitrary 
cut-off. It may not be useful to linguists. But it is 
useful for modeling human knowledge. You can 
adjust as you, say, talk over more people and they 
react differently. It's a useful way of modeling human 
knowledge. 

The following equation (from page 16) is what people 
do in practice, but a true Bayesian would object to it 
because you should calculate probabilities of a model 
over the sum of all the probabilities of the models 
(since there are potentially infinite numbers of 
models and that makes it tough to get).

18th class: Goldsmith and comparing models
Wednesday, December 05, 2007
2:19 PM

   Probability Page 54    

http://hum.uchicago.edu/~jagoldsm/Papers/empiricism1.pdf


UC wants to be able to ask speakers what they know. 

models and that makes it tough to get).

Comparing models
UC proposes that you set up one computer with a 
limited number of symbols and then whichever of two 
equally probable grammars takes fewer operations, is 
a better grammar. Goldsmith runs into problems like 
Chomsky in the 1960's because if you just count 
symbols you get apples to oranges. I may make one 
symbol that collapses two of yours.

The dominate meme in Stanford syntax is that people 
should go for broad descriptive adequacy, whereas no 
one else has paid attention to that at all. But the last 
few years of work because whether you're looking at 
dative or anything else, you're now seeing 
experiments and probabilistic models on some tiny 
phenomenon but no attempt to fit it into a broad 
model. CM misses the old style. 

UC poses the thought that 99% of the data is handled 
by one complex system and the other 1% is covered by 
an equally large/complex different system. He points 
out that you could just treat the 1% as random and 
prefer a model that does that (because it's shorter) 
even though you could have chosen a "better" model 
that explains it all, even though you'd be choosing to 
add so many terms more than the amount of gain you 
get in adding those terms.

-logp(g): Description length, how good is the model 
from length perspective (the model that doesn't worry 
about Japanese loan word phonology is better)?
-logp(D|G): How well do you explain (g) data? This is 
hugely the dominate form. 

You could compare these two, one will have a higher 
first term, the other a higher second term. 
-logp(G2)-logp(D|G2)
-log(G1)-logp(D|G1)

CM says it isn't a big problem because the amount of 
data in D is huge (Baayen estimates 10 million 
words/year for kids). That means the p(g) is really 
small.

CM says you could buy in to the Goldsmith paradigm, 
then you want to work on common phenomena that 
aren't well explained. Some people have rightly 
objected about whether that's the right way to go 
about scientific studies. 
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This is a tentative syllabus and is subject to change (hit reload!).

Date Topic Out Due

Week 
1

Monda
y,
24 Sep 
07

Introduction: Motivation of 
probabilistic and statistical 
approaches.

Linguistics: What motivates 
probabilistic approaches and 
statistical methodology in 
linguistics? Problems of 
categoricity. The greater 
explanatory power of probabilistic 
models. Some examples.
Reading:
R. H. Baayen. forthcoming 
Analyzing Linguistic Data. A 
Practical Introduction to Statistics. 
Cambridge University Press, 
chapter 1.
Peter Dalgaard. 2002. 
Introductory Statistics with R, 

Appendix: Syllabus
Sunday, September 30, 2007
5:42 PM
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Introductory Statistics with R, 
chapter 7. [A good intro to R!]
Tree pattern matching programs 
and tregex/tgrep/R exercise
Tregex Patterns
Supplemental readings:
Steven Abney. 1996. Statistical Methods 
and Linguistics. In: Judith Klavans and 
Philip Resnik (eds.), The Balancing Act: 
Combining Symbolic and Statistical 
Approaches to Language.The MIT 

Press, Cambridge, MA.[online 
Stanford access] 
Christopher D. Manning. 2002. 
Probabilistic Syntax. In Rens Bod, 
Jennifer Hay, and Stefanie Jannedy 
(eds.), Probabilistic Linguistics, MIT 
Press, 2003.

Wedne
day, 26 
Sep 07

Introduction to tregex/tgrep2 and 
R.

HW #1

Reading:
John Goldsmith. 2007. Probability for 
linguists. MS, U. Chicago. pdf

Rice, John A. Mathematical 
Statistics and Data Analysis. 2nd

edition. Duxbury Press, 1995, 
chapter 1.
Supplemental reading:
Christopher Manning and Hinrich 
Schütze. 1999. Foundations of Statistical 
Natural Language Processing.Chapter 
2, pp. 39-54, 60-68, 72-76.

Week 
2

Monda
y, 1 
Oct 07

Basic concepts in probability; 
statistics on contingency tables; 
the idea of hypothesis testing

Statistics: Probability intro: 
counting, basic probability laws, 
maximum likelihood; discrete and 
continuous distributions. 
Independence. Contingency table 
data: The chi-squared test. 
Fisher's exact test.
Reading:
Dalgaard, Peter. 2002. 
Introductory Statistics with R.
Springer.
Gruesomely detailed reference 
reading:
Agresti, Alan. 2002, Categorical Data 
Analysis. 2nd edition. Wiley. Ch. 1-3.

Wedne
sday, 3 
Oct 07

Grammatical weight and 
ambiguity avoidance. 

HW #
2

HW #
1

Linguistics:
The principle of end weight; 
gradient phenomena.
Statistics: Exploratory Data 
Analysis (EDA). R Graphics. Box 
plots. Scatter plots.
Reading:
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Reading:
Wasow, Thomas Postverbal 
Behavior. CSLI Publications. 
2002. Chapter 2.
R. H. Baayen. forthcoming 
Analyzing Linguistic Data. A 
Practical Introduction to Statistics. 
Cambridge University Press, 
chapter 2.

Week 
3

Monda
y, 8 
Oct 07

Continued discussion of end 
weight. Probabilistic grammars. 
Constructing models and 
examining their goodness of fit. 
Comparing models.

Linguistics: 
Suppes, Patrick. 1970. 
Probabilistic grammars for natural 
languages. Synthèse 22: 95-116. 
Here's spreadsheet for Table 1 of 
Suppes.
Statistics: Bernoulli, binomial, 
and multinomial distributions. 
Samples and statistical inference, 
estimating parameters, the method 
of maximum likelihood, 
maximum likelihood for 
multinomial cell probabilities. 
Tests for proportions or odds. 
Likelihood ratios: log odds ratios, 
and the G2 test.
Some notes on contingency table 
statistics.
allege/assumevs. that/zero 
statistics spreadsheet.
Supplemental readings: 
Roland and Jurafsky. Verb Sense 
and Verb Subcategorization 
Probabilities. CUNY 1998.

Wedne
sday, 
10 Oct 
07

Continued discussion of Suppes. 
Linear regression models. 
Gradience in grammaticality. 
Magnitude estimation. 

HW #
3

HW #
2

Linguistics: Magnitude 
Estimation for linguistic data
Bard, Ellen Gurman, Robertson, 
Dan, and Sorace, Antonella. 1996. 
Magnitude Estimation of 
Linguistic Acceptability. 
Language 72: 32-68. That link 
only works on campus. You can 
also get to it off campus by 
starting hereand getting it from 
JSTOR or ProjectMuse, or you 
can get it using the class password 
here.
Statistics: Mean, median, and 
variance. Linear regression: 
simple and multiple linear 
regression. The idea of building 
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http://library.stanford.edu/ezproxy/
http://nlp.stanford.edu/~manning/courses/ling289/restricted/Bard-Language-Magnitude-Estimation.pdf


regression. The idea of building 
probabilistic models for linguistic 
explanation.
Keith Johnson's site/draft 
textbook. In particular, chapter 3
discusses the EMMA data set, and 
here is the chaindata.txtEMMA 
data set. Here are the kinds of 
commands I usedfor basic and 
multiple linear regressions, now 
including checking for linearity 
and homoscedasticity.
Supplemental Readings: 
Sorace, A. (2000)."Gradients in 
auxiliary selection with intransitive 
verbs". Language 76: 859-890.
Keller, Frank and Antonella Sorace. 
2003. Gradient Auxiliary Selection and 
Impersonal Passivization in German: An 
Experimental Investigation.Journal of 
Linguistics39:1, 57-108.
Keller, Frank and Ash Asudeh. 2001. 
Constraints on Linguistic Coreference: 
Structural vs. Pragmatic Factors.In 
Johanna D. Moore and Keith Stenning, 
eds., Proceedings of the 23rd Annual 
Conference of the Cognitive Science 
Society, 483-488. Mahawah, NJ: 
Lawrence Erlbaum.

Week 
4

Monda
y, 15 
Oct 07

Logistic regression models of 
systemic choice

Statistics: Logistic regression
R. H. Baayen. forthcoming 
Analyzing Linguistic Data. A 
Practical Introduction to Statistics. 
Cambridge University Press, 
chapter 6. [The ratings data set 
that he begins the chapter with 
was also discussed in Sections 
2.2-2.4 and 4.3-4.4 of the book. 
You may need to look back at 
those sections to familiarize 
yourself with what the data is 
about.]
Supplemental readings:
Sankoff, D. 1988. Variable rules. 
In U. Ammon, N. Dittmar, and K. 
J. Mattheier (eds.), 
Sociolinguistics: An International 
Handbook of the Science of 
Language and Society. Vol.2, pp. 
984-997. Berlin: Walter de 
Gruyter.
Fred L. Ramsey and Daniel W. 
Schafer. 1997. The Statistical 
Sleuth: A Course in Methods of 
Data Analysis. Belmont, CA: 
Duxbury Press, chapter 20, pp. 
564-583.
Labov, William. 1969. 
Contraction, deletion and inherent 
variability of the English copula. 
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variability of the English copula. 
Language45, 715-62, extract.

Linguistics: A case study on a 
sociolinguistics dataset 

(Cedergren's 1973 study of 
final /s/ deletion in Panamanian 
Spanish)

Wedne
sday, 
17 Oct 
07

Logistic regression modeling for 
syntax

HW #
4 

HW #
3

The prehistory and constraint 
interactions.
Linguistics: 
Active vs. passive variation. 
Modeling the choice with logistic 
regression (a.k.a. Varbrul)
E. Judith Weiner and William 
Labov. 1983. Constraints on the 
agentless passive. Journal of 
Linguistics 19: 29-58.
Homework 4:
Homework 4 instructions
Cedegren's Panamanian Spanish 
Varbrul instructions
Cedegren's Panamanian Spanish 
data- in a format suitable for use 
in R:
cedegren <-
read.table("cedegren.txt", 
header=T)
Linguistics and statistics:
Robert Sigley. 2003. The importance of 
interaction effects. Language Variation 
and Change.

(HW#
4: see 
items 
under 
the 
column 
with 
subject
s and 
reading
s...)

Week 
5

Monda
y, 22 
Oct 07

Chris is away

Wedne
sday, 
24 Oct 
07

Chris is away

Week 
6

Monda
y, 29 
Oct 07

Logistic regression and maximum 
entropy models. Stochastic 
Phonotactics.

HW #
4

Statistics: Generalized linear 
models. The connection between 
logistic regression and maximum 
entropy models.
Linguistics. Stochastic 
phonotactics. 
Bruce Hayes and Colin Wilson. 
To appear. A maximum entropy 
model of phonotactics and 
phonotactic learning. Draft of 

Talk to 
Chris 
about 
final 
project
!
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http://www.linguistics.ucla.edu/people/hayes/Phonotactics/HayesWilsonMaximumEntropyPhonotacticsAugust2007.pdf


phonotactic learning. Draft of 
Aug 2007. To appear in Linguistic 
Inquiry.

Wedne
sday, 
31 Oct 
07

Chris is away (again!)

Week 
7

Monda
y, 5 
Nov 07

ANOVA models and constituent 
ordering revisited

Statistics: Analysis of Variance 
(ANOVA)
Linguistics:
Arnold, Jennifer, Thomas Wasow, 
Ash Asudeh, and Peter Alrenga. 
Avoiding Attachment 
Ambiguities: the role of 
Constituent Ordering. Journal of 
Memory and Language55.1: 
55-70. 2004.

Wedne
sday, 7 
Nov 07

Mixed effects models HW #
5

Project 
outline

Mainly statistics: 
T. Florian Jaeger. 2007. 
Categorical Data Analysis: Away 
from ANOVAs (transformation or 
not) and towards Logit Mixed 
Models. Draft, 2007.

Week 
8

Monda
y, 12 
Nov 07

More on mixed effects models.

Baayen, R.H., Davidson, D.J. and 
Bates, D.M. (submitted). Mixed-
effects modeling with crossed 
random effects for subjects and 
items. MS, 2007.

Wedne
sday, 
14 Nov 
07

Back from the precipice. 
Empirical probabilistic syntax.

HW #
6

HW #
5

Linguistics: Empiricism in 
linguistics.
Goldsmith, John. 2007. Towards a 
new empiricism: 1.6. MS, U. 
Chicago.
Statistics: Bayes' Rule, Bayesian 
statistics, and the MDL principle.

Monda
y, 19 
Nov 07

Thanksgiving

Wedne
sday, 
21 Nov 

Thanksgiving
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http://www-csli.stanford.edu/%7Ewasow/AWAA_final.pdf
http://www-csli.stanford.edu/%7Ewasow/AWAA_final.pdf
http://www.bcs.rochester.edu/people/fjaeger/papers/Jaeger07catdata.pdf
http://www.bcs.rochester.edu/people/fjaeger/papers/Jaeger07catdata.pdf
http://www.bcs.rochester.edu/people/fjaeger/papers/Jaeger07catdata.pdf
http://www.bcs.rochester.edu/people/fjaeger/papers/Jaeger07catdata.pdf
http://www.mpi.nl/world/persons/private/baayen/publications/baayenDavidsonBates.pdf
http://www.mpi.nl/world/persons/private/baayen/publications/baayenDavidsonBates.pdf
http://www.mpi.nl/world/persons/private/baayen/publications/baayenDavidsonBates.pdf
http://www.mpi.nl/world/persons/private/baayen/publications/baayenDavidsonBates.pdf
http://hum.uchicago.edu/~jagoldsm/Papers/empiricism1.pdf
http://hum.uchicago.edu/~jagoldsm/Papers/empiricism1.pdf
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Week 
9

Monda
y, 26 
Nov 07

Determining systemic choices: 
Optimality Theory, Stochastic 
Optimality Theory, and Logistic 
regression. Model comparisons.

Linguistics:
Christopher D. Manning. 2002. 
Probabilistic Syntax. In Rens Bod, 
Jennifer Hay, and Stefanie 
Jannedy (eds.), Probabilistic 
Linguistics, MIT Press, 2003
Reference:
Stochastic optimality theory. 
Boersma and Hayes intro of 
Empirical tests of the Gradual 
Learning Algorithm, Linguistic 
Inquiry 32: 45-86.
Joan Bresnan, Shipra Dingare, 
and Christopher D. Manning.Soft 
Constraints Mirror Hard 
Constraints: Voice and Person in 
English and Lummi. Proceedings 
of the LFG01 Conference, pp. 
13-32, Hong Kong.

Wedne
sday, 
28 Nov 
07

s-genitives and the of-genitive in 
English

HW #
6

Linguistics: Gerhard Jäger and 
Anette Rosenbach. 2004. The 
winner takes it all - almost. 
Cumulativity in grammatical 
variation, manuscript, University 
of Potsdam and University of 
Düsseldorf.
Reference readings:
Anette Rosenbach: Aspects of 
iconicity and economy in the 
choice between the s-genitive and 
the of-genitive in English. To 
appear in B. Mondorf and G. 
Rohdenburg (eds), Determinants 
of Grammatical Variation in 
English.Mouton de Gruyter.
Altenberg. The Genitive v. the of-
Construction.
Anette Rosenbach: Aspects of iconicity 
and economy in the choice between the 
s-genitive and the of-genitive in English. 
To appear in B. Mondorf and G. 
Rohdenburg (eds), Determinants of 
Grammatical Variation in English.
Mouton de Gruyter.
Altenberg. The Genitive v. the of-
Construction.

Week 
10

Monda
y, 3 

More on logistic regression and 
mixed effects models for syntax
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http://nlp.stanford.edu/%7Emanning/papers/probsyntax.pdf
http://nlp.stanford.edu/~manning/papers/lfg01bresnanetal.ps
http://nlp.stanford.edu/~manning/papers/lfg01bresnanetal.ps
http://nlp.stanford.edu/~manning/papers/lfg01bresnanetal.ps
http://nlp.stanford.edu/~manning/papers/lfg01bresnanetal.ps
http://www.uni-bielefeld.de/lili/personen/gjaeger/jaegerRosenbach.pdf
http://www.uni-bielefeld.de/lili/personen/gjaeger/jaegerRosenbach.pdf
http://www.uni-bielefeld.de/lili/personen/gjaeger/jaegerRosenbach.pdf
http://www.uni-bielefeld.de/lili/personen/gjaeger/jaegerRosenbach.pdf


y, 3 
Dec 07

mixed effects models for syntax

Linguistics:
Joan Bresnan, Anna Cueni, 
Tatiana Nikitina, and Harald 
Baayen. 2007."Predicting the 
Dative Alternation."  In 
Cognitive Foundations of 
Interpretation, ed. by G. Boume, 
I. Kraemer, and J. 
Zwarts. Amsterdam: Royal 
Netherlands Academy of Science, 
pp. 69--94. 33 pages.

Wedne
sday, 5 
Dec 07

Model comparisons: Decision tree 
or so-called "analogic" models. 

Classification accuracy. 
Evaluating model fit.
Linguistics:
Ernestus, Mirjam Theresia 
Constantia, and Harald R. 
Baayen. 2004. Predicting the 
Unpredictable: Interpreting 
Neutralized Segments in Dutch. 
Language 79(1).

Week 
11 
(i.e., 
we 
won't 
get to 
this!)

The 
End

Final 
paper
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http://www.stanford.edu/%7Ebresnan/qs-submit.pdf
http://www.stanford.edu/%7Ebresnan/qs-submit.pdf
http://muse.jhu.edu/journals/language/v079/79.1ernestus.pdf
http://muse.jhu.edu/journals/language/v079/79.1ernestus.pdf
http://muse.jhu.edu/journals/language/v079/79.1ernestus.pdf

