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Comments on Competition Results

During the thirty minute competition, we experienced a number of unexpected
runtime errors when processing the data. We do not know what in particular caused these
exceptions. Prior to the competition, the program ran without errors on the pre-
competition data so we could not anticipate and prevent these problems from occurring.
In addition, on another computer after the competition the exact same program was run
without any errors using the competition data. As a result of these runtime errors, we had
to disable some of the key components to our solution so our results were incomplete. In
particular, we were able to display our final result images but they were not saved
correctly. Eventually we were forced to obtain the final images by doing a print screen
and manually cropping the image to the correct size. Due to these problems, we feel that
the results from the competition are not representative of our approach and final solution

to the problem.

Algorithm Philosophy

Our algorithm incorporates a novel approach to the problem by finding cars in the
last few frames and then tracking them backwards in time before applying a Kalman filter
to determine their final location after the end of the video clip. In the process of
developing this solution, we first decided to use a Kalman filter to track the position of
each car due to the filter’s optimal ability to estimate velocity using our inherently noisy
observations of the cars. The centroid of the car was chosen as the feature to track with
the Kalman filter. We determined that since almost all cars have the same dimensions
when they appear at the same location in the image, we only need to know the car’s
centroid three seconds later and could draw an appropriately sized rectangle around each
predicted centroid for the final image.

Our car detector from previous assignments was unable to reliably separate
regions of the image into cars so we developed a car detector based on a Haar classifier
with post processing to remove false positives using an edge detector. The output from

the enhanced Haar classifier consists of rectangles so the centroids of cars are easily



determined and the cars are localized in each image. Our car detector was able to
accurately find car centroids even if it could not reliably determine the specific
dimensions of the car.

When considering applying the Kalman filter to the output of our car detector
starting on the first frame and continuing with each successive frame in order, we
realized there are a number of difficult problems that must be solved for this approach.
For example, the program would have to be able to detect and begin tracking cars that
appear in the middle of the clip and also have the ability to drop cars that leave the frame
or become too difficult to track. Since the Haar classifier often generates false positives,
it is very hard to determine whether a detected rectangle should be tracked as a car or if it
is just an error from the classifier.

In order to avoid the difficult problem of constantly determining whether to start
tracking a detected rectangle, we came up with the idea to avoid the issue entirely by
approaching the problem from a different perspective. We decided the best approach was
to start in the last frame and work backwards. Our algorithm begins by finding all of the
cars in the last five frames. Then, we repeatedly apply a recursive step where we find the
cars in the (temporally) previous frame given the known location of the cars in the
(temporally) later frame. The key advantage of this backwards recursive approach is that
we have eliminated the need to start tracking new cars in the middle of the algorithm.
Only the cars that were detected in the last five frames are ever tracked. We never bother
tracking any of the cars that appear earlier in the clip but that disappear before the final
frame because they are of no interest in the final solution. The only disadvantage of this
solution is that it will fail to track cars that are occluded in the last frame but are visible in
previous frames and three seconds later. We decided to accept this flaw since such
situations are rare in general highway conditions with only a few lanes. Of course, the
algorithm could be adapted to consider this situation but it was not implemented due to
the additional complexity. However, the algorithm can reasonably deal with cars that are
visible in the last frames but are occluded in some previous frames.

The backward recursive tracking continues for each car on an individual basis
until the car cannot consistently be found in the frame. We were able to track some cars

all the way until the first frame while other cars disappeared only after a small number of



frames. We stopped tracking a car either because it was no longer visible due to leaving
the frame, becoming occluded, moving too far forward, or the car detector failed. In
order to protect against spontaneous failures of the car detector, the car was dropped from
the tracking only after it was not detected in a series of eight frames. If the car was
detected after being missed for several frames then the location of the car was

interpolated between the frames where its location was known.

Program Overview

The following are the major components of the program, which will be explained
throughout the paper:
Detecting reliable cars in the last five frames of the video clip.
Recursively tracking each car found in the previous step by consecutively
searching for cars in the previous frame until the car cannot be further tracked.
Applying the Kalman filter to the series of centroids found in the previous step
and using the velocity estimate to predict the location of the centroid for each car
three seconds later.
Drawing rectangles around the predicted centroid of each car by choosing the

width and height of the rectangles based upon the location of the centroid.

Car Detection

Our first challenge was to develop a robust car detection algorithm. While
identifying cars in all frames was a priority, doing so consistently was of supreme
importance. We used a Haar detector in conjuction with the Canny edge detector for
basic car detection purposes. The training set for the Haar classifier consisted of 708 cars,
which were a combination of real world data, pre-competition data and Yahoo Autos.

The rectangles detected via the Haar detector were considered a 'car' only if their
width was within a certain interval based on the y-coordinate of the centroid. Figure 1

shows the width thresholds as a function of the centroid position.
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Figure 1. Width of cars based on y-coordinate of centroid using
manually labeled cars from pre-competition data. The blue line is the
least-squares line of best fit. The red lines are upper and lower
thresholds for rejection of false positives.

The second test to weed out false positives was the use of a Canny edge detector
and show finder. The detected rectangles from the Haar classifier were eliminated if the
percent of pixels inside the rectangle that were detected as edge or shadow pixels was
less than 30%.

The parameters for the Canny detector were selected based on an image histogram

technique. Threshold '1' for the detector was taken as the first regional maximum from

Pseudocode for the car detector:

Detect cars using the Haar classifier.
Calculate the width of each rectangle perceived as a car.
Select the rectangle as representative of a car only if
width <= (50*scale + 165*(centr - yvanish*scale)/(480*scale - yvanish*scale)),
where

centr = centroid of the car,
yvanish =y co-ordinate of the vanishing point.
scale = The scale used in calculating bounding boxes for Haar-detected cars.

For each detected rectangle, calculate the percent of pixels that are detected by Canny as
edges.
Select a rectangle as a car only if the percent of edge or shadow pixels is greater than 30%.
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the left. We also observed that the gray level for shadows was halfway between threshold
'l' and zero. The shadow information included with the Canny edge detector made the
final car detector more robust. Threshold 2' was the first maximum from the right of the
histogram, i.e. starting from gray level 256.

The vanishing used throughout the program was calculated as the intersection of
lines detected by the Hough transform. The lines were selected to represent the edges of
the road. The Canny detector used for the Hough transform was the same as the one used
in the stand-alone module. Figure 2 shows an example image from the edge and shadow

detector and the Hough lines used to find the vanishing point.

Detection of Reliable Cars in Last Five Frames

A robust detection of cars at the end of the clip was important to their proper
prediction three seconds later. The output of the Haar classifier found a majority of large
cars in the image, but would occasionally report false negatives. Some cars visible in the
final frame of the sequence were not detected reliably in all of the last five frames. Figure
3 shows the output of the Haar classifier alone on each of the last five frames in clip
three.

For robustness against false negatives, detections appearing in most of the final

five frames were considered cars. A binary image was generated for each frame showing




Figure 3: The Haar car detector output from the last five frames of the sequence, highlighted
in red. The images are ordered from left to right with the final frame in the lower right. The car
directly ahead of Stanley was detected in all but the final frame.

rectangles possible where cars were detected. These five binary images were then
summed together. A threshold was applied to the resultant image so that pixels were only
considered a part of a car if they were deemed car pixels in at least three of the five
frames. Bounding boxes were drawn around each of the remaining blobs in the
thresholded image, and these boxes were then considered cars to be tracked while moving

backwards in time through the video sequence.

Figure 4: The “cars” to be tracked given the final five images of the sequence.
Each detection must appear in at least three of the five final frames in order to be
tracked.




Recursively Locating Cars in Previous Frame

Correspondences between the cars detected in the last five frames and the cars in
the previous frames are established with a recursive function. To generate a suitable
input to the Kalman filter, a motion history is established for each of the cars reliably
detected in the final five frames. The motion history tracks the position of a rectangle
associated with each car, as well as the number of frames the car has been successfully
tracked.

For each pair of images I(t) and I(t-1), ideally we know the location of each car in
frame I(t) and want to find the same car in frame I(t-1). First, the Haar detector is
performed on I(t-1). For each car c(t) being tracked in I(t), the nearest neighboring car
c(t-1) in I(t-1) is determined. No correspondence is established if c(t-1) is too far of a
distance from c(t). Otherwise, if the bounding boxes of c(t-1) and c(t) overlap
sufficiently, c(t) is associated with c(t-1) and c(t-1) is appended to the motion history of
this car.

Because the Haar detector occasionally produces false negatives, our recursive
tracker does not immediately stop tracking a car if detections are lost in a few frames.
Only if the nearest neighboring car detection does not sufficiently overlap with the last

successful detection for eight frames, will the car be dropped from the tracking history.

Pseudocode for Recursive Step in Car Tracking

Input: rectl: car rectangle in frame n
mismatchcount: number of consecutive past frames the car has not been detected
history: array of locations of car rectangles over series of frames starting at end of clip
Output: complete history

Perform car detection on frame n-1.
Find the rectangle, rect2, in frame n-1 that minimizes the distance between the centroids of
rectl and rect2.
If overlap(rectl, rect2) > overlap_threshold, then:
If mismatchcount=0, store rect2 in history.
If mismatchcount>0, perform linear interpolation between rectl and rect2 generating
mismatchcount number of rectangles, store all generated rectangles in history.
Set mismatchcount=0.
Perform recursive step with rect2.
If overlap(rectl, rect2) < overlap_threshold, then increment mismatchcount and:
If mismatchcount < lost_threshold, perform recursive step again with rectl.
If mismatchcount = lost_threshold, stop tracking current car

overlap(rectl, rect2) = 2 * (area of region in both rectl and rect2) / [(area of rectl) + (area of
rect2)]
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Figure 5. Linear interpolation of missing detections in the motion history.

If the car we are tracking is not detected for a small number of frames but then is

detected with a sufficient overlap from our last known location of the car, the motion

history of the car for the missing frames is completed with bounding boxes that are

linearly interpolated between the two successful detections.

Given that a car was last successfully detected in image I(t-k) with a bounding

box whose upper left and lower right corners are (I(t-k).x1, I(t-k).y1) and (I(t-k).x2, I(t-

k).y2) and a new successful detection in image I(t) with box corners (I(t).x1, I(t).y1l) and

(I(t).x2, I(t).y2), the bounding boxes of the missing frames can be linearly interpolated as:

It k).xl
It k).yl
It K).x2

It K).y2

n k
—(t
nl(

n k
— 1t
nl(

n k
—(t
nl(

n k
—(t
nl(

n).x1
n).yl
n).x2

n).y2

u I(t).x1
n 1

1
—— 1Oy

=~ o |~
—_

— 1 (t).x2
n 1
k 1




Kalman Filter for Car Centroids

The centroids of the sequence of rectangles giving each car’s location in all of the
frames were passed into a Kalman filter. A four state variable Kalman filter was used
where two states were used for the position and velocity of the car’s centroid in the x and
y directions. The location of the centroid was measured in noise while the velocities
were never directly observed. The following equations give how the measurements were

incorporated into the filter.

X
X 1 0 00 2
obs y N (0’ R) R r 0
Y ops 01 0 0 W 0 r?
Vy

The following equations give how the filter was updated.

X' 1 010 x 00 0 O
y' 01 0 y 00 0 O
N (O,

VX' 0 0 1 0 VX ©.Q) Q00q20
V' 0 0 0 1 Vy 00 0 ¢

Figure 6. Output of the Kalman filter for clip 2 from the competition. The
red circles are the observed centroids for tracked cars. The white circles
are the predictions from the Kalman filter. The blue circles are the
predicted car centroids three seconds after the end of the clip.




Figure 7. First (left) and final (right) frames from clip 2 of the competition. Note that
the white car on the right of the frames was successively tracked as the long span of
white and red circles in Figure 6. The black car in the center of the frames was also
successively tracked throughout the clip as the dense collection of red and white circles
in the center of Figure 6. The erroneous detections in the extreme left and right of the
Kalman filter output would only create small errors in the final output due to their
location at or above the vanishing point.

Here Vx and Vy are the x and y components of the velocity for 1/30™ of a second. The
variances ( and r were chosen so that the velocity components remained approximately
constant over a series of several frames to match the nearly constant velocity of the
centroids of cars in the video clips. The predicted location of the centroid three seconds
after the end of the clip was determined by taking the location of the car’s centroid in the
last clip and adding 90 times VX and Vy to account for the motion. An example of the

Kalman filters output is provided in Figures 6 and 7.

Generation of Final Image

Given the predicted location of the centroids of cars three seconds after the end of
the clip, the final image showing the location of cars was generated. For each predicted
centroid, a rectangle was drawn around it. The width and height of the rectangles was
determined by the y-coordinate of the centroid. We plotted the width and height of cars
based on the y-coordinates of their centroids and found a very strong relationship. A
least-squares regression line was found for both the height and width, which was used to
determine the size of the correct rectangle to draw around the centroid. The data and best

fit line for the width based on vertical position can be found in Figure 1. A similar plot



was created for height versus y-position. Finally, the generated image was dilated once

with a square 3x3 kernel in order to account for any errors.

Alternate Approaches

A number of alternate approaches were considered before arriving at the current
solution.

Edge detection based car detector: In past homework assignments, we
developed a car detector that was based on edge and shadow detection with a
number of post-processing steps. Although this car detector successfully
determined whether a pixel had a high probability of belonging to a car, it failed
to localize cars in all situations. An edge based detection approach also could not
produce a point representative of the entire car (The centroid of the tracked car, in
our case). We decided that in order to track cars over a series of frames and make
future predictions, we needed a car detector that would be able to specifically
determine the position and dimensions of possible cars such as a Haar classifier
based detector. The edge based detector, was however used in conjunction with
the Haar detector in the reliable detection of cars over consecutive frames.
Particle filter and dense optical flow: In order to track the cars, we considered
using either a particle filter or a dense optical flow estimator that was developed
in a previous homework assignment. Since the Kalman filter was able to
specifically estimate velocities based on our noisy measurements, it was chosen
so that future predictions could be made easily and reliably.

Constant velocity assumption: Inherent in our Kalman filter model and our
prediction estimation as a constant multiple of the estimated velocity is an
assumption that the location of the centroids of cars in the image move at a
constant velocity. Although it is reliable to assume that the global velocities of
the cars are relatively constant with respect to the camera, this does not imply that
the projection of the centroids will move with a constant velocity. For example, a
faster car with a constant velocity will appear in the image to move much faster
when it is passing the camera than when it is much farther down the road. In

order to account for this, we considered incorporating a three dimension model



into our prediction so that the velocity was scaled appropriately due to the car’s
distance from the camera. After analyzing the relatively slow motion of the
centroid of car’s when sampled at the frame rate, we decided to assume a constant
local velocity.

Size consistency for final image: We considered taking into account the
observed size of a particular car when generating our final prediction image. A
scaling factor could be incorporated in order to take into account the geometry of
the scene with the risk of incorporating errors due to the inaccuracy of the car
detector.  After observing Figure 1, we decided this added feature was
unnecessary. The large correlation and lack of outliers in Figure 1 shows that the
variance in the size of the model of a car was not as important as the perspective

geometry.



