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Abstract

In 1960, 94 percent of doctors were white men, as were 96 percent of lawyers

and 86 percent of managers. By 2008, these numbers had fallen to 63, 61, and 57

percent, respectively. Given that innate talent for these professions is unlikely

to differ between men and women or between blacks and whites, the alloca-

tion of talent in 1960 suggests that a substantial pool of innately talented black

men, black women, and white women were not pursuing their comparative ad-

vantage. This paper estimates the contribution to U.S. economic growth from

the changing occupational allocation of white women, black men, and black

women between 1960 and 2008. We find that the contribution is significant:

17 to 20 percent of growth over this period might be explained simply by the

improved allocation of talent within the United States.
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1. Introduction

Fifty years ago, there were stark differences in the occupational distribution of white

men versus women and blacks. Virtually all doctors and lawyers in 1960 were white

men (94 and 96 percent, respectively). In contrast, 58 percent of white women were

employed as nurses, teachers, sales clerks, secretaries, and food preparers; 54 per-

cent of black men were employed as freight handlers, drivers, machine operators,

and janitors. Only 2 percent of women and blacks worked in high skilled occupa-

tions (defined as executives, managers, architects, engineers, computer scientists,

mathematicians, natural scientists, doctors, and lawyers). The number for white

men, in contrast, was 18 percent.

The segregation of white men versus women and blacks across occupations in

1960 is quite remarkable. If we believe that every person has talent drawn from a

similar distribution of ability, the fact that there were virtually no black or female

doctors and lawyers in 1960 suggests that many blacks and women with a compar-

ative advantage in high skill occupations were somehow prevented from realizing

that advantage in 1960. Conversely, some of the white male doctors and lawyers in

1960 may not have had a comparative advantage in medicine or in the legal profes-

sion despite their having sorted into these occupations.

This has changed over the last 50 years. By 2007, only 63 percent of doctors and

61 percent of lawyers were white men. Similarly, the share of women and blacks in

skilled occupations increased from 2 percent in 1960 to 15 percent for women and

11 percent for black men by 2007. These shrinking occupational gaps suggest that

the forces that resulted in blacks and women not becoming doctors and lawyers

have diminished over the last 50 years.

This paper measures the effect of the change in the occupational distribution of

white men versus blacks and women since 1960 on aggregate productivity growth

in the United States. At the heart of our approach is a canonical model of occu-

pational choice driven by comparative advantage. We assume that every person is

born with a range of talents across all possible occupations. In a frictionless world,

each person chooses the occupation where she earns the highest return. We depart
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from the standard model of occupational choice in that we allow for frictions. To

generate the gaps in the occupational distribution between groups, we do not need

to take a stand on exactly what these frictions represent. For example, they can

take the form of occupation-specific discrimination in the labor market. Or they

can be interpreted as barriers to human capital accumulation (e.g. lack of quality of

schools or discrimination in admission to professional degree programs). The fric-

tions could even be “culture” or “norms” about what are acceptable professions for

blacks and women. Finally, declining fertility may have made it easier for women

to work outside the home. All these forces will generate differences in the occupa-

tional distribution and gaps in the wages of white men vs. others.

To measure the effect of these occupational choices on aggregate productivity,

we do need to take a stand on whether there is misallocation in the labor market or

simply different (though possibly distorted) human capital investments. For exam-

ple, if the main friction is that blacks had worse access to quality schooling in 1960,

the gaps in the occupational distribution in 1960 reflect differences in the marginal

product of labor between blacks and whites in high-skilled occupations. With this

interpretation, all workers are paid their marginal product and the allocation of la-

bor across occupations, conditional on these marginal products, is efficient. In this

case, gains in aggregate productivity are closely related to changes in the familiar

wage gaps for blacks and women vs. white males.

If the main friction is instead labor market discrimination faced by blacks and

women in high skilled occupations, then the occupational segregation of blacks and

women vs. white males requires gaps in the marginal product of blacks and women

(respectively) across occupations. Because the marginal product is no longer equal

to the wage for all workers, the wage gaps are no longer so informative about the

impact of frictions on aggregate productivity. Instead, a key parameter is the dis-

persion of a person’s ability across occupations at birth. To infer this parameter

from the data, we use the result that if the distribution of ability follows an extreme

value distribution, the distribution of the maximum of a person’s ability also obeys

that distribution. Thus, we can back out the dispersion of ability from the observed

distribution of wages within an occupation. This allows us to recover the gaps in
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marginal products implied by the gaps in the occupational distribution, and thus

measure the effects of frictions on aggregate productivity.

We do not know which of the two interpretations of the frictions is correct, so we

provide estimates for both polar models. Our main finding is that 17 to 20 percent

of the growth in aggregate productivity in the United States between 1960 and 2008

was due to the declining frictions in occupational choice for women and blacks.

Our point estimate is somewhat sensitive to parameter values for the model where

we interpret the frictions as marginal product gaps, but not for the model where

we interpret the frictions as differences in marginal products between groups. We

also show that aggregate productivity growth would have been negative in the 1970s

in the absence of the decline in labor market frictions facing women and blacks.

Additionally, we show that the convergence in occupational choices was more pro-

nounced in the U.S. South. As a result, we estimate, 25% of the income convergence

of the South to the Northeast between 1960 and 1980 was due to declining labor

market frictions in the South vs. the North. For our aggregate productivity results,

most of the productivity gains are driven by declining frictions for white women.

This is not surprising given that white women comprise a much larger fraction of

the population than do black men and black women. However, for our regional con-

vergence results, most of the convergence is driven by declining frictions for black

men and women. Finally, our results indicate that almost all of the convergence in

the educational attainment of women relative to white men from 1960 to 2008, and

about a third of the convergence of schooling of black men relative to white men

over the same time period, can be explained by the decline in the occupational fric-

tions facing each group.

2. Related Literature

Under construction.
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3. Basic Setup of the Model

The economy consists of a continuum of people working inN possible occupations.

Importantly, one of these occupations is “work at home,” which includes raising

kids. Each person possesses an idiosyncratic ability in each occupation — some

people are good economists while others are good nurses. The basic economic al-

location to be determined in this economy is how to match workers with occupa-

tions.

3.1. People

The economy consists of a unit measure of people. These people are divided into a

total of G distinct groups, such as “black men” and “white women.” The parameter

qg denotes the fraction of the population that is part of group g.

Each person has 2 units of time. The first unit can be used either for leisure or

for schooling, s, while the second unit of time is solely used for working (think of

the first unit as occuring when young and the second when middle-aged). A person

with consumption c and leisure time 1− s gets utility

U = cβ(1− s). (1)

β parameterizes the tradeoff between consumption and schooling: a lower β thus

implies that future wages must rise more steeply with schooling in equilibrium.

Each person chooses to work in one of the N occupations. The home sector is

considered one of the N occupations.These occupations differ in several ways, one

of which is how useful schooling is in generating human capital. This will give rise

to differences in schooling by occupation, which will ultimately lead to differences

in wages across occupations. A person’s human capital is produced by combining

goods e and schooling time s. In particular, the production function for human

capital in occupation i is1

1We can allow for a multiplicative group-specific term in the human capital equation defined by
(2). This can represent differences in the ability of different groups to accumulate human capital
for a given amount of time investment and a given amount of educational spending. This term is
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h(e, s; i) = sφieη. (2)

Finally, people are part of different groups, such as race and gender, denoted

g. A person in occupation i and group g is paid a wage equal to δigwi. That is, wi

denotes the wage per efficiency unit of labor paid by the firm. What a worker in

group g receives, however, is δigwi.

The parameters δig are the occupational frictions in the model and ultimately a

key force behind the changing occupational distribution over time. They are exoge-

nously given in this economy and can be interpreted in several different ways. We

we will explicitly distinguish between two of these interpretations, as “Model 1” and

“Model 2.” In Model 1, δig denotes the efficiency units of labor supplied by a per-

son in group g. This could reflect, for example, differences in human capital across

groups because of discrimination in schooling. In Model 2, in contrast, δig functions

like a “discrimination tax” on members of group g in occupation i: firms pay wi to

such workers, but the workers only receive the fraction δig of the wage payment. We

will elaborate on possible interpretations of Model 1 versus Model 2 below.

Let ǫ denote a worker’s idiosyncratic talent in his or her chosen occupation, to

be discussed further below. An individual’s consumption is then given by

c = δwǫh(e, s) − e. (3)

That is, consumption equals labor income less expenditures on education. Labor

income is the product of the wage received per efficiency unit of labor, the idiosyn-

cratic talent (to be discussed in more detail below), and the individual’s human cap-

ital h.

isomorphic to the occupational δ’s that we define below. As a result, we cannot tell how much of the
group differences in occupational frictions we identify are actually resulting from frictions in human
capital attainment versus frictions in the labor market itself. For expositional simplicity, we set the
multiplicative frictions in the human capital equation to one for all groups.
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3.2. Occupational Skills

In setting up the occupational choice problem, we follow McFadden (1974) and,

more recently, Eaton and Kortum (2002). The latter used extreme value theory, and

in particular the Fréchet distribution, to make an N-country trade model of com-

parative advantage tractable. We apply their insight to the problem of choosing

among N occupations.

Each person gets an iid skill draw ǫi for each of the N occupations. These draws

come from a Fréchet distribution:

Fi(ǫ) = exp(−Tiǫ
−θ). (4)

The parameter θ governs the dispersion of skills, with a higher value of θ corre-

sponding to smaller dispersion. As in Eaton and Kortum (2002), for tractability we

assume that θ is common across occupations. The parameter Ti, however, can dif-

fer across occupations: talent is easy to come by in some occupations and scarce in

others. As we discuss below, there is an observational equivalence between Ti and

a production technology parameter that varies across occupations. We will there-

fore end up normalizing Ti = 1 without any loss of generality. Notice that our iid

assumption means that we do not allow any correlation of ǫ across occupations for

a given individual.

3.3. Aggregation

To simplify aggregation, we assume theN occupations combine in a CES fashion to

produce a single aggregate output Y according to

Y =

(

N
∑

i=1

(AiHi)
ρ

)1/ρ

(5)

whereHi denotes the total efficiency units of labor employed in occupation i andAi

is the exogenously-given productivity of the occupation. As mentioned above, the

Ai and Ti (the mean-shift parameter of the Fréchet distribution) are observationally
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equivalent in our setup, so we will set Ti = 1 from now on without loss of generality.

The total efficiency units of labor in each occupation differ according to whether

we are studying Model 1 or Model 2. In Model 1, recall, the δig parameters affect the

efficiency units of labor explicitly, so we have

Hi =
G
∑

g=1

δigqg

∫

hijgǫijgdj. (6)

To understand this equation, start from the right. First, we integrate over all people

j in group g, adding up their efficiency units, which are the product of their human

capital and their idiosyncratic ability. Next, group g’s efficiency units get reduced by

the factor δig in occupation i, and there are qg people belonging to group g. Finally,

we add up across all the groups.

In Model 2, recall, the occupational frictions function only as discrimination

taxes and do not affect productivity. Hence, the aggregation over efficiency units

is just like in the previous equation, but without the δig :

Hi =
G
∑

g=1

qg

∫

hijgǫijgdj. (7)

What are some possible forces that would act like δig in Model 1 versus Model 2?

In Model 1, groups enter the labor market with different efficiency units to supply

a given occupation. But all workers are paid their marginal product in all occu-

pations. Thus Model 1 could be called the Human Capital Model, as differences

in wages and occupational choices reflect differences in skills brought to the labor

market. Groups might obtain different amounts of human capital for a variety of

reasons, such as discrimination at school or in access to quality schools. The latter

might stem from differences in public school quality or discrimination in admis-

sions to schools. Even discrimination in the labor market in a previous generation

could, indirectly, lower the human capital of the current generation. Parental liq-

uidity constraints could affect their children’s health and nutrition. And parents

denied access to a profession may be less helpful at guiding their children to that
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profession. More benignly, some people might choose to acquire less human capi-

tal for their market occupation because they plan to work only part-time or for fewer

years, say to help raise children. Any differences in innate ability between men and

women in different occupations (e.g. in physical strength or childbearing) would

contribute to the δig’s in Model 1.

In Model 2, in contrast, all groups arrive in the labor market with the same dis-

tribution of efficiency units as do white men. This is true within and across occu-

pations. In Model 2, however, the δig’s drive wedges between the marginal product

of workers and the wages they receive. As they are group-occupation specific, these

wedges can generate not only wage gaps across groups but also inequality in occu-

pational choices across groups. This might be called the Labor Market Discrimina-

tion Model, because two possible interpretations are discrimination by employers

and discrimination by customers. Employers may be willing to sacrifice some of

their pecuniary return to discriminate in how they compensate their employees.

And customers may boycott sellers who employ particular groups in certain occu-

pations. The latter might affect the pecuniary returns from hiring workers from a

particular group in a certain occupation, but not the physical marginal product of

workers.

The world could feature a combination of the δig’s in Models 1 and 2, of course.

But we treat them as distinct models to underscore their divergent properties. In

Model 2, there is misallocation of talent in the labor market with variation in the

δig’s across occupations and groups. Gains in aggregate productivity can be real-

ized simply from reallocating workers across occupations in Model 2. In Model 1,

in contrast, there is no misallocation in the labor market itself. Workers are effi-

ciently allocated to occupations given their skills in Model 1. But variation in the

δig’s can arise from misallocation in schooling – and in human capital investments

more generally – in Model 1. In Model 1, gains in aggregate productivity can be

reaped from more and better-directed investment in human capital.

That completes the basic setup of the model. We can now define an equilibrium

and then start exploring the model’s implications.
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3.4. Equilibrium

A competitive equilibrium in this economy consists of individual choices {c, e, s},

an occupational choice by each person, total efficiency units of labor in each occu-

pation Hi, final output Y , and an efficiency wagewi in each occupation such that

1. Given an occupational choice, the occupational wage wi, and idiosyncratic

ability ǫ in that occupation, each individual chooses c, e, s to maximize utility:

U(δ, w, ǫ) = max
c,e,s

(1− s)cβ s.t. c = δwǫsφieη − e (8)

2. Each individual chooses the occupation that maximizes his or her utility: i∗ =

argmaxi U(δi, wi, ǫi), taking {δi, wi, ǫi} as given.

3. A representative firm chooses labor input in each occupation, Hi, to maximize

profits:

max
{Hi}

(

N
∑

i=1

(AiHi)
ρ

)1/ρ

−

N
∑

i=1

wiHi (9)

4. The occupational wage wi clears the labor market for each occupation:

Hi =











∑G
g=1 δigqg

∫

hijgǫijgdj Model 1

∑G
g=1 qg

∫

hijgǫijgdj Model 2
(10)

5. Total output is given by the production function in equation (5).

4. Solving the Model

The details of the solution are discussed in the appendix. We summarize the results

in a series of propositions, based loosely on the order of the problems as presented

in the definition of equilibrium.

Proposition 1 (Individual Consumption and Schooling): The solution to the indi-
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vidual’s utility maximization problem, given an occupational choice, is

s∗i =
1

1 + 1−η
βφi

e∗ig(ǫ) =
(

ηδigwis
φi

i ǫ
)

1

1−η

c∗ig(ǫ) = η̄(δigwis
φi

i ǫ)
1

1−η , η̄ ≡ (1− η)η
−η
1−η

U(δi, wi, ǫi) = η̄β(δ̃igǫi)
β

1−η , δ̃ig ≡ δigwis
φi

i (1− si)
1−η
β .

This result is an intermediate one, with the key piece coming in the last line

describing the equation for Uig. In particular, the individual’s occupational choice

problem then reduces to picking the occupation that delivers the highest value of

δ̃igǫi.

Proposition 2 (Occupational Choice): Let pig denote the fraction of people in group

g that work in occupation i in equilibrium. Aggregating across people, the solution

to the individual’s occupational choice problem leads to

pig =
δ̃θig

∑N
s=1 δ̃

θ
sg

where δ̃ig ≡ δigwis
φi

i (1− si)
1−η
β . (11)

Moreover, the equilibrium labor supply by group g to occupation i in Model 2 is

Hig = γη̄qgpig ·
1

δigwi
· (1− si)

−1/β ·mg where mg ≡

(

N
∑

s=1

δ̃θsg

)

1

θ
· 1

1−η

(12)

and γ ≡ Γ(1 − 1
θ · 1

1−η ) is related to the mean of the Fréchet distribution for abilities.

(For Model 1, it is nearly the same equation: just multiply both sides by δig.)

To understand this proposition, notice that δ̃ig can be interpreted as the effective

utility benefit per unit of talent in occupation i for group g. That is, it is the wage

per unit of talent received by the person, δigwi, multiplied by the terms reflecting

human capital and leisure. Occupational choice then depends on the value of δ̃ig in

an occupation relative to all other occupations.
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Equation (12) gives the equilibrium efficiency units of labor supplied to occu-

pation i by group g. The first term in this equation captures the number of people

working in the occupation; the remaining terms capture the “quality” of those peo-

ple. For example, the second main term, 1
δigwi

, is a selection effect: a higher wage per

efficiency unit of labor attracts lower ability people to the occupation, other things

equal. The third term captures the fact that occupations with higher schooling will

have more human capital. Finally, the last term,mg, captures a general equilibrium

misallocation effect: the average quality of workers from group g going into all oc-

cupations depends on the average post-friction wages they face.

Proposition 3 (Occupational Wage Gaps): Let wageig denote the average earnings

in occupation i by group g. Its value in equilibrium is

wageig ≡
δigwiHig

qgpig
= (1− si)

−1/βγη̄mg. (13)

Importantly, this implies that the occupational wage gap between any two groups is

the same across all occupations. For example,

wagei,women

wagei,men

=

(

∑

s δ̃
θ
s,women

∑

s δ̃
θ
s,men

)
1

θ
· 1

1−η

=
mwomen

mmen
. (14)

The first equation of the proposition reveals that average earnings only differs

across occupations because of the first term, (1 − si)
−1/β . Occupations in which

schooling is especially productive (a high φi and therefore a high si) will have higher

average earnings, and that is the only reason for earnings differences across occu-

pations in the model. For example, occupations that face less discrimination or a

better talent pool or higher efficiency do not yield higher average earnings. The rea-

son is that each of these factors leads to lower quality (i.e. lower ǫ) workers entering

those jobs. This composition effect exactly offsets the direct effect on earnings. This

leads to the novel prediction, given in equation (14), that the earnings gap between

two groups (men and women, for example, or blacks and whites) will be constant

across occupations. We test this proposition in the empirical work that follows.
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Proposition 4 (Solving the General Equilibrium): The general equilibrium of the

model is {pig,H
supply
i ,Hdemand

i , wi} and Y such that

1. pig satisfies equation (11).

2. Hsupply
i aggregates the individual choices:

Hsupply
i =











γη̄wθ−1
i (1− si)

(θ(1−η)−1)/βsθφi

i

∑

g qgδ
θ
igm

1−θ(1−η)
g Model 1

γη̄wθ−1
i (1− si)

(θ(1−η)−1)/βsθφi

i

∑

g qgδ
θ−1
ig m

1−θ(1−η)
g Model 2

(15)

3. Hdemand
i satisfies firm profit maximization:

Hdemand
i =

(

Aρ
i

wi

)
1

1−ρ

Y (16)

4. wi clears each occupational labor market: Hsupply
i = Hdemand

i .

5. Total output is given by the production function in equation (5).

5. Data and Estimation

5.1. Data

We use data from the 1960, 1970, 1980, 1990, and 2000 Decennial Censuses as well

data from the 2006-2008 American Community Surveys (ACS) for all analysis in the

paper. When using the 2006-2008 ACS data, we pool all the years together and treat

them as one cross section.2 We make only four restrictions to the raw data when

constructing our analysis samples. First, we restrict the analysis to only include

white men, white women, black men and black women. These will be the four

groups we analyze in the paper.3 Second, we restrict the sample to include only

2A full description of how we process the data, including all the relevant code, is available at
http://faculty.chicagobooth.edu/erik.hurst/research/chad data.html.

3We think an interesting extension would be to include Hispanics in the analysis. In 1960 and 1970,
however, there are not enough Hispanics in the data to provide reliable estimates of occupational
sorting. Such an analysis can be performed starting in 1980. We leave such an extension to future
work.

http://faculty.chicagobooth.edu/erik.hurst/research/chad_data.html
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individuals between the ages of 25 and 55 (inclusive). This restriction helps to fo-

cus our analysis on individuals after they finish schooling and prior to considering

retirement. Third, we exclude individuals on active military duty. Finally, we ex-

clude currently unemployed individuals. Our model is not well suited to capture

transitory movements into and out of employment. Appendix Table A1 reports the

sample size for each of our six cross sections, including the fraction of the sam-

ple comprised of our four groups (white men, white women, black men and black

women).4

A key to our analysis is to use the Census data to create consistent and system-

atic measures of occupations over time. We treat the home sector as a separate

occupation. Anyone in our data who is not currently employed or who is employed

but usually works less than ten hours per week is considered to be working exclu-

sively in the home sector. Those who are employed but usually work between ten

and thirty hours per week are classified as being part-time workers. We allocate

part-time workers half to the home sector and half to the occupation to which they

are working (i.e., we split their sampling weight into these two sectors). Individuals

working more than thirty hours per week are considered to be working full-time in

an occupation outside of the home sector.

For our base analysis, we define the non-home occupations using the roughly 70

occupational sub-headings from the 1990 Census occupational classification sys-

tem.5 We use the 1990 occupation codes as the basis for our occupational defini-

tions because the 1990 occupation codes are available in all Census and ACS years

since 1960. We start our analysis in 1960, as this is the earliest year for which the

1990 occupational cross walk is available. Appendix Table A2 reports the 67 oc-

cupations we analyze in our main specification using the 1990 occupational sub-

headings. Example occupations include “Executives, Administrators, and Managers”,

“Engineers”, “Natural Scientists”, “Health Diagnostics”, “Health Assessment”, “Teach-

ers, Except Postsecondary”, “Teachers, Postsecondary”, “Lawyers and Judges”, etc.

4When computing the fraction of people working in each occupation as well as average earnings
in each occupation, we weight our data using the sample weights available in the different surveys.

5http://usa.ipums.org/usa/volii/99occup.shtml.

http://usa.ipums.org/usa/volii/99occup.shtml.
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Appendix Table A3 gives a more detailed description of some of these occupational

categories. For example, the “Health Diagnostics” occupation includes physicians,

dentists, veterinarians, optometrists, and podiatrists, and the “Health Assessment

and Treating” occupations include registered nurses, pharmacists, and dieticians.

The way the occupations are defined ensures that each of our occupational cate-

gories has positive mass in all years or our analysis.

As seen with the examples above, there is some heterogeneity within our 67 base

occupational categories. To assess the importance of such heterogeneity, we per-

form a robustness exercise. Specifically, we use the roughly 340 occupations that

are consistently defined (using the 1990 occupation codes) in 1980, 1990, 2000, and

2006-8. The reason we start this in 1980 is that the occupational classification sys-

tem is roughly similar across the Censuses and ACS starting in 1980. We perform

our main analysis using the 340 detailed occupation codes for the 1980–2008 pe-

riod and show that the quantitative outcomes are very similar to what we get using

our 67 base occupation codes for the same period. Additionally, we show that much

of our quantitative results can be generated if we use only 20 broad occupation cat-

egories as opposed to the roughly 67 occupation codes in our base analysis. The

20 occupation categories we use for this robustness analysis are shown in Appendix

Table A4. The 20 broad occupation categories include the same universe of 67 oc-

cupations just aggregated to broader categories.

Our measures of earnings throughout the paper sum together the individual’s

labor, business, and farm income. The earnings measures in the Census are from

the prior year. Implicitly we assume that individuals who are working in a given

occupation in the survey year also worked in that same occupation during the prior

year which corresponds to their income report. When measuring earnings, we only

focus on those individuals who worked at least 48 weeks during the prior year and

who had at least 1000 dollars of earnings during the prior year (in year 2007 dollars).

We define wages of the individual as individual earnings from the prior year divided

by the product of the weeks worked by the individual during the prior year and the

reported current usual hours worked by the individual.6

6In some census years, weeks worked during the prior year and usual hours worked are reported as
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We impute average earnings for the home sector by extrapolating the relation-

ship between average education and average earnings for the 66 non-home occu-

pations, and taking into account group fixed effects. Using this year-specific rela-

tionship and the actual year-specific average education and group composition of

participants in the home sector, we predict the average earnings of participants in

the home sector. We only use these imputed average earnings in the home sector

when we weight estimates by the wage bill in each sector.

Appendix Table A1 also shows the estimated wage gap between white men and,

respectively, white women, black men, and black women for our base occupational

specification. To obtain these estimates, we regress log wages of the individual on

group dummies, a quadratic in potential experience, a cubic in usual hours worked

and occupation dummies. We estimated this regression separately for each of the

years. Appendix Table A1 reports the coefficients on the group dummies from these

regressions. In 1960, the conditional log differences in wages for white women,

black men, and black women compared to white men are, respectively, -0.58, -0.38,

and -0.88. The corresponding gaps in 2006-8 are, respectively, -0.26, -0.15, and -

0.31.

5.2. Estimation

Our estimation treats each decade separately. For each decade, we have 5N pa-

rameters of the model to be estimated. For each of the i = 1, . . . , N occupations

there are Ai, φi, and δig , where g stands for white women, black women, or black

men. The δ’s are identified only up to a normalization, and our normalization here

is δi,wm = 1; that is, we set the value of δ to one for white men in all occupations.

To identify these 5N parameters, we match the following 5N moments in the

data, decade by decade (numbers in parentheses denote the number of moments):

(4N − 4) The fraction of people from each group working in each occupa-

tion, pig. (We lose 4 moments since these pig sum to one for each

categorical variables. In these instances, we use the midpoint of the range when computing the wage
rate. See the full details of our data processing in the detailed online data appendix available on the
author’s web sites.
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group.)

(N) The average wage in each occupation.

(3) Wage gaps between white men and each of our 3 other groups.

(1) The average years of schooling in one occupation.

As we discuss in more detail later, the δig parameters are easy to identify in the data

given our setup. The Ai and φi parameters involve the general equilibrium solution

of the model.

The remaining parameters of the model — assumed to be constant over time for

parsimony — are η, θ, ρ, and β. We discuss our baseline values for these parameters

briefly below.

The parameter η denotes the elasticity of human capital with respect to educa-

tion spending. Related parameters have been discussed in the literature, for exam-

ple by Manuelli and Seshadri (2005) and Erosa, Koreshkova and Restuccia (2010). In

our model, η will equal the fraction of output spent on accumulating human cap-

ital in equilibrium, separate from time spent accumulating human capital. Absent

any solid evidence on this parameter, we set η = 1/4 in our baseline and explore

robustness to η = 0 and η = 1/2. In general, this parameter affects the level of the

δig parameters, but not much else in the results.

The parameter θ is a key parameter that governs the dispersion of wages. Given

the occupational choice model developed above, one can show that the dispersion

of wages across people within an occupation-group obeys a Fréchet distribution

with the shape parameter θ(1−η): the lower is this shape parameter, the more wage

dispersion there is within an occupation. Wage dispersion therefore depends on the

dispersion of talent (governed by 1/θ) and amplification from accumulating human

capital via spending (governed by 1/(1−η)). In particular, the coefficient of variation

of wages within an occupation-group in our model satisfies

Variance

Mean2 =
Γ(1− 2

θ(1−η) )

Γ(1− 1
θ(1−η) )

− 1. (17)
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To estimate θ(1− η) in a given year, we first take residuals from a cross-sectional

regression of log worker wages on 66 occupation dummies and 3 group dummies

(one each for white women, black men, and black women). The wage is the hourly

wage, and the sample includes both full-time and part-time workers. The occupa-

tion dummies capture the effect of schooling requirements (φi levels) on average

wages in an occupation, and the group dummies absorb the wage gaps created by

frictions (the average δig across occupations for each group). We calculate the mean

and variance across workers of the exponent of these wage residuals. We then solve

equation (17) for the value of θ(1 − η). Sampling error is trivial here because there

are 300-400k observations per year for 1960 and 1970 and 2-3 million per year for

1980 onward. The point estimates for θ(1− η) hover around 3. They drift down over

time, from 3.25 in 1960 to 2.84 in 2006-2008, as one would expect given rising wage

inequality. For our baseline model, we use the simple average of the point estimates

across years, namely θ(1− η) = 3.11. We will explore robustness to setting it as low

as 2 or as high as 15.

The parameter ρ governs the elasticity of substitution among our 67 occupations

in aggregating up to final output. We have little information on this parameter and

choose ρ = 2/3 for our baseline value. In the empirical section we will explore the

robustness of the estimates to different values of ρ.

The parameter β is the geometric weight on consumption relative to time in an

individual’s utility function (1). As schooling trades off time for consumption, the

model implies that wages increase more steeply with schooling the lower is β. Work-

ers must be more heavily compensated for sacrificing time to schooling the more

they care about time relative to consumption. To be specific, the average wage of

group g in occupation i is proportional to (1 − si)
−1

β . If we take a log linear approx-

imation around average schooling s̄, then β is inversely related to the Mincerian

return to schooling across occupations (call this return ψ): β = (ψ(1 − s̄))−1. We

estimate β in each year in this way. We calculate s as years of schooling divided by

a pre-work time endowment of 25 years, and find the Mincerian return ψ from a

regression of log wages on average occupation schooling (with group dummies as

controls). We set β = 0.693, the simple average of the estimates across years. This
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method has the advantage that the model roughly matches the Mincerian return

to schooling across occupations, which averages 12.7% across the six decades. For

robustness we will consider a low value of β = 0.5 and a high value of β = 0.8.

Finally, we need to set φi, the impact of time spent in schooling on human cap-

ital for each occupation i. Recall from equation (13) that wages are increasing in

schooling across occupations. And, from Proposition 1, we know that schooling in-

creases with φi. Thus we can infer from wages in each occupation the relative values

of φi across occupations. But we cannot determine their levels, as wage levels are

also affected by levels of the productivity parameters Ai. This leaves us in need of

one final normalization that will set the φi levels. Once we have one φi, we can infer

all of the others from relative wages across occupations. We choose to normalize the

level of φ in the lowest wage occupation across most years, “Farm Non-Managers.”

We set this φmin in each year to match the observed average schooling in this occu-

pation in the same year: φmin = 1−η
β

smin

1−smin
.

6. Estimates of Occupational Frictions Over Time

6.1. Occupational Wage Gaps

A prediction of our model is that the wage gaps between various groups should be

constant across occupations due to the sorting that takes place in response to occu-

pational frictions: an occupation that pays a high wage per unit of ability will attract

less talented workers. The sorting is what makes the wage gap in a given occupation

a poor measure of any friction in that single occupation. There are, however, at least

three reasons why the estimated wage gaps between groups will not be exactly equal

across all occupations. First, there is obviously some measurement error. Second,

although we expect sorting will help offset the effect of differences in wages per abil-

ity on the average wage in an occupation, the exact offset due to sorting is a feature

of the extreme value distribution. We would not get the complete offset if ability is

not exactly distributed according to an extreme value distribution. Third, we focus

on occupational sorting due to heterogeneity in ability, but some of the occupa-
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Table 1: Occupational Wage Gaps versus pi,g/pi,wm

Note: The table reports the results of regressing the log of occupational wage gaps on
pi,g/pi,wm for various groups and years. The first row reports the regression coefficient as
the effect of a one standard deviation increase in the relative propensity on the log wage
gap. Each column is a regression.

tional sorting might be driven by heterogeneity in tastes or preferences. High wage

(per unit of ability) occupations might induce the entry of people with high disutil-

ity for an occupation rather than individuals with low ability in the occupation. All

three forces will generate variation in wage gaps across occupations.

Therefore, a key test of the plausibility of our framework is to examine the vari-

ation in the wage gap with the variables measuring the frictions facing women or

blacks in an occupation. Figure 1 plots the (log) occupational wage gap for white

women in 1980 against pi,ww/pi,wm. The latter variable is the relative propensity of a

white woman to work in a particular occupation, versus a white man. As an exam-

ple, in 1980, a white women was 65 times more likely than a white man to work as

a secretary, but only 0.14 times as likely to work as a lawyer. Given this enormous

variation, the differences in the wage gaps are remarkably small. White women sec-

retaries earned about 33 percent less than white men secretaries, while the gap was

41 percent for lawyers. Figure 1 confirms the relatively small slope more generally.

Notice that, within the model, it is the relative propensity that pins down the fric-

tion facing a group (relative to white men) in that occupation. As seen from Figure 1

there is relatively little difference in occupational wage gaps across occupations but

there are much bigger differences in the relative pi’s.

Table 1 shows these slopes for other years and other groups as well. There is little

correlation between the relative propensity of a group to work in an occupation and
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Figure 1: Occupational Wage Gaps for White Women in 1980

Note: The figure shows that there is little correlation between the (log) occupational wage
gap for white women compared to white men and the relative propensity to work in the
occupation between white women and white men, pi,ww/pi,wm. Secretaries (with a rela-

tive propensity of 65 and a log wage gap of 0.33) are excluded from the graph to make it
easier to read.
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Table 2: Occupational Wage Gaps versus Log Income

Note: The table reports the results of regressing the log of occupational wage gaps on log
earnings in that occupation for various groups and years. The first row reports the re-
gression coefficient as the effect of a one standard deviation increase in log income. Each
column is a regression, and the last row reports the R2 from each regression.

that group’s occupational wage gap – precisely as suggested by our model.

Table 2 shows that this invariance of the wage gap to occupation characteristics

does not completely hold when we look at the average income in the occupation.

On average, high income occupations tend to have larger wage gaps. This suggests

that the extreme value distribution might not entirely correct for high income oc-

cupations. Nonetheless, the magnitude of this correlation is small. For example,

in 2006-2008, white working women had a 3.4 percentage point larger wage gap in

response to a one-standard deviation increase in occupational log income.
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6.2. Estimating Occupational Frictions: δig

Using equations (11) and (14), it is straightforward to show that the value of δig can

be recovered directly from the data as

δig =

(

pig
pi,wm

)
1

θ
(

wageg
wagewm

)1−η

. (18)

That is, up to exponents, the friction parameters are the product of the relative

propensity of a group to work in an occupation and the overall wage gap for that

group. When, say, more women work in an occupation relative to men, or when

women are paid closer to what men are paid, the higher is δig for women in that

occupation. And the closer is δig to 1, the smaller is the friction in that occupation.

Table 3 reports the δ parameters that we recover in this way for white women

for a subset of our baseline occupations. To compute these, we use the average

wage gaps reported in Appendix Table A1 and the pi,g/pi,wm computed directly from

each of the census waves.7 First, consider the results for 1960, recalling that the

δ’s for white men are normalized to one in all occupations. White women in the

“home” occupation have a δ just over one. In contrast, the δ’s for managers, lawyers,

doctors, and college professors range from 0.27 to 0.44. The low participation of

white women in these occupations in 1960 is interpreted as arising from low values

of δ. Interestingly, the δ for teachers is appreciably less than one in 1960 for this

group. While white women were 1.7 times more likely than white men to work as

teachers, this propensity is more than offset by the overall wage gap in 1960, where

women earned exp(−.578) ≈ 0.56 times what men earned.

Contrast this with secretaries in 1960. A white woman in 1960 was 24 times more

likely to work as a secretary than was a white man. The model can only explain this

enormous discrepancy by assigning a δ of 1.4 for white women secretaries. Thus the

model interprets these data patterns as either white women secretaries had more

human capital or there was discrimination against white men being secretaries. For

example, if there were discriminatory norms in 1960 preventing white men from

7As a reminder, our base specification assumes that θ(1 − η) is equal to 3.11 with η being equal to
0.25.
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Table 3: Estimated δ for White Women

Note: Author’s calculations based on equation (18) using baseline parameter values.

being secretaries, the model treats this as akin to a subsidy for white women in this

occupation relative to white men.

Next, consider how the δ’s change over time in Table 3. For the home occupation,

δ for white women stays right around 1.0. However, for managers, lawyers, doctors,

and college professors, the δ’s approximately doubled, rising from around 0.3 or 0.4

to around 0.7 or 0.8. School teachers (i.e., Teachers, Other) also see a substantial

increase in their average δ from 0.74 to a value exceeding one. Interestingly, the δ

for secretaries also rises, from 1.4 in 1960 to over 2.0 in 1990 before retreating to 1.8

in 2008. Remarkably, a white woman is even more likely than a white man to work

as a secretary in 2008 than in 1960: the propensity rises from 24 to 26.5.

The δ’s for black men and black women for these same select occupations are

shown in Table 4. A similar overall pattern emerges, with the δ’s being substantially

less than one in general in 1960 and rising appreciably through 2008, though typi-

cally remaining below one, especially for the high-paying occupations.
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Table 4: Estimated δ for Black Men and Women

Note: Author’s calculations based on equation (18) using baseline parameter values.

Figures 2, 3, and 4 provide a different perspective on the δ’s, plotting the densi-

ties across the 67 occupations in 1960, 1980, and 2008 for white women, black men,

and black women, respectively. These figures are based on the unweighted esti-

mates of the δ’s across occupations. Summary statistics for the mean and standard

deviation of the δ’s, weighted by the occupations share of the wage bill, are shown

in Table 5.

For white women, a few main features stand out from Figures 2 and Table 5.

First, as seen in Figures 2, there is the general rightward shift in the distribution of

δ over time. This means that, on average, the frictions facing white women have

been declining. This can also be seen in Table 5, where the weighted average δ for

white women increases from 0.65 in 1960 to 0.83 in 2006-2008. This fact is identified

from both the declining wage gaps and the more equal occupational sorting from

1960 through 2006-2008. Second, the standard deviation of the δ’s for white women

are falling over time. Both the increase in the mean and the decline in the standard

deviation are essentially monotonic. When computing the productivity gains under
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Figure 2: The Distribution of δ’s for White Women

Note: The graph shows a kernel density plot, calculated using a Epanechnikov

smoother.

Figure 3: The Distribution of δ’s for Black Men

Note: The graph shows a kernel density plot, calculated using a Epanechnikov

smoother.
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Table 5: Weighted Means and Standard Deviations of δ, by Group, Region, and Time

Note: Author’s calculations based on equation (18). To compute the mean and standard devia-
tion of δ across occupations for a given group in a given year, we weight the occupations by the
occupation’s income share out of total income across all occupations. We use standard Census

classifications when defining Census regions.
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Figure 4: The Distribution of δ’s for Black Women

Note: The graph shows a kernel density plot, calculated using a Epanechnikov
smoother.

Model 2 in the subsequent section, it is the standard deviation of the δ’s relative to

the mean of the δ’s that drives misallocation. As seen from Table 5, this statistic has

fallen sharply for white women over time from 0.53 in 1960 to 0.32 in 2008.

The changing distribution of δ’s for black men and black women are shown in

Figure 3 and 4. Similar to white women, there have been sharp increases in the

average δs and sharp declines in the standard deviation of the delta between 1960

and 2008. As shown in Table 5, for black men, the mean δ increased from 0.71 in

1960 to 0.87 in 2006-2008. The standard deviation of the δ’s relative to the mean of

the δs fell by 12 percentage points and 22 percentage points, respectively, for black

men and black women over our sample. There is one difference in the δ trends

for black men relative to women. For black men, the trends in the δs are almost

exclusively due to changes between 1960 and 1980. After 1980, there was essentially

no movement in the average δ for black men. Conversely, white and black women

continued to experience increasing δ’s and a declining standard deviation of their δ’s

between 1980 and 2008. These results will underlie our findings in the next section

that changes in the occupational frictions facing black men did not add much to
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overall U.S. growth between 1980 and 2008.

6.3. Changing δ’s by U.S. Region

One goal in the next section will be to assess how much of the convergence be-

tween the North and the South during the last 50 years can be explained by differ-

ential trends in occupational frictions across the regions. As seen from Table 5, for

white women the δ trends were nearly identical across the four census regions. All

regions experienced increasing δ’s that were close to our estimates for the country

as a whole. For black men and black women, however, there are clear differences

between regions. The average δ’s started much lower in 1960 for blacks in the South

than for blacks in other regions. For example, the average δ in 1960 for black men in

the North was 0.83 versus 0.69 in the South. By 1980, the differences in these aver-

age δs were smaller (0.90 versus 0.82). In summary, blacks in the South faced bigger

frictions in 1960 than did blacks in other regions. And the decline in occupational

frictions from 1960 to 2008 was more pronounced for blacks in the South than for

blacks in other regions. Consistent with the overall trends, most of the convergence

in occupation frictions for blacks across regions occurred prior to 1980.

These trends will form the basis of our model’s predictions about how declines in

occupational frictions for blacks contributed to income growth in the South relative

to the north during the 1960-1980 period.

6.4. Human Capital of Workers by Occupation

Using equation (12), the amount of human capital per worker — including innate

ability — for group g in occupation i in Model 2 is given by

Hig

qgpig
= γη̄ ·

1

δigwi
· (1− si)

−1/β ·mg. (19)

The amount of human capital per worker for a group relative to white men in

Model 2 is therefore
Hig/qgpig

Hi,wm/qwmpi,wm
=

1

δig
·

wageg
wagewm

. (20)
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Figure 5: Human Capital per Worker for White Women
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Note: Average quality (human capital and innate ability) in various occupations
for white women, in both Model 1 and Model 2. Computed using equation (19).

That is, relative quality in an occupation is simply the wage gap divided by the oc-

cupational frictions.

For Model 1, the expressions are similar: we simply multiply both sides of each

equation by δig. Equation (20) then implies that the amount of human capital per

worker for a group relative to white men is the same across all occupations in Model

1. In particular, relative quality is precisely equal to the wage gap.

Figure 5 shows the average amount of human capital per worker for white women

for select occupations, in Model 1 and Model 2. These measures are shaped by sev-

eral forces. First, there is the general rise in human capital over time. These forces

are especially apparent for Model 1.

Second, however, are the substantial selection effects that occur as the δ’s change,

evident in Model 2. For example, human capital per worker among women doc-

tors has declined over time: in 1960, only the most able women became doctors,

according to the model, while in 2008 far less able women have entered this pro-

fession, lowering the overall human capital per doctor among women. For teachers

and managers, this same selection effect is roughly offset by the general rise in ed-

ucational attainment, leading to a relatively stable amount of human capital per

female worker.
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Figure 6: Human Capital per Worker for White Men
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Note: Average quality (human capital and innate ability) in various occupations
for white men, in both Model 1 and Model 2. Computed using equation (19).

For white men, the results are shown in Figure 6. Importantly, notice that the

average quality of white men is the same in Model 1 and Model 2; this reflects our

normalization that δi = 1 for white men. In both models, the general rise in human

capital per worker is dominant. But the selection effects are also apparent in some

occupations, such as school teachers, for example.

Figure 7 shows the relative amounts of human capital between white women

and white men for these same occupations, as in equation (20). For Model 1, as

mentioned above, relative qualities are equated for all occupations. The graph shows

that the relative quality of women to men in each occupation rose substantially be-

tween 1960 and 2008, from 0.56 to 0.77.

Model 2 presents a very different view of the data. Relative qualities are not the

same across occupations, as shown in the right panel. In 1960, human capital per

worker was substantially higher for women relative to men for doctors and man-

agers. Only the most talented women overcame frictions to become doctors and

managers in 1960, and some lesser talented white men entered these professions

instead. According to Model 2, this difference in quality has faded substantially over

time due to declining frictions, but remains present even in 2008.

Of course, the real world could reflect forces in both Models 1 and 2. To this
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Figure 7: Relative Human Capital per Worker, White Women vs. White Men
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Note: Relative quality (human capital and innate ability) in various occupations
for white women versus white men, in both Model 1 and Model 2. Computed
using equation (20).

end, independent information on quality trends for occupation-groups could be

quite helpful in discriminating between the models empirically (or quantifying their

relative contribution).

7. Productivity Gains from Changing Frictions

Given our model and the parameter values, we can now answer one of the key ques-

tions of the paper: how much of overall earnings growth between 1960 and 2008 can

be explained by the changing δ frictions?

In answering this question, the first thing to note is that output growth in our

model is a weighted average of earnings growth in the market sector and in the

home sector. Earnings growth in the market sector can be measured as real earnings

growth in the census data. Deflating by the NIPA Personal Consumption Deflator,,

real earnings in the census data grew by 1.32 percent per year between 1960 and

2007. As for the home sector, we impute the wage by extrapolating the relationship

between average education and average earnings in the market sectors to average

education in the home sector. (See the discussion in section 5.1. for additional de-
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tails.) Taking a weighted average of the imputed wage in the home sector and the

wage in the census data, we estimate that output (as defined by our model) grew by

1.45 percent per year between 1960 and 2008. Note that this is lower than standard

output growth measures because it is calculated solely from wages; for example, it

omits employee benefits.

How much of this growth is accounted for by changing δ’s? One way to answer

this question would be to hold the A’s (productivity parameters by occupation), φ’s

(schooling parameters by occupation), and q’s (group shares of the working popu-

lation) constant over time and let the δ’s change. But at which year’s value should

we hold the A’s, φ’s, and q’s constant? We follow the standard approach in macroe-

conomics and use chaining to answer our question. That is, we compute growth

between 1960 and 1970 allowing the δ’s to change but holding the other parame-

ters at their 1960 value. Then we do the same thing holding the other parameters at

their 1970 value. We take the geometric average of these two estimates of the growth

that results from changing δ’s. We do the same for other decadal comparisons (1970

to1980 and so on) and cumulative the growth to arrive at an estimate for our entire

47 year sample from 1960–2007.

When the frictions are interpreted as differences in marginal products across

groups (Model 1), this calculation indicates that the change in occupational fric-

tions contributed an average of 0.298 percentage points to growth per year. This

would explain 20.2 percent of overall earnings growth over the last half century.

Could these Model 1 gains be inferred from the declining wage gaps alone? To

a close approximation, yes. The faster wage growth for blacks and white women

contributed 0.32 percentage points per year to overall wage growth from 1960 to

2007. This is indeed similar to our estimate of the productivity gain from changing

δ’s. The reason is that Model 1 assumes all workers are paid their marginal product.

If we instead interpret the frictions as gaps in marginal products across occupa-

tions (Model 2), the wage gaps no longer provide an accurate estimate of the effect

of changing frictions on aggregate productivity. Here, chain-weighted growth from

changing δ’s is 0.241 percent per year. According to Model 2, the changing frictions

account for 16.7 percent of the cumulative earnings growth from 1960 to 2008.
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Figure 8: Counterfactuals in Model 1
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Note: The left panel shows the counterfactual path of output in the model if the δ’s were kept

at their 1960 values in every period. The right panel shows the counterfactual where the δ’s
are kept at their 2008 values.

An alternative calculation is to hold the δ’s constant and calculate the hypothet-

ical growth rate due to the change in the A’s, φ’s, and q’s. Figure 8 plots the results

of this calculation for Model 1. The left panel considers the case when the occu-

pational frictions are held constant at 1960 levels; the right panel presents the case

when the δ’s are kept at 2008 levels. Holding the δ’s fixed at their 1960 level, output in

2008 would be 15.4 percent lower than it actually was. Holding the δ’s fixed at their

2008 level, output in 1960 would be 12.4 percent higher than in the data. Figure 9

presents similar estimates, this time for Model 2. Here, holding the δ’s fixed at their

1960 level would result in output being 12.5 lower in 2008. Holding the δ’s fixed at

their 2008 level, output in 1960 would be 10.3 percent higher. Note that both models

predict output growth would have been negative in the 1970s in the absence of the

reduction in δs for blacks and women in that decade.

Tables 6 and 7 probe the robustness of our estimates to different parameter

choices for Model 1 and 2, respectively. The first row checks sensitivity to the as-

sumed value of the elasticity of substitution (ρ) between the different occupations;

the second row considers different values of the elasticity of human capital with re-

spect to goods invested in human capital (η), the third row allows for different values
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Figure 9: Counterfactuals in Model 2
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Note: The left panel shows the counterfactual path of output in the model if the δ’s were kept

at their 1960 values in every period. The right panel shows the counterfactual where the δ’s
are kept at their 2008 values.

of the degree of comparative advantage (θ); and the fourth row reports sensitivity to

different estimates of the weight placed on time vs. goods in utility (β).

As Table 6 shows, the productivity effect of changing frictions is remarkably ro-

bust to altering the parameter values when the frictions are interpreted as produc-

tivity differences between groups (Model 1). This is because, again, wage gaps are

almost a sufficient statistic for the productivity effect of the occupational frictions

in Model 1. And the wage gaps are the same regardless of our parameter values – we

choose the δ’s to fit the wage gaps conditional on the assumed values of ρ, η, θ, and

β.

In contrast, Table 7 shows that the estimates are more sensitive to the param-

eter values for Model 2. The share of earnings growth explained by changing δ’s

ranges from 12.7 percent when the occupations are almost Leontief (ρ = −90) to

19.1 percent when they are almost perfect substitutes (ρ = 0.95). This compares to

16.7 percent with our baseline value of ρ = 2/3. In Row 2 the gains are lower than

baseline when goods are not inputs to human capital accumulation (15.0 percent

gains when η = 0), and higher than baseline when goods are more important to hu-

man capital accumulation (17.9 percent gains when η = 0.5). Row 3 indicates that
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the estimates are also sensitive to the degree of comparative advantage. The share

of earnings growth explained by changing frictions ranges from 8.8 percent when

the dispersion of skills is low and occupations are complementary (θ(1 − η) = 15

and ρ = −90) to 20.1 percent when the degree of comparative advantage is high

(θ(1− η) = 15 and ρ = 2/3).

For Model 2, like for Model 1, we re-estimate the δ’s for any set of parameter val-

ues to ensure that the model matches observed wage gaps by year. Yet in Model 2

this does not tightly pin down the productivity gains from changing δ’s. The reason

is that wage gaps are due to high labor market discrimination in Model 2, not low

average productivity for women and blacks. There are no direct effects on aggregate

output of low average δ’s for a given group. Instead, in Model 2 the damage to aggre-

gate productivity is done by the dispersion in the δ’s across occupations for a given

group. It is this dispersion that leads talented women and blacks to be misallocated

away from the professions in which they have a comparative advantage, dragging

down output per worker.

How much of the productivity gains reflect changes in the occupational frictions

facing women vs. those facing blacks? Tables 8 and 9 answer this question for Mod-

els 1 and 2 with baseline parameter values. The second column presents the overall

wage growth for each time period and the third column replicates the estimates (al-

ready shown in Figures 8 and 9) of setting the δ’s of all the groups to their level at

the end of each period (1960–1980, 1980–2008, and 1960–2008 for Rows 1, 2, and

3). Take Model 1. Almost three-quarters (15.1/20.2) of the total gains from reduced

occupational frictions over the last fifty years can be explained by the change in the

frictions faced by white women (row 3). Falling frictions faced by black men ac-

count for less than 10 percent of the overall gains, with the remainder (almost 16

percent) due to the lower frictions for black women. We would naturally expect the

share of white women to be larger than that of blacks because the share of white

women in the labor force is larger than that of blacks. But white women account

for less than 50 percent of the non-white-male labor force, so the fact that almost a

three-quarters of the overall gains are associated with white women suggests their

frictions have fallen farther than those for blacks.
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Table 6: Robustness Results: Percent of Growth Explained in Model 1

Note: Entries in the table represent the share of earnings growth that is explained by the
changing δ’s using the chaining approach. Each entry changes one of the parameter values
relative to our baseline case.
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Table 7: Robustness Results: Percent of Growth Explained in Model 2

Note: Entries in the table represent the share of earnings growth that is explained by the
changing δ’s using the chaining approach. Each entry changes one of the parameter values
relative to our baseline case.
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Table 8: Contribution of Each Group to Total Earnings Growth, Model 1

Note:

The share of gains associated with falling frictions for white women vs. blacks

differs across the time periods. Again, consider Model 1. Blacks accounted for a

larger share of the gains in the 1960s and 1970s than in later decades. From 1960

to 1980, reduced frictions for blacks account for 43 percent ((5.1 + 3.4)/19.6) of the

overall gains from reduced frictions. From 1980 to 2008, reduced frictions for blacks

account for only 13.5 percent of the overall gains. This timing might link the gains

for blacks to the Civil Rights movement of the 1960s and laws passed in response.

What was the consequence of shifting occupational frictions for the wage growth

of different groups? Tables 10 and 11 try to answer this question. The first col-

umn presents the actual growth of real wages for the different groups from 1960

to 2008. Real wages increased by 77 percent for white men, 126 percent for white

women, 143 percent for black men, and almost 200 percent for black women. For

brevity, consider the predictions of Model 1. In the absence of the change in occupa-

tional frictions, the Models say real wages for white men would have been 6 percent

higher. Put differently, real income of white men declined due to the changing op-

portunities for blacks and women. But at the aggregate level, this loss is swamped

by the resulting income gains for blacks and women. Almost 42 percent of the in-

come gain for white women was due to the change in occupational frictions. For
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Table 9: Contribution of Each Group to Total Earnings Growth, Model 2

Note:

black men, 45 percent of their earnings growth was due to increased opportunities,

according to Model 1.

Tables 12 and 13 look at the regional dimension of the decline in frictions con-

fronting blacks and women. Here, we assume that workers are immobile across

regions. With this assumption, a decline in occupational frictions in the South rel-

ative to the North will increase average income in the South relative to the North.

From 1960 to 2008, incomes in the South increased by 10 percent relative to incomes

in the Northeast. According to Model 1, about 7 percentage points of this income

convergence was due to reduced occupational frictions facing blacks and women in

the South relative to the Northeast – with the bulk of the effect due to reduced δ’s for

blacks in the South. This effect appears stronger in the first two decades after 1960,

when incomes converged by 20 percentage points between the two regions. This is

consistent with the hypothesis that lower occupational frictions in the South raised

output per worker in the South.

From 1980 to 2008, we see a reversal of the North-South income convergence,

perhaps driven by the reverse migration of blacks to the U.S. South. In turn, the re-

verse migration is exactly what one would expect to see if workers are responding to

the improved labor market outcomes in the South by relocating to the South. In a

long run with higher labor mobility, the main effect of declining occupational fric-
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Table 10: Group Changes in Wages, Model 1

Note:

Table 11: Group Changes in Wages, Model 2

Note:
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Table 12: Contributions to Northeast - South Convergence, Model 1

Note:

tions for blacks in the South relative to the North might be to increase the number of

blacks living in the South relative to the North. Persistent income gaps might reflect

skill differences between regions. Of course, to the extent mobility is costly even in

the long run, frictions can contribute to wage gap differences across regions even in

the long run.

Finally, we try to address how the changing δ’s might have affected the educa-

tional attainment of blacks and women relative to white males. As we report in

Table 14, gaps in average years of schooling narrowed from 1960 to 2008 for all three

groups vs. white males: by 0.41 years for white women, 1.81 years for black men,

and 1.55 years for black women. As the δ’s rose faster in occupations with above-

average schooling, the models predict n women and blacks will have increased their

representation in high-schooling occupations in response.8 How much did this

contribute to the shrinking education gaps? For white women, our model pre-

dicts that all of the schooling convergence can be “explained” by the decline in the

frictions they faced. For black men, the falling frictions might have narrowed the

schooling gap with white men by 0.65 years, about one-third of the convergence

8In both Models 1 and 2, schooling varies only across occupations. As both models are calibrated
to fit occupational choices by year, they have the same predictions for education.
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Table 13: Contributions to Northeast - South Convergence, Model 2

Note:

observed in the data. For black women, we estimate declining distortions could

explain almost 90 percent (1.35/1.55) of their catch-up in schooling.

8. Conclusion

Under construction

A Derivations and Proofs

The propositions in the paper summarize the key results from the model. This ap-

pendix shows how to derive the results.

Proof of Proposition 1. Individual Consumption and Schooling

Proposition 1 comes directly from the first order conditions for the individual’s

optimization problem.

Proof of Proposition 2. Occupational Choice
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Table 14: Education Predictions, All Households (Age 25–55)

Note:

As given in Proposition 1, the individual’s utility from choosing a particular oc-

cupation is U(δi, wi, ǫi) = η̄β(δ̃igǫi)
β

1−η , where δ̃ig ≡ δigwis
φi

i (1 − si)
1−η
β . The solution

to the individual’s problem, then, involves picking the occupation with the largest

value of δ̃igǫi. To keep the notation simple, we will suppress the g subscript in what

follows.

Let pi denote the probability that the individual chooses occupation i. Then

pi = Pr [δ̃iǫi > δ̃sǫs] ∀i 6= s

= Pr [ǫs < δ̃iǫi/δ̃s] ∀s 6= i

= Πs 6=iFs(δ̃iǫi/δ̃s) (21)

if ǫi is known for certain. Since it is not, we must also integrate over the probability

distribution for ǫi:

pi =

∫

Πs 6=iFs(δ̃iǫi/δ̃s)fi(ǫi)dǫi, (22)

where fi(ǫ) = θTiǫ
−(1+θ) exp{−Tiǫ

−θ} is the pdf of the Fréchet distribution. Substi-
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tuting in for the distribution and pdf, additional algebra leads to

pi =

∫

θTi

(

Πs 6=i exp{−Ts(δ̃iǫi/δ̃s)
−θ}
)

ǫ
−(1+θ)
i exp{−Tiǫ

−θ}dǫi

=

∫

θTiǫ
−(1+θ)
i exp







−

N
∑

s=1

Ts

(

δ̃i

δ̃s

)−θ

ǫ−θ
i







dǫi. (23)

Now, define T̄i ≡ −
∑N

s=1 Ts

(

δ̃i
δ̃s

)−θ
. Then the probability simplifies considerably:

pi =
Ti
T̄i

∫

θT̄iǫ
−(1+θ)
i exp{−T̄iǫ

−θ
i }dǫi

=
Ti
T̄i

∫

dF̄i(ǫi)

=
Ti
T̄i

=
Tiδ̃

θ
i

∑

s Tsδ̃
θ
s

(24)

where F̄i(ǫ) is the cdf of a Fréchet distribution with parameters T̄i and θ. The first

main result in Proposition 2 then comes from our normalization that Ti = 1 for all i.

Total efficiency units of labor supplied to occupation i by group g are

Hig = qgpig · E [hiǫi |Person chooses i] .

Recall that h(e, s) = sφieη. Using the results from Proposition 1, it is straightforward

to show that

hiǫi = h̃i(δiwi)
η

1−η ǫ
1

1−η

i ,

where h̃i ≡ ηη/(1−η)s
φi

1−η

i . Therefore,

Hig = qgpigh̃i(δiwi)
η

1−η · E

[

ǫ
1

1−η

i |Person chooses i

]

. (25)

To calculate this last conditional expectation, we use the extreme value magic

of the Fréchet distribution. Let yi ≡ δ̃iǫi denote the key occupational choice term.
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Then

y∗ ≡ max
i

{yi} = max
i

{δiǫi} = δ∗ǫ∗.

Since yi is the thing we are maximizing, it inherits the extreme value distribution:

Pr [y∗ < z] = ΠN
i=1Pr [yi < z]

= ΠN
i=1Pr [δ̃iǫi < z]

= ΠN
i=1Pr [ǫi < z/δ̃i]

= ΠN
i=1 exp

{

−Ti

(

z

δ̃i

)−θ
}

= exp{−

N
∑

i=1

Tiδ̃
θ
i · z

−θ}

= exp{−T̄ z−θ}. (26)

That is, the extreme value also has a Fréchet distribution, with a mean-shift param-

eter given by T̄ ≡
∑

s Tiδ̃
θ
i .

Straightforward algebra then reveals that the distribution of ǫ∗, the ability of peo-

ple in their chosen occupation, is also Fréchet:

G(x) ≡ Pr [ǫ∗ < x] = exp{−T ∗x−θ} (27)

where T ∗ ≡
∑N

i=1 Ti

(

δ̃i/δ̃
∗
)θ

.

Finally, one can then calculate the statistic we needed above back in equation (25):

the expected value of the chosen occupation’s ability raised to some power. In par-

ticular, let i denote the occupation that the individual chooses, and let α be some

positive exponent. Then,

E[ǫλi ] =

∫ ∞

0
ǫλdG(ǫ)

=

∫ ∞

0
θT ∗ǫ−(1+θ)+λ e−T ∗ǫ−θ

dǫ (28)

Recall that the “Gamma function” is Γ(α) ≡
∫∞
0 xα−1e−xdx. Using the change-of-
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Table 15: Sample Statistics By Census Year

Note:

variable x = T ∗ǫ−θ, one can show that

E[ǫλi ] = T ∗λ/θ

∫ ∞

0
x−λ/θe−xdx

= T ∗λ/θΓ(1− λ/θ). (29)

Applying this result to our model, we have

E

[

ǫ
1

1−η

i |Person chooses i

]

= T
∗ 1

θ
· 1

1−η Γ

(

1

θ
·

1

1− η

)

= p
− 1

θ
· 1

1−η

ig Γ

(

1

θ
·

1

1− η

)

. (30)

Substituting this expression into (25) and rearranging leads to the last result of the

proposition.

Proof of Proposition 3. Occupational Wage Gaps

The proof of this proposition is straightforward given the results of Proposi-

tion 2.

B Data Appendix
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Table 16: Occupation Categories for our Base Occupational Specification

Note:
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Table 17: Examples of Occupations within Our Base Occupational Categories

Note:
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Table 18: Occupation Categories for our Broad Occupation Classification

Note:
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