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Abstract— We extend a recently-proposed framework for the
rate-distortion optimized transmission of packetized media. The
original framework assumed that media packets each have a
single arrival deadline and that a packet is useless if it arrives
after its deadline. In practice, however, packets may be associated
with multiple deadlines. One example is the case of decoders that
can recover from late packet arrivals through the accelerated
retroactive decoding (ARD) of the dependency chain. We extend
the original framework to consider multiple deadlines. Results
of experiments in which packet transmission channels were
simulated as iid delay channels with high packet loss rates
and experiments in which packet transmission channels were
simulated according measured Internet delay and loss traces
show that the multiple deadline formulation yields rate-distortion
performance improvement that increases as latency constraints
grow tighter, with PSNR gains of more than 3 dB and bit-rate
savings of up to 47% observed at low latencies.

I. INTRODUCTION

Streaming applications require media data to be transported
over best-effort communication channels in a constrained
amount of time. The communication channels, which may
consist of Internet links, mobile wireless links, and wireless
local area networks, feature random variations in packet delay,
loss, and overall capacity. Meanwhile, streaming applications
such as video telephony may allow as little as 100 - 150 ms
for an image to be captured, encoded, transported, decoded
and displayed.

The variability of the communication channels and the range
of applications for streaming media continue to place chal-
lenges on techniques for reliable, low-latency data transport.
Low-latency streaming application are particularly challeng-
ing. In applications in which latency is not a concern, for
example, a media file can be transferred perfectly using a
reliable protocol like TCP, and then viewed when the transfer
is completed. On the other hand, in low-latency applications
like video telephony, performance can be improved with
more sophisticated transport techniques. In [1], for instance, a
transport scheme was presented that uses information about the
relative importance of packets in a media stream to optimally
determine which packets should be sent and when they should
be sent, given the ongoing packet delay and loss performance
of the link used to deliver media packets. We shall refer to
the framework for rate-distortion optimized media streaming
in [1] as the RaDiO framework.

In this paper we present an extension to the RaDiO frame-
work which incorporates consideration for multiple arrival
deadlines for media packets. We show that with this extension
and with Accelerated Retroactive Decoding (ARD) a technique
we have introduced for making use of late-arriving video
packets, the performance of a streaming system can be greatly
improved, particularly in low-latency applications like video
telephony. In this paper we also show that the importance of
using a complex transport technique like rate-distortion opti-
mized streaming (with or without consideration for multiple
arrival deadlines) is reduced as the latency constraints of an
application grow less stringent.

Accelerated Retroactive Decoding (ARD) was proposed in
another context in [2]. ARD makes use of the ability of many
streaming clients (especially those running on PCs) to decode
video faster than real-time. Ordinarily, when packets used to
decode a frame of video arrive late, an entire series of frames
is distorted due to prediction dependencies among encoded
frames. In the Group Of Pictures (GOP) prediction structure
common to hybrid coders like MPEG2, h.263, and h.264,
errors may propagate until the next Intra-predicted (I) frame
in the sequence. With ARD, when late-arriving packets finally
do arrive, the decoder goes back to the frames corresponding
to the late arriving packets and quickly re-decodes the de-
pendency chain up to the current playout position, this time
without error. The remaining pictures in the GOP can then be
decoded without error.

We originally described the multiple-deadline techniques
presented here in [3]. One difference here is that we present
results showing the relative performance of the multiple-
deadline scheme and and conventional single-deadline RaDiO
as latency is varied (latency, which is related to the pre-
roll delay, corresponds to the number of frames of media
buffered at the client prior to playout). Also, the results
shown in [3] are from simulations that model the channels as
independently dropping packets at a high (20%) loss rate with
drop packets not dropped randomly delayed as iid shifted-Γ
random variables. Here we also show, using simulations which
model the channel according measured delay and loss traces
over an Internet link, that our multi-deadline ARD scheme is
also effective when packet loss is negligible but delay variance
is high compared to the pre-roll delay. To our knowledge these
are the first simulation results published in which the RaDiO



scheme was evaluated in experiments where packet delays and
losses were simulated according to measured Internet delay
traces.

We organize our paper as follows. We begin in Sec. II
with a brief review of the rate-distortion optimized streaming
framework in [1]. In Sec. III we show our new formulation that
incorporates multiple deadlines. In Sec. IV we present exper-
imental results that demonstrate the scheduling performance
improvements attained with our multiple-deadline formulation
for ARD-capable decoders. We show that the benefits of
ARD and R-D optimization, both single- and multi-deadline,
become more pronounced as latency constraints are tightened.

II. BACKGROUND

An algorithm for R-D optimized packet transmission
scheduling determines when to transmit packets and when to
re-transmit them, given information about the packets’ relative
importance, time-deadlines, previous transmission history, and
given statistical information about the transmission channel.
Using a Langrangian formulation, the optimal transmission
schedule or policy π is the one that minimizes D(π)+λR(π)
where D(π) is the expected value of the reconstruction
distortion for the transmission policy π and R(π) is the
expected value of the number of bytes that will be transmitted.
In this paper a policy π consists of a set of binary vectors
indicating when packets are to be transmitted at discrete-in-
time transmission opportunities unless feedback in the form
of an acknowledgement arrives from the client indicating that
the media packet has succesfully recieved.

In principle it is simple to find π∗, the policy that minimizes
the Lagrangian. To find D(π) for any π, a statistical model of
delay and loss can be used to calculate the probabilities that
packets transmitted according to π arrive by their deadlines.
The video reconstruction distortion that will result as a func-
tion of which packets do and which packets do not arrive by
their deadlines can also be determined. The expected distortion
can thus be found by simply summing the distortions resulting
from each possible outcome of on-time and late packets, each
scaled by the probability that the particular outcome will
occur. Similarly, for any transmission schedule the expected
transmission rate R(π) can be calculated. In principal, then,
to find an optimal policy π∗ a scheduler would simply need
to evaluate the expected distortion and rate that will result
from each possible transmission policy π, and then choose
the sequence that minimizes the Lagrangian.

In practice, as noted in [4], the first rigorous work on the
topic, this exhaustive approach can quickly become too com-
plex. In the RaDiO framework, for instance, a transmission
policy π can be represented as a set of M length-N binary
vectors where M is the number of packets whose transmis-
sion schedules must be determined. Each of the M vectors
indicates when a particular packet will be transmitted over the
next N transmission opportunities (note that to find optimal
transmission actions for the current time a scheduler needs to
jointly consider transmissions it anticipates making over a time
horizon into the future depending on what feedback packets

arrive). In this case, the number of possible transmission
schedules is 2MN , exponential in both M and N .

One of the major contributions in [1] is an iterative descent
algorithm that provides an alternative to exhaustive search as
a a technique for finding an optimal policy. In the framework
it is assumed that a compressed media representation has been
assembled into packets or data units. Each data unit has a size,
in bytes, for instance, and a deadline by which it must arrive in
order to be useful for display. In order to estimate how much
distortion results as a function of which packets arrive and do
not arrive by their deadlines, a single distortion reduction value
is associated with each data unit. The distortion reduction
value quantifies how much reconstruction distortion will be
removed if a particular data unit is decodable by its deadline.
A data unit is decodable if it and all the data units that
it depends upon for decoding (due to predictive coding, for
instance) arrive on time. Distortion reductions are assumed
to be additive. The total distortion corresponding to an arrival
outcome is computed with the help of an acyclic directed graph
that describes the decoding inter-dependencies among the data
units in the media presentation.

The length-N transmission policy vector associated with
data unit l is denoted πl. For a transmission policy πl,
there is an associated expected number of transmissions ρ(πl)
and error probability ε(πl), the probability that the data
unit does not arrive by its deadline. The goal, again, is to
determine the optimal transmission policies for all data units
π = [π1π2 · · ·πM ] given the deadlines, distortion reductions,
network packet loss and delay statistics, feedback, and the
transmission history. The optimal policy minimizes the overall
rate-distortion Lagrangian cost

J(π) = D(π) + λR(π) (1)

where λ controls the trade-off between rate and distortion.
Expected rate R(π) can be calculated from the data unit
sizes Bl and the per-unit expected number of transmissions
ρ(πl). Expected distortion D(π) can be calculated from the
distortion reduction values, error probabilities ε(πl), and the
interdependency graph for the data units.

The iterative descent algorithm used in place of exhaustive
search to find a π that approximately minimizes (1) begins
with an initial set of transmission policies. At each iterative
step it minimizes (1) with respect to the transmission policy
of one data unit πl while the policies for other data units are
fixed. Policies for data units are updated in round-robin order
until the cost (1) converges to at least a local minimum. For
simplicity at each iterative step, the cost function in (1) can
be rewritten in terms of πl as

Jl(πl) = ε(πl) + λ′ρ(πl) (2)

where ε(πl) is the error probability and ρ(πl) is the per-unit
cost as before. It can be shown that λ′ = λBl

Sl
, incorporating

the rate-distortion trade-off multiplier λ from (1), the data unit
size Bl, and Sl, the sensitivity of the overall distortion to not
having received data unit l by its deadline. The sensitivity term
represents the relative importance of a particular data unit.



III. PROPOSED FORMULATION

In the following subsections we describe how to extend the
rate-distortion optimized streaming framework of [1] to also
consider the value of a packet at multiple deadlines, and to take
into consideration the effects of simple ‘frame-freeze’ error
concealment that substitutes a missing frame with the most
recent frame that can be decoded. For simplicity, we assume
that frames are not partially decoded, for instance in units of
independently-encoded slices, but must either be decoded in
entirety or concealed.

A. Multiple Deadlines

As described in Sec. II in the streaming framework of [1],
each data unit has one arrival deadline, one error probability,
and one sensitivity. We incorporate the consideration of multi-
ple deadlines for each data unit, with one deadline associated
with each frame in which the data unit may be used. For
example, using the frame-freeze error concealment and the
retroactive decoding (ARD) technique that we consider in this
paper, a data unit that contains an I-frame has a deadline
associated with the I-frame’s display time and deadlines asso-
ciated with each subsequent frame that is directly or indirectly
predicted from the I-frame. The data unit also has deadlines
associated with the display times of frames in GOPs that
follow, since the I-frame may still be used for concealment
if subsequent I-frames are lost.

The introduction of multiple deadlines results in changes to
expressions used to calculate expected distortion D(π). For
each data unit, there is no longer a single error probability, but
a set of them, one for each of the frame deadlines associated
with that data unit. This results in changes to (2) which
expresses the Lagrangian cost (1) as a function of only the
transmission policy of one data unit πl while other policies
are held fixed. With multiple deadlines, the expression in (2)
becomes

Jl(πl) = ρ(πl) +
∑
i∈Wl

νti
ε(πl, ti) (3)

where Wl is the set of frames which require data unit l for
decoding, i is the frame index, and ti is the decoding deadline
for frame i. Thus, to determine the cost for a data unit l, we
consider the deadlines of all frames that may require l. The
quantity ε(πl, ti) is the probability that data unit l does not
arrive by deadline ti. As before, ρ(πl) is the expected number
of times data unit l is transmitted under policy πl.

In (3) the quantity νti
is given by νti

= Sl,ti

λBl
, analogous

to the reciprocal of λ′ in (2). Note that the sensitivity term
Sl,ti

is also indexed by deadline. It is the sensitivity of the
overall distortion to the arrival of data unit l by deadline ti
(we provide an expression for Sl,ti

in Sec. III-B).
If we assume that upon receiving a packet the client

immediately sends an acknowledgment packet and that delays
in the forward direction and for the round-trip are modeled
as independent, identically distributed (iid) according to cdfs
FFTT and FRTT with loss modeled as infinite delay, expres-
sions for ε(πl, ti) and ρ(πl) can be found as shown in [1].

B. Computing the Expected Distortion

Each frame in a video sequence is associated with a set
of packetized data units that may be used to generate a
reconstructed image for display. For the i-th frame, i = 1,
2, . . ., of a video sequence, let Li be the set of L data units
that may be used either to directly decode the frame or to
reconstruct an error-concealed version of it. There are 2L

possible combinations of on-time arrivals and non-arrivals for
this set of data units. We consider each such combination to
be a packet availability state s that belongs to the set of 2L

possible packet availability states Pi for frame i.
For every s ∈ Pi, we can compute the reconstruction

distortion that would result, so that we have a set of 2L

distortion values, one corresponding to each state. We can
also calculate the probability that each s occurs, given a
transmission sequence and the ε(πl, ti) for the data units.
Thus, distortion values and their probabilities can then be
used to compute the expected distortion for a transmission
policy. Because the number of states is exponential in the
number of data units, this state-based approach can quickly
become intractable. In the case of simple freeze-frame error
concealment, however, subsets of states that lead to the same
reconstruction outcome can be grouped together, reducing the
number of outcomes that must be considered to a tractable
size.

In the following, we formulate the ‘state-based’ approach
for calculating the expected distortion for a transmission
policy. We assume a particular prediction structure in the
encoding, however, the formulation can be generalized to other
prediction structures, as in [5], for instance. Here, we assume a
two-layered, SNR-scalable encoding in which GOPs are struc-
tured I-P-P-P . . . and each frame consists of a base layer and
an enhancement layer. The enhancement layer of a P-frame
is dependent both on its base layer and on the enhancement
layer of the previous frame. The enhancement layer of an
I-frame is only dependent on its base layer. Assuming this
encoding and assuming freeze-frame error concealment which
conceals missing data with the nearest previous frame that has
been correctly decoded (using the enhancement layer if it is
available), the i-th frame of the sequence can be shown with 2i
+ 1 possible display outcomes. Any previous base or enhanced
frame may be shown, or in the case when no previous frame
has been decoded, no frame is shown.

Let s′ belong to the set of 2i + 1 possible display outcomes,
P ′

i . Let D (s′, i) be the distortion that results if frame i is
shown with outcome s′. Assuming a client uses ARD, at
decoding time the display outcome that occurs depends on
which packets are available and which ones are unavailable.
We can find the probability of a particular display outcome by
recognizing the sets of available and unavailable packets that
will lead to the outcome.

For any outcome s′, we can define three sets of packets
which govern whether the state will occur. We can say that a
state s′ occurs if a certain set As′ of data units is available,
a certain set Us′ of data units is not available, and there may



also be a set Ms′ of data units in which at least one element
must be missing (unavailable). For example, for the outcome in
which a P-frame is substituted with the previous frame’s base
layer, As′ consists of all the base layer packets in the GOP up
to and including the previous frame’s base layer, Us′ contains
only the base layer of the P-frame that must be substituted,
and Ms′ consists of all the enhancement layer data units of
the GOP up to and including the previous frame.

We can find the probability that a decoding outcome s′

occurs by finding the probability that packets arrive and do
not arrive by the decoding deadline as specified by the sets
As′ , Us′ and Ms′ . We can then calculate, for a given policy
π, the expected distortion for the frames in the transmission
window.

D(π) =
∑
i∈W

⎡
⎣ ∑

s′∈P′
i

D(s′, i) Pr{s′}
⎤
⎦ (4)

where the probability of a display outcome Pr{s′} is given by

Pr{s′} =⎧⎪⎪⎨
⎪⎪⎩

∏
l∈As′

(1 − ε(πl, ti))
∏

l∈Us′
ε(πl, ti)

· (1 −∏l∈M (1 − ε(πl, ti))
)

if M �= ∅,

∏
l∈As′

(1 − ε(πl, ti))
∏

l∈Us′
ε(πl, ti) otherwise.

(5)

As in the existing framework the expected rate is given by

R(π) =
∑

l

Blρl(πl). (6)

In order to minimize the overall Lagrangian cost (1) as
before, we iteratively minimize the Lagrangian cost (3) for
each data unit. From (4) we can derive the expression for the
sensitivity of the distortion to the arrival of a data unit l by
deadline ti

Sl,ti
=⎧⎨

⎩
∑

s′∈P′
i

s′:l∈{Us′∪Ms′}
S′

s′,l,ti
−∑ s′∈P′

i

s′:l∈As′

S′
s′,l,ti

if l ∈ Li,

0 otherwise,
(7)

where

S′
s′,l,ti

= D(s′, i)·⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

∏
l′∈As′

l′ �=l

(1 − ε(πl′ , ti))
∏

l′∈Us′
l′ �=l

ε(πl′ , ti)

·
(

1 −∏l′∈Ms′
l′ �=l

(1 − ε(πl′ , ti))

)
if M �= ∅,

∏
l′∈As′

l′ �=l

(1 − ε(πl′ , ti))
∏

l′∈Us′
l′ �=l

ε(πl′ , ti)

otherwise.
(8)

IV. EXPERIMENTAL RESULTS

The experimental results presented here demonstrate the
effectiveness of ARD used in combination with multi-deadline
R-D optimized scheduling. The results show that at low
latencies, the multi-deadline ARD scheduler yields significant
gains over single deadline R-D optimizing schedulers and
heuristic schemes. They also show that as latency constraints
are relaxed, the benefits of ARD with multi-deadline R-D
optimization, and R-D optimization in general, become less
significant.

We conducted streaming experiments using our multi-
deadline, ARD scheme, using the single deadline formulation
for R-D optimization in [1] and, as a basis for comparison,
using a non-optimizing heuristic scheme. In simulation exper-
iments we used two different channel models. In one model,
packets were lost randomly according to an iid Bernoulli
process with fixed loss rate. Delays for packets not lost were
drawn randomly from a shifted-Γ distribution. In the second
model, a trace file of recorded delays and losses measured
over an actual Internet link specified delay and loss outcomes.

We used the Foreman and Mother-Daughter video se-
quences in our streaming experiments. Both were encoded
with 2-layer, SNR scalable H.263+ at 10 fps, with prediction
structure I-P-P ..., and GOP length of 20. For the Foreman
sequence, the base layer was encoded at 29.3 kbps with mean
PSNR 27.75 dB. Adding the enhancement layer increased the
rate to 58.8 kbps and boosted the mean PSNR to 30.12 dB. For
the Mother- Daughter sequence, the base layer was encoded at
31.7 kbps with mean PSNR 33.6 dB. With the enhancement
layer, the rate increased to 72.5 kbps and the mean PSNR
increased to 35.41 dB. Each layer of each frame was placed
into an individual packet.

In all of the results that we show, we assume a system in
which data units corresponding to successive frames of media
become available at the server at frame period intervals, e.g.,
at 10 fps the data units for successive frames become available
every 100 ms. We characterize the latency of a system in terms
of its end-to-end delay, d, the interval between the time that a
frame’s data units become available at the server and the time
that they are displayed at the client.

A. IID shifted-Γ channel model

In this channel model used to generate random packet delay
and loss outcomes, both media packets and feedback packets
were randomly delayed with the iid delays drawn from a
shifted-Γ distribution with shift κ = 10 ms, mean µ = 50 ms,
and standard deviation σ = 23 ms. The packet loss probability
in both directions was 0.20. The transmission scheduler had
perfect knowledge of the channel statistics.

For this set of simulations, depending on the latency of
the experiment, toppty , the length of the interval between
successive transmission opportunities, was varied. There is
a tradeoff when determining this length. A short interval
between transmission opportunities allows the system to make
finer timing decisions about when packets are transmitted. In
low latency experiments, it allows the scheduler to transmit a



packet aggressively at higher rates, sending it several times
before the packet is due. On the other hand, with a short
interval the system will consider a shorter time horizon into
the future for a given policy length. In the experiments, toppty

was set with trial and error so as to get the best rate-distortion
performance. This generally meant making it short enough
so that there are at least a few transmission opportunities
in the interval between when a packet becomes available for
transmission and the time it is due for playout, as determined
by the latency in the experiment.

B. Trace File Channel Model

With the trace file channel model, packet delay and loss
events for packets transmitted during simulations, were spec-
ified according to a trace file containing delay measurements
and loss events recorded over an actual Internet link. The R-
D optimizing schedulers, meanwhile, assumed losses to be
independent Bernoulli, and assumed delays for packets not
lost to be independent from transmission to transmission and
distributed according to a shifted-Γ distribution. In a slight
departure from the model in [1], round-trip delays were also
modeled as shifted-Γ and not the sum of two independent
shifted-Γ random variables.

In our simulations, the schedulers estimated parameters for
the forward and round-trip delay distributions from feedback.
When feedback information in the form of an acknowledge-
ment reported forward-trip and round-trip delays, tFTT and
tRTT , schedulers used the new delay samples to update es-
timated shift parameters κ̂FTT ,κ̂RTT , estimated mean delays
µ̂FTT , µ̂RTT , and estimated variances σ̂2

FTT , σ̂2
RTT according

to (equations shown are for the forward trip parameters)

κ̂′
FTT = min {κ̂FTT , tFTT }

µ̂′
FTT = αµ̂FTT + (1 − α)(tFTT − κ̂′

FTT )

σ̂2
′

FTT = ασ̂2
FTT + (1 − α) (µ̂FTT − (tFTT − κ̂′

FTT ))2

As detailed in [6], [7], [8], collecting accurate traces can
be challenging. We discuss our trace collection methods in
more detail in [9]. Summarized briefly, the trace used here
is a list of one-way delay measurements taken every 50 ms
bi-directionally between two Internet hosts, one at Stanford
University and another 14 hops away at a host connecting to
the Internet via cable modem. The downlink bandwidth to the
cable modem host from the Stanford host, as estimated by an
ftp file transfer, was in excess of 1.5 Mbits per second. The
uplink bandwidth was approximately 230 Kbits per second.
The trace collection process sent 25 (20 one-way and 5 round-
trip) 32 byte packets (IP header, UDP header, and sequence
number) per second for a total of 6.4 Kbits per sec. The
probe packets thus utilized less than 2.8 % of the available
upstream bandwidth, and 0.42 % of the available downstream
bandwidth. As described in [9], the round-trip packets were
used to estimate the clock offset between hosts (clock offset
estimates are needed to calculate one-way delay measurements
between two hosts). Figure 1 shows the 8 minute trace used
in the simulation experiments. In the trace, the rate of packet

loss is 0.0417 % in the downstream direction, and 0.0 % in
the upstream direction.
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Fig. 1. The measured packet delay and loss trace used in simulation
experiments. The trace was collected over a 14-hop, Internet and cable modem
link using small probe packets sent every 50 ms.

C. Heuristic scheduler for comparison

As a basis for comparison, we include the performance of a
non-optimizing heuristic scheme that uses prioritized ARQ. In
this scheme, data units are appended to a transmission queue
when they enter the transmission window (this occurs d ms
before they are due for playout). When a transmitted data unit
is not acknowledged in 1.5 (µ̂RTT + κ̂RTT ), the transmission
has ‘timed out’ and the data unit is again appended to the
transmission queue. As in Sec. IV-B, (µ̂RTT + κ̂RTT ) is the
server’s running estimate of the round-trip time.

Priority for transmission in decreasing order is: base layer
re-transmissions, base layer transmissions, enhancement layer
re-transmissions, and enhancement layer transmissions. To
achieve a fixed transmission rate Rh, each time a data unit
l is transmitted another data unit is not transmitted for Bl/Rh

seconds. Data units in the transmission queue are discarded
when the transmission time is within a mean forward-trip time
of their deadlines.

D. Results

In this section we present results that demonstrate the benefit
of the multiple deadline formulation when combined with
accelerated retroactive decoding. We begin by examining the
performance of the scheme at low latencies. We then show how
gains using ARD and a multi-deadline formulation diminish
as latency increases. Fig. 2 shows PSNR-versus-rate results
for low-latency streaming simulations in which the Foreman
sequence was streamed over the iid, shifted-Γ channel model
(see Sec. IV-A) with an end-to-end delay d = 100 ms. Because
the mean round-trip time over the network was also 100
ms, time-out triggered packet retransmissions were ineffective.
As a basis for comparison, consider the minimum channel
capacity required for the base and enhanced streams. Recall



that the base layer rate of 29.3 kbps yields a PSNR of 27.75,
and the enhancement layer rate of 58.8 kbps yields a PSNR
of 30.12. With packet loss probability 0.20, the minimum
transmitted rate (before loss) that is required in order to
provide sufficient capacity for the base layer is 29.3 / (1 - 0.2)
= 36.6 kbps. Similarly, a transmission rate of at least 73.5 kbps
is required for the enhancement layer stream [10]. In Fig. 2,
toppty was set to 10 ms for the single deadline scheduler, and
toppty was set to 25 ms for the multi-deadline scheduler. For
both traces, the policy length was 8.

In Fig. 2, the heuristic prioritized ARQ scheme that does
not use ARD gives the worst performance. Better performance
is observed with the heuristic scheme that does use ARD. It
delivers base layer quality (27.75 dB) at a transmission rate
of 240 kbps, more than 6 times the minimum required rate of
36.6 kbps as calculated above. The rate-distortion optimizing
scheduler that use ARD but does not consider multiple dead-
lines gives the second best performance, achieving base layer
quality at about 150 kbps, or roughly 4 times the minimum
required rate. Finally, the best performance is observed with
the rate-distortion optimizing scheme that considers multiple
deadlines. Here, base layer quality is achieved at about 90
kbps, or roughly 2.5 times the minimum required rate. For
the Foreman sequence, by considering multiple deadlines, the
rate-distortion optimizing scheduler improves the video quality
achievable at a given bit-rate by as much as 3.15 dB, and
reduces the bit-rate required to achieve a given video quality
by as much as 47%, compared to the single deadline case.

In Fig. 3, we see similar results for the Mother-Daughter
sequence. Here, the minimum transmission rate (before loss)
that is required in order to provide sufficient channel capacity
for the base layer is 39.7 kbps. Similarly, a transmission rate
of at least 90.6 kbps is required for the enhanced stream. The
mean PSNR for the base and enhanced frames are 33.61 dB
and 35.41 dB, respectively. In Fig. 3, the toppty and policy
length are set as in Fig. 2.

In Fig. 3, as in Fig. 2, the heuristic prioritized ARQ scheme
that does not use ARD gives the worst performance. The
heuristic scheme that uses ARD performs better, but fails to
provide even base layer quality (33.6 dB) at the transmission
rates tested. The rate-distortion optimizing scheduler that uses
ARD but does not consider multiple deadlines achieves base
layer quality at about 200 kbps, or roughly 5 times the
minimum required rate of 39.7 kbps. The best performance,
again, is observed with the rate-distortion optimizing scheme
that considers multiple deadlines. Here, base layer quality is
achieved at about 115 kbps, or roughly 2.9 times the minimum
required rate. For Mother-Daughter the optimizing scheduler,
by considering multiple deadlines, improves the video quality
achievable at a given bit-rate by as much as 2.5 dB. The bit
rate required to achieve a given PSNR is reduced by as much
as 49%, compared with the single deadline scheduler.

Fig. 4 shows PSNR-versus-rate results for low-latency
streaming simulations in which the Foreman sequence was
streamed over the trace file channel model (see Sec. IV-B)
with an end-to-end delay d = 200 ms. In the trace file, there
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Fig. 2. Rate-Distortion performance of schedulers for the Foreman sequence
streamed over the iid shifted-Γ channel model with end-to-end latency d =
100 ms. A PSNR improvement of up to 3.15 dB is observed for the optimizing
scheduler that considers multiple deadlines compared to the one that considers
a single deadline.
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Fig. 3. Rate-Distortion performance of schedulers for the Mother-Daughter
sequence streamed over the iid shifted-Γ channel model with end-to-end
latency d = 100 ms. A PSNR improvement of up to 2.5 dB is observed
for the optimizing scheduler that considers multiple deadlines compared to
the one that considers a single deadline.

are essentially no lost packets, with only 4 measured packet
losses over an 8 minute period in which delay measurements
were taken every 50 ms. On the other hand, measured delays
varied from 42 ms to 1252 ms. For both the single deadline
and multi-deadline schedulers, toppty was set to 50 ms, to
match the frequency of delay measurements in the trace file.
The policy length for the optimizing schedulers was N = 4.

We see that at any transmission rate, the best PSNR achiev-
able is about 27.8 dB. This is because the latency d is set to
200 ms, and often in the trace, delays are in excess of 200 ms.
Because of these delay spikes, acceptable viewing quality is



only possible through the use of ARD. We see that with ARD
and multiple deadlines, improvements of more than 3 dB can
be had over the heuristic scheduler with ARD. The gap grows
at low bit rates. While the multi-deadline scheduler can decide
how to optimally discard packets, quality for the heuristic
scheduler with ARD plummets as the transmission bit-rate
constraint drops below the encoded source rate. The multi-
deadline scheduler also far outperforms the single deadline
scheduler. Because the single-deadline scheduler can not find
value in sending a packet after its original deadline, the
scheduler cannot make use of ARD’s ability to restart GOPs
with late-arriving packets. With delays often exceeding the 200
ms buffer, multi-deadline scheduling proves to be a big win
over singe deadline scheduling.

In Fig. 4 we see that at rates above 85 kbps the heuristic
scheduler actually outperforms the multi-deadline scheduler by
a small margin. This is because the R-D optimized schedule
uses a simplified model of the channel in which delays are
iid-Γ and it estimates the Γ parameters from feedback. When
the estimated variance is high, the scheduler believes that by
sending a packet at successive transmission opportunities the
likelihood of it arriving on time increases. This is a flaw of
the iid model. In the measured channel trace, for instance,
packets do not arrive out of order. Thus, because of its overly-
simple channel model, the scheduler wastes bandwidth by
unnecessarily retransmitting packets .
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Fig. 4. Rate-Distortion performance of schedulers for the Foreman sequence
streamed over the measured trace file channel model with end-to-end latency d
= 200 ms. A PSNR improvement of over 3 dB is observed for the optimizing
scheduler that considers multiple deadlines compared to the one that considers
a single deadline, and compared to the heuristic schedulers. At high rates
the heuristic scheduler with ARD outperforms the optimizing scheduler. The
optimizing scheduler unnecessarily retransmits packets due to its simplistic
iid model of the channel.

Fig. 5 again shows results for the Foreman sequence
streamed over the iid-Γ channel, but this time with a more
relaxed end-to-end delay, d = 400 ms. Because more time
is available for retransmissions, the performance of all the
schedulers improves. The heuristic schemes are now able

to achieve the base layer quality of 27.75 dB at a bit-rate
of approximately 125 kbps, roughly 3.4 times the minimum
required rate of 36.6 kbps. Compare this with the 240 kbps
required in the d = 100 ms case. Similarly, the rate-distortion
optimizing schemes are now able to provide base layer quality
at about 55 kbps, or roughly 1.5 times the minimum required
rate. In this experiment, the policy length was N = 8, and
toppty was 50 ms, for both the multiple and single deadline
schedulers.

In Fig. 5, we see that the multiple deadline scheduler again
outperforms the single deadline scheduler, but by a smaller
margin than in the d = 100 case. Here, by considering multiple
deadlines, video quality is only improved by a maximum of
0.7 dB, compared to the 3.15 dB that was attainable in the
d = 100 case. This may be explained by observing that with
the longer delay, packets that the R-D optimizing scheduler
decides to transmit (and retransmit) are more likely to make
their deadlines. The benefit of multiple deadline scheduling,
on the other hand, is that it considers transmitting a packet
even if it has missed its deadline.
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Fig. 5. Rate-Distortion performance of schedulers for the Foreman sequence
streamed over the iid shifted-Γ channel model with an end-to-end latency d =
400 ms. Compared to the d = 100 ms case in Fig. 2, the overall performance
of all the schedulers improves, but the performance improvement offered by
the multiple deadline scheduler over the single deadline scheduler falls to only
0.7 dB

Figs. 6 and 7 plot PSNR-versus-rate for the Foreman
sequence streamed over the iid shifted-Γ channel model at
five different latencies. Fig. 6 shows the results for the single
deadline scheduler, and Fig. 7 for the multiple deadline sched-
uler. Comparing the two, we note that performance improves
as latency increases, and that the multiple deadline scheduler
outperforms the single deadline scheduler for any given la-
tency. The video quality falls more gradually with tightening
latency constraint for the multiple deadline scheduler than for
the single deadline scheduler.

Fig. 8 plots the scheduling performance for streaming
over the trace file channel model with latency d = 1000
ms. In this case, multi-deadline scheduling yields virtually
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Fig. 6. Rate-Distortion performance for the multi-deadline scheduler stream-
ing the Foreman sequence over the iid shifted-Γ channel model at varying
latencies.
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Fig. 7. Rate-Distortion performance for the multi-deadline scheduler stream-
ing the Foreman sequence over the iid shifted-Γ channel model at varying
latencies.

no advantage over single deadline scheduling, and heuristic
schemes, especially at high rates, are far more competitive.
The advantage of the optimizing schemes, at high latencies,
is that they know how to optimally prune packets from a
representation in order match a rate constraint. The heuristic,
on the other hand, relies on coarsely prioritized transmission
queues to select packets for transmission. At high latencies, we
suspect that if the heuristic scheduler was given pre-computed
lists of R-D optimal packets that should be included in the
stream depending on the rate constraint, the heuristic scheduler
would be very competitive. Again, the gain for the optimizing
schedulers is not due to optimized decisions about when to
retransmit packets, but due to their ability optimally truncate
the packetized representation to match a transmission rate
constraint.
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Fig. 8. Rate-Distortion performance of schedulers for the Foreman sequence
streamed over the trace file channel with an end-to-end latency d = 1000 ms.
Compared to the d = 200 ms case in Fig. 4, the overall performance of all the
schedulers improves. There is virtually no performance improvement offered
by the multiple deadline scheduler over the single deadline scheduler. The
heuristic schedulers offer performance that is much more competitive with
the optimizing schedulers.

V. CONCLUSIONS

We have presented two schemes, accelerated retroactive
decoding, ARD, and multi-deadline R-D optimized schedul-
ing. When used in combination the schemes significantly
improve streaming performance. We have also shown that
the improvement increases as latency constraints grow tighter.
At low latencies, our ARD, multi-deadline scheme has been
observed to improve the PSNR of a streamed sequence by
more than 3 dB over the prior single deadline formulation, both
in streaming experiments that use an iid random delay channel
model, and in experiments that use delay traces measured over
the Internet. Likewise, at low latencies the multiple deadline
formulation has been observed to reduce the required bit-
rate necessary to achieve a particular PSNR by up to 47%
compared to the single deadline formulation. Our results have
also supported the hypothesis that at high latencies, real-time
R-D optimized packet scheduling may not be necessary, and
that simple heuristic schedulers may be quite competitive.
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