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Internet Protocol

IP deals with the following issues:

1. Naming/addressing. Every node on the Internet has (or thinks it has) a
unique IP address, which has 32 bits and is typically written in chunks of
8 bits (for example 174.64.113.43). Separately from IP, every node may
have a mnemonic name, for example www.stanford.edu. The Domain
Name Service (DNS) is a system on the Internet which translates names
to addresses. Every node on the Internet, knows the IP address of at
least one Domain Name Server (DNS server). A DNS client issues a query
to a DNS server, which when responds. It is a standard example of a
client-server system.

2. Route computation.

3. Packet forwarding. Each packet has the source IP address and the des-
tination IP address which is included what is known as the header of a
packet. Every packet gets routed independent of other packets. IP doesnt
give any guarantees for packet routing. Packets can be lost, duplicated,
split and so on. The reason is that IP is designed according to the end to-
end principle. The end-to-end principle says the following, never do in the
core of the Internet which can be done at the end. Many applications like
video streaming do their own error correction. IP is designed to get the
packet from source to destination in a best effort fashion. Whatever relia-
bility we see on the Internet is built on top of IP. Suppose a packet reaches
a router. Note that the only information on the packet is the source infor-
mation and destination information. When a packet arrives at a router it
only has source and destination address. The IP invariant principle says,
every node in the Internet knows the next hop to take for every other node
in the Internet. Clearly, every node cannot maintain a table for every node
in the Internet, as the table would be very big (232 which is huge). Apart
from storing the information, we also need to get this information. The
way this problem is solved is by aggregating the addresses into groups. So
a node would maintain the next hop for an entire group or prefix instead
of individual IP addresses. For example. 171.64.*.* might go to interface
0. Each node will also have a default route for *.*.*.*, which means if the
address is not part of any of the groups, then the next hop is given by this
entry. Internet Committee for Assigned Names and Numbers (ICANN) is
responsible for assigning prefixes to organization.
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Transport Protocols

The two transport protocols built over IP are User Datagram Protocol (UDP)
and Transmission Control Protocol (TCP). UDP adds checksums and port num-
bers to IP. It essentially does what IP does. Since UDP is built on top of IP,
the UDP headers will be inside the IP data. Checksum are bits which can be
used to verify if the packet was sent properly. Checksums are used for error
detection not correction. If a packet gets corrupted, checksum helps to detect
this. The packet can now be thrown away.

UDP provides the following two features:

1. Port numbers

2. Checksum

When a packet arrives to the computer, UDP uses the 16 bit port number to
decide which application it goes to.

TCP provides the following functionalities:

1. Port numbers

2. Checksum

3. Rate control

4. Reliable end-to-end packet transfer

TCP provides rate control. TCP probes for the right rate each time a new
connection is established.Suppose TCP checks the checksum of a packet and
detects that the packet is corrupted, TCP drops the packet. Why would someone
want to use TCP instead of UDP? If a packet is dropped, TCP will stop the
stream and resend the packet and queue up other packets. However, in case
of video streaming this might not be desirable. Remember from last lecture
that DNS translates names to IP addresses. However, there is no service which
helps you locate the port on which an application (that you are interested in) is
listening. The way it works is that for every service the port is well known. So
the application is listening on a well advertised port number. For http, the port
number is 80. For mail, the port number is 25. This promotes the client-server
paradigm.

Peer-to-peer Networks

One example of peer-to-peer is content sharing. For example, two computers in
the network might share a file. The contrasting feature is the lack of a server.
In a server-client model, the client knows the address of the server. This is not
true in peer-to-peer. The peer typically does not know the address of the other
peer, but it has a description of what it wants. So a basic necessity for a peer-
to-peer network is an index or a directory, which tells where to find the file from.
The first popular peer-to-peer content sharing system was Napster, which had
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a centralized directory. The problem with this model was that most of the file
sharing was violating copyright, which being illegal resulted in Napster folding
up. Next thing that came up was Kazaa which had a distributed directory.
The main reason for this choice was plausible deniability. Plausible deniability
means that the system is not responsible for the copyright violation but the
users are responsible. Their stated reason for not having a centralized directory
was that the system will not scale as the directory will become very large.

Bit Torrent

In bit torrent, a big file gets broken into a large number of chunks (known
as seeds). This file is maintained by a server (lets call it a Torrent server).
The Torrent server is public. So the downloader goes to the Torrent server.
The Torrent server instead of giving the entire file, it gives a random seed
(chunk), and gives a list of clients who recently tried to download the file. So the
downloader takes the random seed and tries to barter with other clients. Notice
that this dramatically reduces the load on the server. This is very effective
for very popular files. In order to avoid other clients giving fraud seeds. The
Torrent server gives out the random chunk as well as the checksums of all the
chunks. So if you get a fake seed, you can detect it by verifying its checksum.
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