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We engage the experimental and computational challenges of de novo regulatory module discovery in a complex
and largely unstudied metazoan genome. Our analysis is based on the comprehensive characterization of regulatory
elements of 20 muscle genes in the chordate, Ciona savignyi. Three independent types of data we generate contribute
to the characterization of a muscle-specific regulatory module: (1) Positive elements (PEs), short sequences sufficient
for strong muscle expression that are identified in a high-resolution in vivo analysis; (2) CisModules (CMs), candidate
regulatory modules defined by clusters of overrepresented motifs predicted de novo; and (3) Conserved elements
(CEs), short noncoding sequences of strong conservation between C. savignyi and C. intestinalis. We estimate the
accuracy of the computational predictions by an analysis of the intersection of these data. As final biological
validation of the discovered muscle regulatory module, we implement a novel algorithm to search the genome for
instances of the module and identify seven novel enhancers.

[Supplemental material is available online at www.genome.org. The following individuals kindly provided reagents,
samples, or unpublished information as indicated in the paper: K. Small and P. Lemaire.]

Characterization of the regulatory logic underlying development
and differentiation of multicellular animals remains one of the
most formidable challenges in contemporary genomics. High-
throughput experiments that use expression arrays and related
tools can describe global patterns of gene regulation during de-
velopment and serve as a basis for discovering regulatory hierar-
chies (see Furlong et al. 2001; Kim et al. 2001; Montalta-He et al.
2002; Gaudet et al. 2004; Schroeder et al. 2004). A complemen-
tary approach, high-resolution structure-function studies of in-
dividual regulatory regions, can reveal on a gene-by-gene basis
exactly which noncoding portions of a locus are sufficient or
necessary for proper regulation. Such studies will ultimately be
necessary to obtain a full understanding of the genomic control
of development, and there is considerable interest in how com-
putational predictions could enhance their efficiency. We there-
fore set out to assess the effectiveness of computational predic-
tions and to estimate their sensitivity and specificity, by compar-
ing results from computational analyses against the activities of
a large number of regulatory constructs assayed in the ascidian
chordate, Ciona (Corbo et al. 1997; Johnson et al. 2004). The
culmination of these analyses was a regulatory module charac-
terized in sufficient detail that we were able to obtain genome-
wide module predictions and experimentally verify a subset of
these as enhancers.

Ciona is uniquely suited for structure-function and compu-
tational analyses of gene regulation. Draft genome sequences for
C. savignyi (Vinson et al. 2005) and C. intestinalis (Dehal et al.
2002) as well as a sizeable EST sequence and in situ hybridization
databases for C. intestinalis (Satou et al. 2002) are available. A
small genome (180 Mb) with a number of expressed genes

(15,000) similar to that of Drosophila (Dehal et al. 2002) ensures
that the search space for noncoding functional elements is
smaller than in vertebrates. Considerable functional conserva-
tion despite the large evolutionary distance between the Ciona
species allows discovery of functional sequence elements by com-
parative sequence analyses (Johnson et al. 2004). Finally, electro-
poration of reporter constructs into developing embryos facili-
tates efficient in vivo expression analyses (see Corbo et al. 1997;
Bertrand et al. 2003; Johnson et al. 2004).

We use a combination of experimental and computational
approaches to discover and characterize a regulatory module
common to 20 Ciona muscle genes. We chose muscle for several
reasons. First, the proteins encoded by many muscle-specific
genes, most notably those of the muscle fiber strand, are suffi-
ciently conserved that their identification in the Ciona genome
by similarity searches is unambiguous. Second, muscle is an eas-
ily recognized tissue in the ascidian larva, allowing efficient
quantification of expression patterns. Third, the cellular interac-
tions of muscle proteins likely require tight coregulation of their
expression, enhancing the likelihood that they are under func-
tionally similar regulatory control that would facilitate identifi-
cation of a shared regulatory module.

Previous genome-wide computational searches for tissue-
specific regulatory elements have been carried out in metazoan
model organisms with comprehensive genome annotations and
substantial prior knowledge of motifs and regulatory regions
from decades of experimentation (see Berman et al. 2002, 2004;
Gaudet et al. 2004; Wenick and Hobert, 2004). By contrast, in our
study we discovered a tissue-specific regulatory module de novo
without prior knowledge of the motifs it contains, and structure-
function studies carried out independently allowed us to esti-
mate the predictive power of the module. We then searched for
instances of the module on a genome-wide scale and validate the
predictions in vivo. The success of this study raises the possibility
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of genome-wide searches for enhancers with more complex ex-
pression patterns, as well as computational searches for tissue-
specific elements in the human genome.

Results

Initial characterization of 20 muscle-specific regulatory regions

We selected 20 genes for detailed experimental characterization
of regulatory sequences. The genes were chosen based on their

strong similarity to proteins known to
be involved in muscle physiology or
structure (Fig. 1a). We located these
genes in the unannotated C. savignyi ge-
nome by tBLASTn (Altschul et al. 1997)
with vertebrate protein sequences as
queries. By conducting in situ hybridiza-
tions at representative stages, we show
that all of the genes demonstrate strong,
specific expression in the embryonic tail
muscle (Fig. 1a, grey field; Supplemental
Fig. 1). Onset of expression varies among
the genes. Occasionally, weak expres-
sion occurs at the 64-cell, pre-gastrula
stage in two genes, MRLC and CK (cf. Fig.
1a, grey field, for all gene names and ab-
breviations), and several genes express at
the onset of gastrulation at the 110-cell
stage.

For each gene, we built an initial
reporter construct in which a putative
native promoter, a putative start codon,
and a varying amount of endogenous
protein-coding sequence are fused in-
frame to LacZ (see Methods) (Johnson et
al. 2004). Expression is therefore driven
by endogenous tissue-specific elements
and a native promoter. All constructs
demonstrate consistent expression in
the larval tail muscle, with a median of
74% of the animals staining (Fig. 1a,
green field). As expected, there is repro-
ducible variation among the constructs
in expression strength and amount of
mosaicism (see Corbo et al. 1997;
Johnson et al. 2004). Some constructs,
such as that for Acetylcholinesterase
(AChE), are consistently weaker with
considerable mosaicism, while others,
such as Troponin T (TnT), are consis-
tently stronger with rare mosaicism (Fig.
1a, green field). The time at which stain-
ing is first evident generally corresponds
to the in situ data (cf. Supplemental Fig.
1 and Fig. 1g).

While the in situ hybridizations
show that the genes are expressed spe-
cifically in the tail muscle, our initial re-
porter constructs often result in expres-
sion in other tissues (Fig. 1a, green field,
b,c). Two of these tissues, mesenchyme
and trunk ventral cells (heart precursors)

(Davidson and Levine 2003), arise in the mesoderm lineage from
the same blastomeres that give rise to tail muscle. The reporter
constructs of all genes show expression in the mesenchyme,
which is consistent with previous observations that ectopic mes-
enchyme staining occurs extremely often (Harafuji et al. 2002;
Johnson et al. 2004). The reporter constructs of five genes show
expression in the TVC. Finally, five of the reporter constructs
show expression in a central nervous system “hot spot” that was
noted in an earlier study (Harafuji et al. 2002). These ectopic
expression patterns are reproducible. We speculate that the

Figure 1. (a) Overview of functional analysis for 20 muscle-specific genes. Transcript expression
patterns are all specific to primary and secondary tail muscle and are strongly expressed by mid-tailbud
stage (Supplemental Fig. 1). All initial native-promoter fusion constructs express in the muscle by
mid-tailbud, and many demonstrate expression in other tissues (TVC indicates trunk ventral cells; HS,
trunk hot spot; NT, notochord; AE, anterior ectoderm; and CNS, central nervous system). The average
and median percentage of conservation increases between the initial constructs and the smallest
functional constructs. Original indicates the initially tested, long construct with which muscle expres-
sion was ascertained; smallest, the shortest construct that gives expression comparable to the original
construct. All of the original constructs show expression in the mesenchyme (ME, pink arrow, a,b),
and some show expression in the CNS (b,c,f). Fragments of the initial constructs of five different loci
show notochord expression (NT, green arrow, d,e). Eight constructs express as early as gastrulation (g).
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constructs are missing repressor elements that keep the endog-
enous genes off in these tissues of the developing embryo; alter-
natively, they may be due to an artifact of unknown cause. Re-
gardless of these complexities, at each locus we unambiguously
located sequences that are sufficient for expression in the embry-
onic tail muscle. As our goal was not to comprehensively locate
all regulatory sequences but rather to find as many sequences as
possible that express strongly in embryonic tail muscle, we rea-
soned that these constructs would be suitable for the subsequent
structure-function analyses that would identify subregions con-
taining regulatory elements.

High-resolution in vivo analysis of 20 muscle-specific
regulatory regions

By using the same in vivo reporter assay, we then identified re-
gions within the initial constructs that are sufficient for muscle
expression. In subsequent analyses, these subregions will be com-
pared to computational predictions. Most of the constructs that
we tested were truncations and/or deletions of the initial native
promoter constructs (Fig. 1a, blue field; Supplemental Fig. 1). We
also used heterologous promoter constructs, which contain a
heterologous promoter and a heterologous translation start
codon and, therefore, do not require the native promoter or start
codon (Harafuji et al. 2002; Bertrand et al. 2003; Johnson et al.
2004). Heterologous constructs are particularly useful for con-
firming short regulatory sequences distant from the first exon.
We tested an average of 11 constructs per gene (Fig. 1a, salmon
field). To demonstrate the resolution of our in vivo analysis, we
list the “shortest construct” that retains an expression level com-
parable to the initial native promoter construct at each locus (Fig.
1a, blue field). The average shortest construct is only 289 bp, or
22% of the size of the initial native promoter construct, yet it
retains most the activity (63% of embryos staining vs. 71%).

Some of these shortened constructs drive ectopic expression
patterns that were not found in the initial native promoter con-
structs. For example, constructs of four genes (TnT, TPM2, MA-
like, and MBP) show moderate (∼5%) reproducible expression in
the secondary notochord (see Fig. 1e). A heterologous Brachyury
fusion construct for a fifth locus, CK, shows very strong (>90%)
primary and secondary notochord expression (Fig. 1d). A heter-
ologous Brachyury fusion construct for MBP shows activity in
muscle, anterior ectoderm, central nervous system, and spinal
cord (Fig. 1f).

Translation of in vivo results into binary data for subsequent
analyses

To facilitate subsequent analyses in which we compare the func-
tional data to computational predictions, we devised a method to
translate the functional data into a binary data set. The result of
this transformation is that every base in the original regulatory
regions is either part of a functional element or not. We define a
positive element (PE) as the shortest sufficient and non-
overlapping sequence that drives strong expression in muscle
(Table 1). Only constructs that give a positive result are consid-
ered; negative results are not considered because reporter con-
structs may be nonfunctional for a variety of reasons unrelated to
the function of positive regulatory elements (e.g., disruption of
the transcription start site or spurious introduction of negative
regulatory elements). This does not exclude the possibility that
functional sequences reside outside of PEs, nor does it suggest
that every base within the PE is necessary for function. Note that
the set of PEs (Table 1) greatly overlaps with, but is not identical

to, the “shortest constructs” (cf. Fig. 1a, blue field), for the fol-
lowing reasons: (1) we exclude two genes from PE analysis—TnC,
because our deletions did not narrow the region sufficiently, and
AChE, because the expression levels of all constructs, including
the original one, are too low; and (2) three genes have more than
one non-overlapping functional sequence and therefore have
more than one PE but only one “shortest construct.”

To clarify the logic for identification of PEs, we present de-
tailed functional data for three of the 20 genes (Fig. 2). The CK
locus (Fig. 2a) contains one PE that contributes to strong embry-
onic muscle expression. While several native promoter con-
structs that include this region show tail muscle expression (e.g.,
clones 412 and 413), the shortest construct that drives reproduc-
ible expression, and which therefore defines this PE, is clone 526.
This clone is a heterologous promoter construct using the Brachy-
ury minimal promoter. The Mbp locus contains two PEs (Fig. 2b).
One PE is defined by the heterologous promoter construct 691,
while another corresponds to native promoter construct 123. Ei-
ther region is sufficient, and they do not overlap each other. The
TnT locus (Fig. 2c) also has two PEs, defined by clones 291 (native
promoter) and 530 (heterologous promoter), which are non-
overlapping and sufficient for muscle expression. The same logic
was applied for the remaining 15 loci to give at least one PE for
each of them (Fig. 3; Supplemental Fig. 2). In total, these struc-
ture-function studies narrow the initial regulatory regions of the
18 genes that entered this analysis from 23,620 nonexonic base
pairs to 6050 bp contained within PEs. Thus, we have converted
the functional data to a binary data set, where each base pair is
either contained within a PE or not.

Identification and motif composition of a muscle regulatory
module

Embedded within the upstream sequences of our muscle genes
must be regulatory sequences that contain binding sites (motifs)

Table 1. Summary of positive elements

Positive
element
name % constrained % identity length CM overlap?

ck.pe1 21 50 360 Y
frua.pe1 11 48 507 Y
lim.pe1 16 67 139 Y
ma1.pe1 18 45 318 Y
ma2.pe1 10 29 223 Y
malike.pe1 41 63 434 Y
mbp.pe1 11 59 214 Y
mbp.pe2 44 62 419 N
mhc1.pe1 29 56 595 Y
mhc1.pe2 16 54 131 N
mhc2.pe1 28 53 224 Y
mlc1.pe1 16 50 196 Y
mlc2.pe1 13 53 349 Y
mrlc1.pe1 9 41 268 Y
mrlc2.pe1 5 45 440 Y
mrlc3.pe1 12 53 198 Y
nachr.pe1 10 41 492 Y
tpm1.pe1 48 63 67 Y
tpm2.pe1 40 42 117 Y
trot.pe1 66 65 201 Y
trot.pe2 29 59 267 Y
average 23.5 52 293
median 16 53 267
minimum 5 29 67
maximum 66 67 595

Characterization of a muscle regulatory module
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for tissue-specific transcriptional activator proteins. Clusters of
single motifs are often indicative of regulatory sequences (Mark-
stein et al. 2002), as are clusters of several distinct motifs (see
Berman et al, 2002). Accordingly, by reasoning that it is likely
that more than one motif contributes to muscle-specific activa-
tion of target genes, we chose to use CisModule (Zhou and Wong
2004) to identify likely regulatory sequences (see Methods). Cis-
Module implements Bayesian analysis to discover clusters of
overrepresented motifs in a suite of coregulated sequences. These
motif clusters (modules) consist of up to K distinct motifs that
occur in spatial proximity and are predicted de novo from the
input sequences (we used K = 4; see Methods). Instances of the
predicted cis-module (CM) are then annotated in the input se-
quences. In all subsequent analyses, we will disregard those CMs
that are >50% contained within exons, since CisModule predic-
tions within exons may be spurious. All of our initial functional
regulatory regions have at least one statistically significant CM;
five genes have two highly significant modules, and two genes
have three (Table 2; Fig. 3; Supplemental data).

CisModule outputs position-specific scoring matrices
(PSSMs) for four motifs that are not overrepresented in our back-
ground sequences (Fig. 4a). Motif 1 (Mf1) is a palindrome that
resembles the cyclic AMP response element (CRE) motif, which
has been previously described to be able to drive muscle expres-

sion in Ciona in combination with a muscle-gene basal promoter
(Kusakabe et al. 2004). Motif 2 (Mf2) resembles a GC-core E-box
that may be the binding site for Ciona’s bHLH myoD-like tran-
scription factor (Meedel et al. 2002; Johnson et al. 2004; Kusak-
abe et al. 2004). Motif 3 (Mf3) has a GGCG core and resembles no
known binding site, though the GC richness is reminiscent of an
SP1 site. Motif 4 (Mf4) is an 11-bp CT-rich sequence also without
resemblance to known transcription factor binding sites.

To ascertain which of these CM motifs are likely to be func-
tional, as opposed to false positives, we determined their abun-
dance in all predicted CMs versus CMs that overlap PEs at >50%
(Fig. 4b). Note that CisModule only reports highly significant
instances of the motifs. Mf1 and Mf2 are common, averaging
more than one instance per CM. Mf3 is slightly less common but
is still present at almost one instance per CM. Mf4 stands out as
being least common. More than three fourths of instances of
Mf1, Mf2, and Mf3 occur in the CMs that overlap PEs, but there
are only three Mf4 instances in the 17 CMs that overlap PEs. We
conclude that Mf1, -2, and -3 are likely real motifs, whereas Mf4
is probably spurious. Given that we found what appears to be a
spurious motif, it is likely that Mf1, Mf2, and Mf3 are all the
motifs that are shared among these muscle-specific regulatory
regions. However, to be certain that we had not missed other
motifs, we masked all significant motif instances in the 20 func-

Figure 2. Detailed annotations of the loci Creatine Kinase. (a), Myosin Binding Protein (b), and Troponin T (c), illustrate the functional and computational
analyses carried out in this study. The x-axis represents base pair position in the C. savignyi sequence, with the origin at the first base of the original
construct. The black line is sequence identity between C. savignyi and C. intestinalis, the plum line is the CisModule score of predicted module instances
(CMs). Blue bars at 1.0 represent conserved windows at 75% for at least 20 bp (CEs). Green shading represents exons, and yellow shading represents
PEs. Bars above these annotations represent the positions of DNA constructs electroporated in vivo, with red representing strong activity, green
representing weak activity (<10%), and blue representing constructs that never showed activity. The construct name and percentage of staining tail
muscle are listed to the right of each construct. Most plasmids are native fusions, although some are heterologous promoter fusions (denoted by bra
or fkh, where appropriate).
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