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Abstract

A 10-meter tall, dual-species atomic fountain gravimeter was designed and built for

the purpose of testing the Equivalence Principle with freely-falling atoms. Once

completed, the apparatus promises to be the most sensitive atom interferometer ever

built, with a projected differential acceleration sensitivity of 10−15g. This phenomenal

force sensitivity opens the door to exciting science applications which are reviewed,

including setting new limits on the Equivalence Principle, measuring effects of General

Relativity in a laboratory setting, and detecting gravitational waves.
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Chapter 1

Introduction

In addition to the Standard Model, Einstein’s theory of general relativity is one of the

two cornerstones of modern physics. General relativity (GR) describes the force of

gravity. In this regard it has so far been amazingly successful, elegantly describing all

experiments and observations without a single adjustable parameter. As the weakest

of the fundamental interactions, the effects of gravity only become significant on

astrophysical or cosmological scales, and so gravity has been safely neglected in the

arena of high-energy physics that is governed by the Standard Model. Although

both these theories work well in their respective domains, their intersection presents

serious fundamental problems, and the much sought after quantized theory of gravity

continues to pose deep challenges. Thanks in part to this ongoing search for a unified

‘theory of everything,’ experimental searches for violations of GR are well motivated

and are exciting avenues of current research.

Experimental tests of general relativity have gone through two major phases.

The original tests of the perihelion precession and light bending were followed by a

golden era from 1960 until today (see e.g., [1]). These tests were in part motivated by

alternatives to Einstein’s theory, such as Brans-Dicke, designed to incorporate Mach’s

principle [2]. More recently, the cosmological constant problem suggests that our

understanding of general relativity is incomplete, motivating a number of proposals

for modifying gravity at large distances [3, 4, 5]. In addition, possible alternatives

to the dark matter hypothesis have led to theories where gravity changes at slow

1
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accelerations or galactic scales [6, 7, 8].

General relativity itself replaces a very successful theory of gravity – Newton’s

law of universal gravitation – which accurately describes almost all gravitational phe-

nomena known before the twentieth century (e.g., the motion of planets in the solar

system).1 As such, many of the testable effects that can uniquely be attributed to

GR appear as small corrections to the results of classical gravity. For example, GR

accounts for an increased precession of the perihelion of the orbit of Mercury of only

43 arcseconds per century, less than 1% of the observed precession.[9] GR corrections

are small for slowing moving bodies (v ≪ c) in the presence of small gravitational

potentials (GM/Rc2 ≪ 1), the conditions that define classical gravitation. Such con-

ditions typically dominate in the laboratory environment, and to a somewhat lesser

extent, in the solar system as well. The intrinsic smallness of many observable GR

effects can make testing the theory itself a challenge, let alone looking for violations

which are presumably even smaller.

To overcome this smallness, the obvious choice is to study systems with large

velocities and strong gravitational potentials which are typical of astrophysical situ-

ations. This approach is necessarily limited to observational science that cannot be

done in the lab. However, given a high enough experimental sensitivity, laboratory

scale experiments may be an alternative to this paradigm. Laboratory based experi-

ments have the advantage of being repeatable and highly reconfigurable as compared

to astronomical observations. Certainly, laboratory tests of GR are not unknown,

with perhaps the most famous being the Pound–Rebka experiment that measured

the gravitational redshift.[10] Nevertheless, most GR tests have been observational in

nature or have required launching satellites into orbit.2

In part, the work described here is an attempt to realize this paradigm of new

and meaningful laboratory tests of general relativity. The primary tool we employ is

precision light-pulse atom interferometry[11]. Light-pulse atom interferometers have

already been used to make extremely accurate inertial force measurements in a variety

of configurations, including gyroscopes [12], gradiometers [13, 14], and gravimeters

1The anomalous precession of Mercury is an exception, with the deviation measured in 1859.
2Compared to satellite missions, being on the ground in a laboratory allows increased flexibility

and likely decreased cost.
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[15, 16]. For example, the local gravitational acceleration g of freely-falling Cs atoms

was measured with an accuracy ∼ 10−9g [15]. Gravity gradiometers have been used

to suppress noise as well as many systematic errors that are present in absolute g

measurements by comparing the acceleration of two displaced samples of atoms. A

differential measurement of this kind was used to measure the Newtonian constant of

gravity G with an accuracy of ∼ 3× 10−3G [17].

Of the potential laboratory GR tests that we imagine performing with this tech-

nology, our primary focus so far is on a test of the Equivalence Principle (EP) using

freely-falling atoms. Our EP experiment ambitiously aims to compare the gravi-

tational accelerations of two co-located atoms of different species, in this case the

isotopes of 85Rb and 87Rb, with a precision of 10−15g. The experimental apparatus

described in this work has been designed with this EP test specifically in mind. How-

ever, we think that the technology and methods developed for the EP experiement

– and likely even the apparatus itself – will be directly applicable to other atom

interferometric tests of GR in the near future.

1.1 Equivalence Principle Tests

The Equivalence Principle has several forms, with varying degrees of universality.

Here we experimentally consider a test of the Weak Equivalence Principle (WEP),

which can be stated as follows: in the absence of all non-gravitational forces, the

motion of a test body in a gravitational field in any local region of space-time is

indistinguishable from its motion in a uniformly accelerated frame. This implies that

the body’s inertial mass is equal to its gravitational mass, and that all bodies locally

fall at the same rate under gravity, independent of their mass or composition. Here,

‘local’ has the specific meaning that the region must be small enough so that tidal

forces are negligible. Also known as the Universality of Free Fall (UFF), the WEP is

the least restrictive form of the EP. The more general Einstein Equivalence Principle

(EEP) extends the concept of UFF, stating that the results of any (non-gravitational)

experiment performed in a freely-falling inertial frame are independent of the position

and velocity of the frame. For completeness, the Strong Equivalence Principle (SEP)
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further extends the EEP to include gravitational experiments as well (e.g., situations

with non-negligible gravitational binding energy, or Cavendish-type tests of gravity).

Our EP experiment directly tests the UFF by comparing the free-fall motion of 85Rb

and 87Rb atoms, and as such it is a WEP test.

To make the WEP test more concrete, the acceleration a of a test particle with

inertial mass mI and (passive) gravitational mass mG is given by mIa = mGg. Then,

according to the WEP, the ratio mG/mI must be the same for all objects in order

to respect the UFF. Following the treatment by Will[18], violations of the WEP may

be parameterized by decomposing the various contributions of the object’s mass-

energy. As the argument goes, an object’s inertial mass consists of contributions

from, for example, the rest mass of its constituent particles, electromagnetic and

nuclear binding energy, and other (conceivably previously unknown) interactions. An

EP violation will result if any of these interaction energies EA couple to gravity in

a different way than they contribute to the inertial mass-energy, resulting in mG =

mI+
∑

A ηAEA/c
2, where ηA quantifies the violation associated with each interaction.

Note that since, according to GR, mG is proportional to mI in order to respect the

UFF, all forms of energy couple to gravity with equal strength in GR and ηA = 0.

The results of EP experiments are typically expressed in terms of the Eötvös

parameter

η =
∆a

ā
= 2

|a1 − a2|
|a1 + a2|

(1.1)

where ∆a is the EP violating differential acceleration between the two test bodies and

ā is their average acceleration [18]. In terms of the decomposed interaction energies,

the Eötvös parameter becomes

η =
∑
A

ηA

(
E

(1)
A

m
(1)
I c2

− E
(2)
A

m
(2)
I c2

)
(1.2)

Tests of the EP that constrain η set limits on the coupling strengths ηA of different

types of interaction energies. The strengths of these limits depend on the details of

the test masses and by how much they differ with respect to each type of interaction

energy.
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Currently, two conceptually different experiments set the best limits on the Equiv-

alence Principle. Lunar Laser Ranging (LLR), which tests the EP by comparing the

acceleration of the Earth and Moon as they fall toward the Sun, limits EP viola-

tion at η = (−1.0± 1.4)× 10−13[19]. Recently, the Eöt-Wash group has set a limit of

η = (0.3±1.8)×10−13 using an Earth-based torsion pendulum apparatus[20]. Several

proposed satellite missions aim to improve on these limits by observing the motion

of macroscopic test bodies in orbit around the Earth[21, 22].

Our effort to perform a ground-based EP test using individual atoms has a goal

of measuring η ∼ 10−15. Instead of macroscopic test masses, we compare the si-

multaneous acceleration under gravity of freely-falling cold atom clouds of 87Rb and
85Rb. As described in more detail later, our motivation for using two isotopes of the

same element rather than two completely different atoms is largely technical. Many

potential noise sources and systematic errors are suppressed if the test masses have

similar responses to external forces. Ideally, the two test particles should differ only

in their mass; the isotopes of rubidium approach this standard as they share a similar

electronic structure.

An EP test using freely-falling atoms has been performed previously[23, 15]. This

experiment also compared the acceleration of 87Rb and 85Rb using atom interferometry

and achieved η = (1.2±1.7)×10−7. In this case, the atom interferometer was based on

absorptive gratings made of standing waves of resonant light. Our experiment should

significantly improve upon this initial result, due in part to substantially increased

free-fall time, enhanced atom optics, and longer measurement integration time.

1.2 Motivation to Test the EP

Precision tests of the Equivalence Principle promise to provide insight into fundamen-

tal physics. Generally speaking, since the EP is one of the central axioms of general

relativity, these experiments are powerful checks of gravity and can tightly constrain

new theories. For example, EP experiments test for hypothetical fifth forces since

many examples of new forces are EP–violating[24]. Any new force that is not pro-

portional simply to the mass of the atoms but instead depends on the atomic species
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or isotope is detectable in an EP experiment.

A common parameterization of new, gravity-modifying forces assumes a Yukawa-

type interaction with a force carrier of mass m. The resulting modified gravitational

potential energy between massM1 andM2 is of the form V (r) = −GM1M2

r2

(
1 + αe−r/λ

)
where α is the strength of the new interaction relative to gravity and λ = ~

mc
is its

range[24]. Our EP experiment, performed on the surface of the Earth, has maximal

sensitivity to such EP violating forces that have a range greater than the Earth’s

radius (λ > RE). Consequently, an infinite range force would be detectable by our

experiment. For long range forces, the proposed experiment can detect forces as

small as the acceleration sensitivity allows, or α ∼ 10−15. As the range of the new

force decreases below the Earth’s radius, the sensitivity of the experiment decreases

as α ∼ 10−15
(
RE

λ

)
(with the overly simplistic assumption of uniform earth density)

since the volume of source matter for the new Yukawa force scales as ∼ λ3 for λ < RE.

The sensitivity continues to follow this scaling down to a range of λ ∼ 10 m, the rough

size of the experiment, since below this scale the details of the local mass distribution

become important.

It is important to emphasize that EP tests are only sensitive to differences in the

strength α between two test masses. In this sense, the α-λ Yukawa force parame-

terization is closely related to the EP violating couplings that appear in Eq. 1.2.

Indeed, in the infinite range limit (λ→ ∞), we have α = ηAEA/mIc
2 for a particular

coupling. Thus, the ratio EA/mIc
2 acts as the source charge for the new EP-violating

force, and the resulting sensitivity of the measurement to the intrinsic violation ηA is

suppressed by the source charge difference between the test masses.

Specific predictions for the α-λ constraints that can be inferred from a particular

EP measurement are clearly model dependent since they must refer to specific source

charge contributions of the two test bodies. As an example, Fig. 1.1 shows the

projected limits that would be set by our EP experiment on new forces that couple to

Baryon number (B), Baryon minus Lepton number (B - L), and to a light dilaton[27].

The large suppression factors come from the fact that 85Rb and 87Rb have similar

couplings to these new forces and also roughly equal masses(see Eq. 1.2). Also shown

in Fig. 1.1 are the current experimental limits on a force coupling to B that are set
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Figure 1.1: Projected limits to be set by the Equivalence Principle measurement.
Limits are shown (labeled solid lines) for several possible new Yukawa forces arising
from a coupling to Baryon number (B), Baryon minus Lepton number (B-L) and the
dilaton. These assume a uniform Earth density. Previous limits are shown in solid
(yellow) shading [25]. The dashed line is the current limit on a force coupling to B
from an Equivalence Principle experiment using a realistic Earth model [26].
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by another equivalence principle experiment[26]. This experimental result shows the

difference that a realistic Earth model makes for the limits.

1.3 Experiments Beyond the EP

Our planned equivalence principle experiment is clearly an important test of one of

the foundations of GR. However, since other theories of gravity can also respect the

EP, the experiment does not test any unique GR predictions. In the near future,

we foresee the possibility of applying atom interferometry to other gravity tests that

do probe such effects. The technology developed for our EP experiment is directly

applicable to this next generation of measurements.

1.3.1 Post-Newtonian Gravity

One exciting direction of research is to look for post–Newtonian gravitational effects

in laboratory experiments. In the limit of weak gravity (such as on the surface of

the Earth), gravity is nearly Newtonian and GR shows up as small perturbations to

classical predictions. To calculate the effect of these GR corrections to Newtonian

gravity on our atom interferometer, we need to rely on the metric governing the mo-

tion of the atoms and photons in the experiment. The parameterized post-Newtonian

(PPN) expansion is a convenient formalism for this purpose that facilitates quanti-

tative comparison between GR and other competing theories of gravity. Consider a

Schwarzschild spacetime in the PPN expansion (~ = c = 1):

ds2 = (1 + 2ϕ+ 2βϕ2)dt2 − (1− 2γϕ)dr2 − r2dΩ2 (1.3)

where ϕ = −GM
r

is the Earth’s gravitational potential, and β and γ are PPN pa-

rameters. Combining the geodesic equations for the spatial xi (i = 1, 2, 3) and t, the

coordinate acceleration of an atom in the frame of Eq. 1.3 (with v = dx
dt
) is

dv

dt
= −∇(ϕ+ (β + γ)ϕ2) + γ(3(v · r̂)2 − 2v2)∇ϕ+ 2v(v · ∇ϕ) (1.4)
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This illustrates two classes of leading GR corrections to the Newtonian force law

(v̇ = −∇ϕ ≡ g). The ∇ϕ2 terms are related to the non-linear (non-Abelian) nature

of gravity, indicating that gravitational energy gravitates through a three-graviton

vertex. To see this, consider the relativistic gravitational acceleration in the limit of

v = 0:
dv

dt
= −∇(ϕ+ (β + γ)ϕ2). (1.5)

Note that the divergence of the relativistic gravitational field v̇ given in Eq. 1.5 is

nonzero because of the ∇ϕ2 terms. Just as for an electric field, a nonzero divergence

of the relativistic gravitational field implies a local source density ρG, in this case a

local energy density, proportional to that divergence:

ρG ∼ ∇ · dv
dt

∼ ∇ · ∇ϕ2 = 2(∇ϕ)2 = 2g2 (1.6)

(since g = −∇ϕ and ∇2ϕ = 0). So the local energy density here is proportional to

the gravitational field squared, analogous to the energy density of the electric field

ρE ∝ E2. This gravitational field energy is the physical origin of the ∇ϕ2 terms.

The second class of corrections present in Eq. 1.4 are velocity dependent forces

related to the gravitation of the atom’s kinetic energy. In GR, all types of energy and

momentum gravitate. Thus, the kinetic energy associated with the relative motion

of the atom with respect to the Earth modifies the effective gravitational field that

the atom experiences.

The non-linear GR corrections are smaller than Newtonian gravity by a factor of

ϕ ∼ 7×10−10, while the velocity dependent forces are smaller by v2 ∼ 10−15 for typical

atom velocities v ∼ (10 m/s)/c. As shown in Chapter 6, the non-linear terms can

only be measured through a gradient of the force produced and so are reduced by an

additional factor of the ratio of the size of the experiment to the radius of the Earth,

or 10m
RE

≈ 10−6 for a 10 m long experiment. Both effects are then ∼ 10−15g. This

estimate is tantalizing because it is at the same level of sensitivity as our proposed

EP apparatus, in principle permitting detection of these effects and their associated

PPN parameters. Since alternative theories of gravity predict differing values for the

PPN parameters in general, measurements of post-Newtonian corrections provide an
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opportunity for strict tests of these theories.

1.3.2 Gravitational Wave Detection

In addition to laboratory tests, atom interferometry may prove to be a useful tool for

observational science as well, specifically in the search for gravitational waves. Direct

gravitational wave (GW) detection promises to open a new window into the Universe.

Astrophysical objects such as black holes, neutron stars and white dwarf binaries

which are difficult to observe electromagnetically are bright sources of gravitational

radiation. GWs are unaffected by recombination and can probe the earliest epochs

of the Universe. Since GW are generated by the most extreme astrophysics processes

such as binary mergers, GW detection offers a way to probe general relativity in the

strong gravity limit.

Laser interferometers (e.g. LIGO) have been at the forefront of GW astronomy.

However, the sensitivity of current light interferometers at frequencies below ∼ 40 Hz

is severely limited by seismic noise. As described in Chapter 7, a gravity wave detector

based on two atom interferometers operated in a gradiometer configuration could

circumvent this limit, allowing for GW detection at lower frequencies. Conceptually,

the atoms act as the inertial test masses of the sensor, analogous to the mirrors in a

LIGO–like detector, with the advantage that the atoms are in free-fall and as a result

are intrinsically highly decoupled from the noisy environment.3

The lower frequency range accessible to an atom interferometric GW sensor would

be complementary to the range available to laser interferometers. In particular, the

GW spectrum between 10−3 Hz and 10 Hz probes several exciting sources. The

mergers of bright GW sources like white dwarf binaries, intermediate and massive

black holes occur in this band. Moreover, compact solar mass binaries spend long

times moving through this band before rapidly coalescing in LIGO’s band, increasing

the population of the binaries in this band relative to the number accessible to LIGO.

Also, the long lifetime of the compact binaries in this band increases the integration

3The remaining seismic coupling from the laser light can be greatly suppressed if the pair of
interferometers is operated using the same light pulses; then this noise cancels as a common mode
in the differential measurement.
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time available to see them resulting in a significant enhancement in their detectability.

The 10−3 Hz − 10 Hz band is also interesting for stochastic GW searches [28].

The power spectra of GWs from violent events in the Universe at the TeV scale are

typically peaked around 10−3 Hz − 10−1 Hz. Furthermore, the energy density ΩGW

in gravitational radiation produced by phenomena such as inflation is flat over sev-

eral frequency decades. Consequently, the strain h of the GWs produced by these

phenomena is significantly higher at lower frequencies. Since GW detectors respond

to h, these sources can be more easily detected at lower frequencies. Atom interfer-

ometric GW detectors in the sub-Hertz band can thus provide a new astrophysical

and cosmological probe.

1.4 Organization of the thesis

An overview of this thesis is as follows. Chapter 2 discusses the basics of atom

interferometry and describes the general measurement sequence. Chapters 3 and 4

then deal with precision modeling of our dual species atom interferometer with the

purpose of determining the systematic error budget. Chapter 3 begins with a review

of the classical theory for calculating phase shifts in a light pulse atom interferometer.

The material in Chapter 3 originally appeared in [29] and [30]. Chapter 4 goes on

to apply this general result to our specific apparatus and then discusses the resulting

experimental requirements. This chapter originally appeared in [30] and is work done

in collaboration with David Johnson and Mark Kasevich.

Chapter 5 contains the technical description of the 10 m atomic fountain that we

have built during the last six years for the purpose of testing the equivalence principle.

I also discuss some of the design decisions that we made for addressing the systematic

errors discussed in Chapter 4.

Chapters 6 and 7 consider the prospects for new measurements beyond the equiv-

alence principle that rely on the technology and hardware of the 10 m apparatus.

Chapter 6 discusses post-Newtonian effects and the measurement strategies required

to extract them. In addition, I also present our formalism for calculating relativis-

tically covariant phase shifts for an atom interferometer in an arbitrary space-time
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metric. The work in Chapter 6 originally appeared in [29] and was done in collabora-

tion with Savas Dimopoulos, Peter Graham, and Mark Kasevich. Finally, Chapter 7

is a study on the prospects for gravitational wave detection using atom interferometry,

including a detailed review of many experimentally relevant backgrounds. This ma-

terial first appeared in [31] and is work done in collaboration with Savas Dimopoulos,

Peter Graham, Mark Kasevich, and Surjeet Rajendran.

Appendix A describes a proposed test of atom (and neutron) charge neutrality

using a modified version of the EP apparatus described in Chapter 5. This work orig-

inally appeared in [32] and was done in collaboration with Asimina Arvanitaki, Savas

Dimopoulos, Andrew Geraci, and Mark Kasevich. Appendix B contains an analysis

of the sensitivity of an atom interferometer to gravity inhomogeneities. Appendix C

describes the optical frequency shifting technique using serrodyne modulation that we

developed for generating the laser frequencies for the dual species MOT. This mate-

rial originally appeared in [33] and is work done in collaboration with David Johnson,

Sheng-wey Chiow, and Mark Kasevich. Finally, Appendix D describes a proposal for

picosecond optical switching using RF non-linear transmission lines, including a proof

of concept implementation of the technique. The work in Appendix D was done in

collaboration with David Johnson, Sheng-wey Chiow, and Mark Kasevich.



Chapter 2

Atom Interferometry

Atom interferometry can be used to measure accelerations precisely. In a light pulse

atom interferometer, the atom is forced to follow a superposition of two spatially and

temporally separated free-fall paths. This is accomplished by coherently splitting the

atom wavefunction with a pulse of light that transfers momentum to a part of the

atom. When the atom is later recombined, the resulting interference pattern depends

on the relative phase accumulated along the two paths. This phase shift results from

both the free-fall evolution of the quantum state along each path as well as from the

local phase of the laser which is imprinted on the atom during each of the light pulses.

Consequently, the phase shift is exquisitely sensitive to inertial forces present during

the interferometer sequence, since it precisely compares the motion of the atom to

the reference frame defined by the laser phase fronts. For our EP experiment, the

goal sensitivity of the apparatus exceeds 10−14 m/s2.[34]

A single measurement of acceleration in an atom interferometer consists of three

steps: atom cloud preparation, interferometer pulse sequence, and detection. In the

first step, the cold atom cloud is prepared. Using laser cooling and evaporative cooling

techniques [35], a sub-microkelvin cloud of atoms is formed. Cold atom clouds are

needed so that as many atoms as possible will travel along the desired trajectory and

contribute to the signal. In addition, many potential systematic errors (see Section

4.1, and also Sections 7.4.2 and 7.5.2) are sensitive to the atom’s initial conditions,

so cooling can mitigate these unwanted effects. Here, evaporative cooling is preferred

13
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since it yields the required tight control of the initial position and velocity of the cloud

that cannot be achieved with laser cooling alone. At the end of the cooling procedure,

the final cloud number density is kept low enough so that atom-atom interactions

within the cloud are negligible (Section 6.3 contains a quantitative discussion of this

point). This dilute ensemble of cold atoms is then launched with velocity vL by

transferring momentum from laser light. To avoid heating the cloud during launch,

the photon recoil momenta should be transferred to the atoms coherently so that

spontaneous emission is avoided. A promising way to implement such a launch is to

accelerate the atoms using an optical lattice potential [36]. A detailed description of

our lattice launch appears in Section 5.3.3.

In the second phase of the measurement, the atoms follow free-fall trajectories and

the interferometry is performed. A sequence of laser pulses serve as beamsplitters and

mirrors that coherently divide each atom’s wavepacket and then later recombine it to

produce the interference. Figure 2.1 is a space-time diagram illustrating this process

for a single atom. The atom beamsplitter is implemented using a stimulated two-

photon transition. In this process, laser light incident from the bottom of Fig. 6.1

with wavevector k1 is initially absorbed by the atom. Subsequently, laser light with

wavevector k2 incident from the top stimulates the emission of a k2-photon from the

atom, resulting in a net momentum transfer of ~keff = ~k2 − ~k1 ≈ 2~k2.

Note that the interferometer model depicted in Fig. 2.1 is sufficient for calcula-

tions in the non-relativistic limit, including the estimation of systematic errors in the

equivalence principle apparatus. However, it ultimately break down when relativity

becomes important since, for example, the model ignores the finite speed of light.1

Figure 2.2 shows the relativistically correct interferometer diagram which accounts for

the geodesic motion of both the atoms and the light. In Fig. 2.2, the two-photon atom

optics are represented by the intersection of two counter-propagating photon paths

at each interaction node. This relativistic model will be necessary for the treatment

of GR effects that appears in Chapter 6.

There are several schemes for exchanging momentum between the atoms and the

lasers. Figure 2.3(a) shows the case of a Raman transition in which the initial and

1‘Infinite speed’ photons appear as vertical waves in Fig. 2.1
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Figure 2.1: Non-relativistic space–time diagram for a single atom of mass m during
the interferometer pulse sequence. The atom is launched with velocity vz from the
bottom of the vacuum system. At time t = 0, a π

2
(beamsplitter) pulse is applied

to coherently divide the atom wavefunction. After a time T , a π (mirror) pulse is
applied that reverses the relative velocity between the wavefunction components. A
final π

2
(beamsplitter) pulse at time 2T results in interference between the two space–

time paths. The interferometer phase shift is inferred by measuring the probability
of detecting the atom in either state |1⟩ (solid line) or state |2⟩ (dashed line). Note
that points D and E are in general spatially separated in the presence of non-uniform
forces, leading to a separation phase shift.
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Figure 2.2: A relativistically correct version of a light pulse atom interferometer
space-time diagram. The black curves indicate the geodesic motion of a single atom
near the surface of the Earth. Laser light used to manipulate the atom is incident
from above (light gray) and below (dark gray) and travels along null geodesics. The
finite speed of the light has been exaggerated.

final states are different internal atomic energy levels. The light fields entangle the

internal and external degrees of freedom of the atom, resulting in an energy level

change and a momentum kick. As an alternative to this, it is also possible to use

Bragg transitions in which momentum is transferred to the atom while the internal

atomic energy level stays fixed (see Fig. 2.4). In both the Raman and Bragg scheme,

the two lasers are far detuned from the optical transitions, resulting in a negligibly

small occupancy of the excited state |e⟩. This avoids spontaneous emission from

the short-lived excited state. To satisfy the resonance condition for the desired two-

photon process, the frequency difference between the two lasers is set equal to the

atom’s recoil kinetic energy (Bragg) plus any internal energy shift (Raman). While

the laser light is on, the atom undergoes Rabi oscillations between states |p⟩ and

|p+ ~keff⟩ (see Fig. 2.3(b)). A beamsplitter results when the laser pulse time is

equal to a quarter of a Rabi period (π
2
pulse), and a mirror requires half a Rabi

period (π pulse).

After the initial beamsplitter (π
2
) pulse, the atom is in a superposition of states

which differ in velocity by ~keff/m. The resulting spatial separation of the halves of

the atom is proportional to the interferometer’s sensitivity to acceleration along the

direction of keff. After a time T , a mirror (π) pulse reverses the relative velocity of the



CHAPTER 2. ATOM INTERFEROMETRY 17

(a)

È1,p\
È2,p+Ñk\

Ω1 Ω2

(b)

0 Π

2 Π 3 Π
2

2 Π
0

1
2

1

t @WRabi
-1
D

È1,p\

È2,p+Ñk\

Figure 2.3: (a) Energy level diagram for a stimulated Raman transition between
atomic states |1⟩ and |2⟩ through a virtual excited state using lasers of frequency ω1

and ω2 with propagation vectors k1 and k2, respectively. (b) The probability that
the atom is in states |1⟩ and |2⟩ in the presence of these lasers as a function of the
time the lasers are on. A π

2
pulse is a beamsplitter since the atom ends up in a

superposition of states |1⟩ and |2⟩ while a π pulse is a mirror since the atom’s state
is changed completely.
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Figure 2.4: The atomic energy level diagram for a series of sequential two-photon
Bragg transitions plotted as energy versus momentum. The horizontal lines indicate
the states through which the atom is transitioned. The diagonal lines connecting
the states represent the laser frequencies used in the transition. The result of this
transition is to give the atom a large momentum.
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two components of the atom, eventually leading to spatial overlap. To complete the

sequence, a final beamsplitter pulse applied at time 2T interferes these overlapping

components at the intersection point of the two paths. In this work we primarily

consider this beamsplitter-mirror-beamsplitter (π
2
−π− π

2
) sequence [11], the simplest

implementation of an accelerometer and the matter-wave analog of a Mach-Zender

interferometer.

The third and final step of each acceleration measurement is atom detection. At

the end of the interferometer sequence, each atom is in a superposition of the two

output velocity states, as shown by the diverging paths at the top of Fig. 6.1. Since

these two states differ in velocity by ∼ ~keff/m, they spatially separate. After an

appropriate drift time, the two paths can be separately resolved, and the populations

are then measured by absorption imaging. These two final velocity states are directly

analogous to the two output ports of a Mach-Zehnder light interferometer after the

final recombining beamsplitter. As with a light interferometer, the probability that

an atom will be found in a particular output port depends on the relative phase

acquired along the two paths of the atom interferometer.

Recent atom interferometers have demonstrated sensor noise levels limited only by

the quantum projection noise of the atoms (atom shot noise) [37, 38, 39]. Assuming

a typical time–average atom flux of n = 106 atoms/s, the resulting phase sensitivity

is ∼ 1/
√
n = 10−3 rad/

√
Hz and the ultimate phase uncertainly is ∼ 10−6 rad after

106 s of integration. This noise performance can potentially be improved by using

entangled states instead of uncorrelated atom ensembles [40]. For a suitably entangled

source, the Heisenberg limit is SNR ∼ n, a factor of
√
n improvement. For n ∼ 106

entangled atoms, the potential sensitivity improvement is 103. Recent progress using

these techniques may soon make improvements in signal-to-noise ratio (SNR) on the

order of 10 to 100 realistic [41]. Of course, improvements in SNR may be easier to

achieve simply with increased atom flux without using entanglement.

Another sensitivity improvement involves the use of more sophisticated atom op-

tics. The acceleration sensitivity of the interferometer is proportional to the effective

momentum ~keff transferred to the atom during interactions with the laser. Both the

Bragg and Raman schemes described above rely on a two–photon process for which
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~keff = 2~k, but large momentum transfer (LMT) beamsplitters with up to 10~k or

perhaps 100~k are possible [42]. Promising LMT beamsplitter candidates include

optical lattice manipulations [36, 42, 43], sequences of Raman pulses [44] and multi-

photon Bragg diffraction [45]. Figure 2.4 illustrates an example of an LMT process

consisting of a series of sequential two–photon Bragg transitions as may be realized in

an optical lattice[43]. As the atom accelerates, the resonance condition is maintained

by increasing the frequency difference between the lasers.

Finally, consider the expected acceleration sensitivity our new atom interferomet-

ric gravimeter. Our dual isotope rubidium interferometer described in Chapter 5 takes

advantage of an L ≈ 10 m vacuum system which allows for a long interrogation time

of T = 1.34 s [34, 30]. As Chapter 4 shows, the phase response of the interferometer

to an acceleration g is ϕg = keffgT
2. Using 10~k LMT beamsplitters and shot–noise

limited detection of n = 106 atoms/s for this apparatus results in a sensitivity of

δg =

(
δϕ

ϕg

)
g =

1/
√
n

keffT 2
≈

1/
√

106 atoms
s

(10× 2π
780 nm

)(1.34 s)2
∼ 7× 10−13 g/

√
Hz (2.1)

which gives a precision of ∼ 10−15g after a day of integration. In the most conservative

case, constraining ourselves to conventional 2~k atom optics leads to a precision

of < 10−15g after ∼ 1 month of integration. This estimate is based on realistic

extrapolations from current performance levels, which are at 10−10g [17].



Chapter 3

Phase shift determination

Here we review the theory for calculating the phase difference between the two halves

of the atom at the end of the light-pulse atom interferometer pulse sequence. These

results are well-known [46, 47, 30]. Other equivalent formalisms for this calculation

exist as well (see, for example [48, 49]). The discussion of systematic errors in Chapter

4 relies on the formulae for the phase difference presented in Section 3.1. The proof

of these formulae as well as a discussion of their range of validity is given in Section

3.2 but is not necessary for the rest of the thesis.

3.1 Phase shift formulae

The main result we will show is that the total phase difference ∆ϕtot between the two

paths of an atom interferometer may be written as the sum of three easily calculated

components:

∆ϕtot = ∆ϕpropagation +∆ϕseparation +∆ϕlaser. (3.1)

For this calculation we take ~ = c = 1.

The propagation phase ∆ϕpropagation arises from the free–fall evolution of the atom

between light pulses and is given by

∆ϕpropagation =
∑
upper

(∫ tF

tI

(Lc − Ei)dt

)
−
∑
lower

(∫ tF

tI

(Lc − Ei)dt

)
(3.2)

20
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where the sums are over all the path segments of the upper and lower arms of the

interferometer, and Lc is the classical Lagrangian evaluated along the classical tra-

jectory of each path segment. In addition to the classical action, Eq. (3.2) includes a

contribution from the internal atomic energy level Ei. The initial and final times tI

and tF for each path segment, as well as Lc and Ei, all depend on the path segment.

The laser phase ∆ϕlaser comes from the interaction of the atom with the laser

field used to manipulate the wavefunction at each of the beamsplitters and mirrors

in the interferometer. At each interaction point, the component of the state that

changes momentum due to the light acquires the phase of the laser ϕL(t0,xc(t0)) =

k · xc(t0)− ωt0 + ϕ evaluated at the classical point of the interaction:

∆ϕlaser =

(∑
j

±ϕL(tj,xu(tj))

)
upper

−

(∑
j

±ϕL(tj,xl(tj))

)
lower

(3.3)

The sums are over all the interaction points at the times tj, and xu(t) and xl(t) are the

classical trajectories of the upper and lower arm of the interferometer, respectively.

The sign of each term depends on whether the atom gains (+) or loses (−) momentum

as a result of the interaction.

The separation phase ∆ϕseparation arises when the classical trajectories of the two

arms of the interferometer do not exactly intersect at the final beamsplitter (see Fig.

3.1). For a separation between the upper and lower arms of ∆x = xl − xu, the

resulting phase shift is

∆ϕseparation = p̄ ·∆x (3.4)

where p̄ is the average classical canonical momentum of the atom after the final

beamsplitter.

3.2 Justification of phase shift formulae

The interferometer calculation amounts to solving the Schrodinger equation with the

following Hamiltonian:

Ĥtot = Ĥa + Ĥext + V̂int(x̂) (3.5)
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Here Ĥa is the internal atomic structure Hamiltonian, Ĥext is the Hamiltonian for

the atom’s external degrees of freedom (center of mass position and momentum), and

V̂int(x̂) = −µ̂ · E(x̂) is the atom-light interaction, which we take to be the electric

dipole Hamiltonian with µ̂ the dipole moment operator.

The calculation is naturally divided into a series of light pulses during which

V̂int ̸= 0, and the segments between light pulses during which V̂int = 0 and the atom is

in free-fall. When the light is off, the atom’s internal and external degrees of freedom

are decoupled. The internal eigenstates satisfy

i∂t |Ai⟩ = Ĥa |Ai⟩ = Ei |Ai⟩ (3.6)

and we write the solution as |Ai⟩ = |i⟩ e−iEi(t−t0) with time-independent eigenstate |i⟩
and energy level Ei.

For the external state solution |ψ⟩, we initially consider Ĥext = H(x̂, p̂) to be an

arbitrary function of the external position and momentum operators:

i∂t |ψ⟩ = H(x̂, p̂) |ψ⟩ . (3.7)

It is now useful to introduce a Galilean transformation operator

Ĝc ≡ Ĝ(xc,pc, Lc) = ei
∫
Lcdte−ip̂·xceipc·x̂ (3.8)

which consists of momentum boost by pc, a position translation by xc, and a phase

shift. We choose to write

|ψ⟩ = Ĝc |ϕCM⟩ . (3.9)

We will show that for a large class of relevant Hamiltonians, if xc, pc, and Lc are taken

to be the classical position, momentum and Lagrangian, respectively, then |ϕCM⟩ is
a wavepacket with ⟨x̂⟩ = ⟨p̂⟩ = 0, and the dynamics of |ϕCM⟩ do not affect the phase

shift result (i.e., |ϕCM⟩ is the center of mass frame wavefunction). However, for now

we maintain generality and just treat xc, pc, and Lc as arbitrary functions of time.
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Combining (3.7) and (3.9) results in

i∂t |ϕCM⟩ =
{
Ĝ†

cH(x̂, p̂)Ĝc − iĜ†
c∂tĜc

}
|ϕCM⟩ (3.10)

= {H(x̂+ xc, p̂+ pc) + ṗc · x̂− (p̂+ pc) · ẋc + Lc} |ϕCM⟩

where we used the following identities:

Ĝ†
cx̂Ĝc = x̂+ xc (3.11)

Ĝ†
cp̂Ĝc = p̂+ pc

Ĝ†
cH(x̂, p̂)Ĝc = H(x̂+ xc, p̂+ pc)

Next, we Taylor expand H(x̂+ xc, p̂+ pc) about xc and pc,

H(x̂+ xc, p̂+ pc) = H(xc,pc) + ∇̂xH(xc,pc) · x̂+∇p̂H(xc,pc) · p̂+ Ĥ2 (3.12)

where Ĥ2 contains all terms that are second order or higher in x̂ and p̂. (We will

ultimately be allowed to neglect Ĥ2 in this calculation.) Inserting this expansion and

grouping terms yields

i∂t |ϕCM⟩ =
{(
Hc − ẋc · pc + Lc

)
+
(
∇xcHc + ṗc

)
· x̂+

(
∇pcHc − ẋc

)
· p̂+ Ĥ2

}
|ϕCM⟩

where we have defined the classical Hamiltonian Hc ≡ H(xc,pc). If we now let xc,

pc, and Lc satisfy Hamilton’s equations,

ẋc = ∇pcHc (3.13)

ṗc = −∇xcHc

Lc = ẋc · pc −Hc

with pc ≡ ∇ẋcLc the classical canonical momentum, then |ϕCM⟩ must satisfy

i∂t |ϕCM⟩ = Ĥ2 |ϕCM⟩ (3.14)
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Next we show that it is possible to choose |ϕCM⟩ with ⟨x̂⟩ = ⟨p̂⟩ = 0 for a certain

class of Ĥ2, so that xc and pc completely describe the atom’s classical center of

mass trajectory. This is known as the semi-classical limit. Starting from Ehrenfest’s

theorem for the expectation values of |ϕCM⟩,

∂t ⟨x̂i⟩ = i
⟨[
Ĥ2, x̂i

]⟩
=
⟨
∂p̂iĤ2

⟩
(3.15)

∂t ⟨p̂i⟩ = i
⟨[
Ĥ2, p̂i

]⟩
= −

⟨
∂x̂i
Ĥ2

⟩
(3.16)

and expanding about ⟨x̂⟩ and ⟨p̂⟩,

∂t ⟨x̂i⟩ =
⟨
∂p̂iĤ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

+ ∂p̂j∂p̂iĤ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

(p̂j − ⟨p̂j⟩) + ∂x̂j
∂p̂iĤ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

(x̂j − ⟨x̂j⟩)

+
1

2 !
∂p̂i∂p̂j∂p̂kĤ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

(p̂j − ⟨p̂j⟩) (p̂k − ⟨p̂k⟩) + · · ·
⟩

∂t ⟨p̂i⟩ =
⟨
∂x̂i
Ĥ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

+ ∂x̂j
∂x̂i
Ĥ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

(x̂j − ⟨x̂j⟩) + ∂p̂j∂x̂i
Ĥ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

(p̂j − ⟨p̂j⟩)

+
1

2 !
∂x̂k

∂x̂j
∂x̂i
Ĥ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

(x̂j − ⟨x̂j⟩) (x̂k − ⟨x̂k⟩) + · · ·
⟩

we find the following:

∂t ⟨x̂i⟩ = ∂p̂iĤ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

+
1

2 !
∂p̂k∂p̂j∂p̂iĤ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

∆p2jk + · · · (3.17)

∂t ⟨p̂i⟩ = − ∂x̂i
Ĥ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

− 1

2 !
∂x̂k

∂x̂j
∂x̂i
Ĥ2

∣∣∣
⟨x̂⟩,⟨p̂⟩

∆x2jk + · · · (3.18)

where ∆x2jk ≡ ⟨x̂jx̂k⟩ − ⟨x̂j⟩ ⟨x̂k⟩ and ∆p2jk ≡ ⟨p̂j p̂k⟩ − ⟨p̂j⟩ ⟨p̂k⟩ are measures of

the wavepacket’s width in phase space 1. This shows that if Ĥ2 contains no terms

higher than second order in x̂ and p̂, then Ehrenfest’s theorem reduces to Hamilton’s

equations, and the expectation values follow the classical trajectories. Furthermore,

this implies that we can choose |ϕCM⟩ to be the wavefunction in the atom’s rest

frame, since ⟨x̂⟩ = ⟨p̂⟩ = 0 is a valid solution to Eqs. (3.17) and (3.18) so long as

all derivatives of Ĥ2 higher than second order vanish. In addition, even when this

1In general, there will also be cross terms with phase space width such as ⟨x̂j p̂k⟩ − ⟨x̂j⟩ ⟨p̂k⟩.
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condition is not strictly met, it is often possible to ignore the non-classical corrections

to the trajectory so long as the phase space widths ∆xjk and ∆pjk are small compared

to the relevant derivatives of Ĥ2 (i.e., the semi-classical approximation). For example,

such corrections are present for an atom propagating in the non-uniform gravitational

field g of the Earth for which ∂r̂∂r̂∂r̂Ĥ2 ∼ ∂2rg. Assuming an atom wavepacket width

∆x . 1 mm, the deviation from the classical trajectory is ∂t ⟨p̂⟩ ∼ (∂2rg)∆x
2 . 10−20g,

which is a negligibly small correction even in the context of the ∼ 10−15g apparatus

we describe below for testing the Equivalence Principle.

The complete solution for the external wavefunction requires a solution of Eq.

(3.14) for |ϕCM⟩, but this is non-trivial for general Ĥ2. In the simplified case where

Ĥ2 is second order in x̂ and p̂, the exact expression for the propagator is known [50]

and may be used to determine the phase acquired by |ϕCM⟩. However, this step is

not necessary for our purpose, because for second order external Hamiltonians the

operator Ĥ2 does not depend on either xc or pc. In this restricted case, the solution

for the rest frame wavefunction |ϕCM⟩ does not depend on the atom’s trajectory.

Therefore, any additional phase evolution in |ϕCM⟩ must be the same for both arms of

the interferometer and so does not contribute to the phase difference. This argument

breaks down for more general Ĥ2, as does the semi-classical description of the atom’s

motion, but the corrections will depend on the width of |ϕCM⟩ in phase space as

shown in Eqs. (3.17) and (3.18). We ignore all such wavepacket-structure induced

phase shifts in this analysis by assuming that the relevant moments {∆xjk,∆pjk, . . .}
are sufficiently small so that these corrections can be neglected. As shown above for

the non-uniform (∂2rg ̸= 0) gravitational field of the Earth, this condition is easily

met in many experimentally relevant situations.

Finally, we can write the complete solution for the free propagation between the

light pulses:

⟨x|ψ,Ai⟩ = ⟨x| Ĝc |ϕCM⟩ |Ai⟩ = ei
∫ tF
tI

Lcdteipc·(x−xc)ϕCM(x− xc) |i⟩ e−iEi(tF−tI) (3.19)

We see that this result takes the form of a traveling wave with de Broglie wavelength

set by pc multiplied by an envelope function ϕCM(x), both of which move along the
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classical path xc. Also, the wavepacket accumulates a propagation phase shift given

by the classical action along this path, as well as an additional phase shift arising

from the internal atomic energy:

∆ϕpropagation =
∑
upper

(∫ tF

tI

(Lc − Ei)dt

)
−
∑
lower

(∫ tF

tI

(Lc − Ei)dt

)
(3.20)

where the sums are over all the path segments of the upper and lower arms of the

interferometer, and tI , tF , Lc, and Ei all depend on the path.

Next, we consider the time evolution while the light is on and V̂int ̸= 0. In this

case, the atom’s internal and external degrees of freedom are coupled by the electric

dipole interaction, so we work in the interaction picture using the following state

ansatz:

|Ψ⟩ =
∫
dp
∑
i

ci(p) |ψp⟩ |Ai⟩ (3.21)

where we have used the momentum space representation of |ϕCM⟩ and so |ψp⟩ ≡
Ĝce

−iĤ2(t−t0) |p⟩. Inserting this state into the Schrodinger equation gives the interac-

tion picture equations,

i∂t |Ψ⟩ = i

∫
dp
∑
i

∂ci(p)

∂t
|ψp⟩ |Ai⟩+ Ĥa |Ψ⟩+ Ĥext |Ψ⟩ = Ĥtot |Ψ⟩

ċi(p) ≡
∂ci(p)

∂t
=

1

i

∫
dp′
∑
j

cj(p
′) ⟨Ai| ⟨ψp| V̂int(x̂) |ψp′⟩ |Aj⟩ (3.22)

where we used (3.6) and (3.7) as well as the orthonormality of |Ai⟩ and |ψp⟩. The

interaction matrix element can be further simplified by substituting in |ψp⟩ and using

identity (3.11):

⟨ψp| V̂int(x̂) |ψp′⟩ = ⟨p| eiĤ2(t−t0)V̂int(x̂+ xc)e
−iĤ2(t−t0) |p′⟩ (3.23)

= ⟨p| V̂int(x̂+ xc) |p′⟩ e
i

(
p2

2m
−p′2

2m

)
(t−t0)

where we have made the simplifying approximation that Ĥ2 ≈ p̂2

2m
. This approxima-

tion works well as long as the light pulse time τ ≡ t − t0 is short compared to the
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time scale associated with the terms dropped from Ĥ2. For example, for an atom in

the gravitational field of Earth, this approximation ignores the contributionm(∂rg)x̂
2

from the gravity gradient, which for an atom of size ∆x ≈ 1 mm leads to a frequency

shift ∼ m(∂rg)∆x
2 ∼ 1 mHz. For a typical pulse time τ < 1 ms, the resulting er-

rors are . 1 µrad and can usually be neglected. Generally, in this analysis we will

assume the short pulse (small τ) limit and ignore all effects that depend on the fi-

nite length of the light pulse. These systematic effects can sometimes be important,

but they are calculated elsewhere[51][52]. In the case of the 87Rb–85Rb Equivalence

Principle experiment we discuss below, such errors are common-mode suppressed in

the differential signal because we use the same laser pulse to manipulate both atoms

simultaneously.

As mentioned before, we typically use a two photon process for the atom optics

(i.e., Raman or Bragg) in order to avoid transferring population to the short-lived

excited state. However, from the point of view of the current analysis, these three-

level systems can typically be reduced to effective two-level systems[53][54]. Since the

resulting phase shift rules are identical, we will assume a two-level atom coupled to

a single laser frequency to simplify the analysis. Assuming a single traveling wave

excitation E(x̂) = E0 cos (k · x̂− ωt+ ϕ), Eq. (3.22) becomes

ċi(p) =
1

2i

∫
dp′
∑
j

Ωij cj(p
′) ⟨p|

(
ei(k·(x̂+xc)−ωt+ϕ) + h.c.

)
|p′⟩ ei

∫ t
t0
ωij+

p2

2m
−p′2

2m
dt

(3.24)

where the Rabi frequency is defined as Ωij ≡ ⟨i| (−µ̂ ·E0) |j⟩ and ωij ≡ Ei−Ej. Now

we insert the identity

k · (x̂+ xc)− ωt+ ϕ = k · x̂︸ ︷︷ ︸
boost

+
(
k · xc(t0)− ωt0 + ϕ

)
︸ ︷︷ ︸

laser phase

+

∫ t

t0

(k · ẋc − ω)dt︸ ︷︷ ︸
Doppler shift

(3.25)
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into Eq. (3.24) and perform the integration over p′ using ⟨p| e±ik·x̂ |p′⟩ = ⟨p|p′ ± k⟩:

ċi(p) =
1

2i

∑
j

Ωij

{
cj(p− k)eiϕLe

i
∫ t
t0
(ωij−ω+k·ẋc+

k·p
m

− k2

2m
)dt

+ cj(p+ k)e−iϕLe
−i

∫ t
t0
(−ωij−ω+k·ẋc+

k·p
m

+ k2

2m
)dt

}
(3.26)

where we define the laser phase at point {t0,xc(t0)} as ϕL ≡ k·xc(t0)−ωt0+ϕ. Finally,
we impose the two-level constraint (i = 1, 2) and consider the coupling between c1(p)

and c2(p+ k):

ċ1(p) =
1

2i
Ω c2(p+ k)e−iϕLe

−i
∫ t
t0
∆(p)dt

(3.27)

ċ2(p+ k) =
1

2i
Ω∗c1(p)e

iϕLe
i
∫ t
t0
∆(p)dt

Here the detuning is ∆(p) ≡ ω0 − ω + k · (ẋc +
p
m
) + k2

2m
, the Rabi frequency is

Ω ≡ Ω12 = (Ω21)
∗, and ω0 ≡ ω21 > 0. In arriving at Eqs. (3.27) we made the rotating

wave approximation[55], dropping terms that oscillate at (ω0 +ω) compared to those

oscillating at (ω0 − ω). Also, Ωii = 0 since the |Ai⟩ are eigenstates of parity and µ̂ is

odd.

The general solution to (3.27) is[
c1(p, t)

c2(p+ k, t)

]
=

[
Λc(p)e

− i
2
∆(p)τ −iΛs(p)e

− i
2
∆(p)τe−iϕL

−iΛ∗
s(p)e

i
2
∆(p)τeiϕL Λ∗

c(p)e
i
2
∆(p)τ

]

×

[
c1(p, t0)

c2(p+ k, t0)

]
(3.28)

Λc(p) = cos

(
1

2

√
∆(p)2 + |Ω|2 τ

)
+ i

∆(p)√
∆(p)2 + |Ω|2

sin

(
1

2

√
∆(p)2 + |Ω|2 τ

)
(3.29)

Λs(p) =
Ω√

∆(p)2 + |Ω|2
sin

(
1

2

√
∆(p)2 + |Ω|2 τ

)
(3.30)
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In integrating (3.27) we applied the short pulse limit in the sense of k · ẍcτ
2 ≪ 1,

ignoring changes of the atom’s velocity during the pulse. For an atom falling in

the gravitational field of the Earth, even for pulse times τ ∼ 10 µs this term is

∼ kgτ 2 ∼ 10−2 rad which is non-negligible at our level of required precision. However,

for pedagogical reasons we ignore this error here. Corrections due to the finite pulse

time are suppressed in the proposed differential measurement between Rb isotopes

since we use the same laser to simultaneously manipulate both species (see Section

5.3).

For simplicity, from now on we assume the light pulses are on resonance: ∆(0) =

0. We also take the short pulse limit in the sense of |∆(p)−∆(0)| τ ≪ 1 so that

we can ignore all detuning systematics. This condition is automatically satisfied

experimentally, since only the momentum states that fall within the Doppler width

∼ τ−1 of the pulse will interact efficiently with the light.[
c1(p, t)

c2(p+ k, t)

]
=

[
Λc −iΛse

−iϕL

−iΛ∗
se

iϕL Λc

][
c1(p, t0)

c2(p+ k, t0)

]
Λc = cos |Ω|τ

2

Λs =
Ω
|Ω| sin

|Ω|τ
2

(3.31)

In the case of a beamsplitter (π
2
pulse), we choose |Ω| τ = π

2
, whereas for a mirror (π

pulse) we set |Ω| τ = π:

Λπ/2 =

[
1√
2

−i√
2
e−iϕL

−i√
2
eiϕL 1√

2

]
Λπ =

[
0 −i e−iϕL

−i eiϕL 0

]
(3.32)

These matrices encode the rules for the imprinting of the laser’s phase on the atom:

the component of the atom c1(p, t0) that gains momentum from the light (absorbs

a photon) picks up a phase +ϕL, and the component of the atom c2(p + k, t0) that

loses momentum to the light (emits a photon) picks up a phase −ϕL. Symbolically,

|p⟩ → |p+ k⟩ eiϕL (3.33)

|p+ k⟩ → |p⟩ e−iϕL (3.34)
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As a result, the total laser phase shift is

∆ϕlaser =

(∑
j

±ϕL(tj,xu(tj))

)
upper

−

(∑
j

±ϕL(tj,xl(tj))

)
lower

(3.35)

where the sums are over all of the atom–laser interaction points {tj,xu(tj)} and

{tj,xl(tj)} along the upper and lower arms, respectively, and the sign is determined

by Eqs. (3.33) and (3.34).

The final contribution to ∆ϕtot is the separation phase, ∆ϕseparation. As shown in

Fig. 3.1, this shift arises because the endpoints of the two arms of the interferometer

need not coincide at the time of the final beamsplitter. To derive the expression for

separation phase, we write the state of the atom at time t = t0+ τ just after the final

beamsplitter pulse as

|Ψ(t)⟩ = |Ψu(t)⟩+ |Ψl(t)⟩ (3.36)

where |Ψu(t)⟩ and |Ψl(t)⟩ are the components of the final state that originate from

the upper and lower arms, respectively. Just before the final beamsplitter pulse is

applied, we write the state of each arm as

|Ψu(t0)⟩ =
∫
dp c1(p, t0)Ĝu(t0) |p⟩ |A1⟩ eiθu (3.37)

|Ψl(t0)⟩ =
∫
dp c2(p, t0)Ĝl(t0) |p⟩ |A2⟩ eiθl (3.38)

where Ĝu ≡ Ĝ(xu,pu, Lu) and Ĝl ≡ Ĝ(xl,pl, Ll) are the Galilean transformation

operators for the upper and lower arm, respectively. These operators translate each

wavepacket in phase space to the appropriate position (xu or xl) and momentum

(pu or pl). Here we have assumed for clarity that prior to the final beamsplitter the

upper and lower arms are in internal states |A1⟩ and |A2⟩ with amplitudes c1(p, t0)

and c2(p, t0), respectively; identical results are obtained in the reversed case. We

have also explicitly factored out the dynamical phases θu and θl accumulated along

the upper and lower arms, respectively, which contain by definition all contributions

to laser phase and propagation phase acquired prior to the final beamsplitter.

We write the wavefunction components after the beamsplitter in the form of Eq.
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Figure 3.1: Separation Phase. This is a magnified view of the end of the interferometer
which shows the upper and lower arms converging at the final beamsplitter at time t0,
and the resulting interference. The dashed and solid lines designate the components of
the wavefunction in internal states |A1⟩ and |A2⟩, respectively. After the beamsplitter,
each output port consists of a superposition of wavepackets from the upper and lower
arm. Any offset ∆x = xl − xu between the centers of the wavepacket contributions
to a given output port results in a separation phase shift.
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(3.21):

|Ψu(t)⟩ =
∫
dp
∑
i

c
(u)
i (p, t)Ĝu |p⟩ |Ai⟩ (3.39)

|Ψl(t)⟩ =
∫
dp
∑
i

c
(l)
i (p, t)Ĝl |p⟩ |Ai⟩ (3.40)

where we invoked the short pulse limit so that e−iĤ2τ ≈ 1. Next we time evolve the

states using Eq. (3.31) assuming a perfect π
2
pulse and using the initial conditions

given in Eqs. (3.37) and (3.38): namely, c
(u)
1 (p, t0) = c1(p, t0)e

iθu and c
(u)
2 (p, t0) = 0

for the upper arm and c
(l)
1 (p, t0) = 0 and c

(l)
2 (p, t0) = c2(p, t0)e

iθl for the lower arm.

|Ψu(t)⟩ =
∫
dp c1(p, t0)

{
1√
2
Ĝu |p⟩ |A1⟩+

−i√
2
eiϕL(xu)Ĝu |p+ k⟩ |A2⟩

}
eiθu (3.41)

|Ψl(t)⟩ =
∫
dp c2(p+ k, t0)

{
−i√
2
e−iϕL(xl)Ĝl |p⟩ |A1⟩+

1√
2
Ĝl |p+ k⟩ |A2⟩

}
eiθl (3.42)

We now project into position space and perform the p integrals,

⟨x|Ψu(t)⟩ =
c1(x− xu, t0)√

2

{
eipu·(x−xu) |A1⟩ − ieiϕL(xu)ei(pu+k)·(x−xu) |A2⟩

}
eiθu (3.43)

⟨x|Ψl(t)⟩ =
c2(x− xl, t0)√

2

{
−ie−iϕL(xl)ei(pl−k)·(x−xl) |A1⟩+ eipl·(x−xl) |A2⟩

}
eiθl (3.44)

where we identified ci(x−xc, t0) =
∫
dp ⟨x− xc|p⟩ ci(p, t0) as the Fourier transformed

amplitudes. The resulting interference pattern in position space is therefore

⟨x|Ψ(t)⟩ = ⟨x|Ψu(t)⟩+ ⟨x|Ψl(t)⟩

=
1√
2
|A1⟩

{
c1(x− xu, t0)e

iθueipu·(x−xu) − i c2(x− xl, t0)e
iθle−iϕL(xl)ei(pl−k)·(x−xl)

}
+

1√
2
|A2⟩

{
c2(x− xl, t0)e

iθleipl·(x−xl) − i c1(x− xu, t0)e
iθueiϕL(xu)ei(pu+k)·(x−xu)

}



CHAPTER 3. PHASE SHIFT DETERMINATION 33

The probability of finding the atom in either output port |A1⟩ or |A2⟩ is

|⟨A1| ⟨x|Ψ(t)⟩|2 = |c1|2 + |c2|2

2
+

1

2

(
i c1 c

∗
2 e

i∆ϕ1 + c.c.
)

(3.45)

|⟨A2| ⟨x|Ψ(t)⟩|2 = |c1|2 + |c2|2

2
− 1

2

(
i c1 c

∗
2 e

i∆ϕ2 + c.c.
)

(3.46)

with c1 ≡ c1(x− xu, t0) and c2 ≡ c2(x− xl, t0). For the total phase shift we find

∆ϕ1 ≡
{
θu + pu · (x− xu)

}
−
{
θl − ϕL(xl) + (pl − k) · (x− xl)

}
(3.47)

= θu −
(
θl − ϕL(xl)

)
︸ ︷︷ ︸

∆ϕpropagation,1 + ∆ϕlaser,1

+ p̄1 ·∆x︸ ︷︷ ︸
∆ϕseparation,1

+ ∆p · (x− x̄) (3.48)

and

∆ϕ2 ≡
{
θu + ϕL(xu) + (pu + k) · (x− xu)

}
−
{
θl + pl · (x− xl)

}
(3.49)

=
(
θu + ϕL(xu)

)
− θl︸ ︷︷ ︸

∆ϕpropagation,2 + ∆ϕlaser,2

+ p̄2 ·∆x︸ ︷︷ ︸
∆ϕseparation,2

+ ∆p · (x− x̄) (3.50)

where p̄1 =
pu+(pl−k)

2
and p̄2 =

(pu+k)+pl

2
are the average momenta in the |A1⟩ (slow)

and |A2⟩ (fast) output ports, respectively. In general, the separation phase is

∆ϕseparation = p̄ ·∆x (3.51)

which depends on the separation∆x ≡ xl−xu between the centers of the wavepackets

from each arm as well as the average canonical momentum p̄ in the output port.

We point out that even though the definitions (3.47) and (3.49) use the same sign

convention as our previous expressions for laser (3.35) and propagation (3.20) phase in

the sense of ( )upper−( )lower, the separation vector ∆x is defined as (x)lower−(x)upper.

Notice that the phase shift expressions (3.48) and (3.50) contain a position depen-

dent piece ∆p · (x− x̄), where x̄ ≡ xu+xl

2
and ∆p = (pu + k)− pl = pu − (pl − k),

owing to the fact that the contributions from each arm may have different momenta

after the last beamsplitter. Typically this momentum difference is very small, so
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the resulting phase variation has a wavelength that is large compared to the spatial

extent of the wavefunction. Furthermore, this effect vanishes completely in the case

of spatially averaged detection over a symmetric wavefunction.

Finally, we show that the total phase shifts ∆ϕ1 and ∆ϕ2 for the two output ports

are actually equal, as required by conservation of probability. According to Eqs.

(3.48) and (3.50), the contributions to the total phase differ in the following ways:(
∆ϕpropagation,1 +∆ϕlaser,1

)
−
(
∆ϕpropagation,2 +∆ϕlaser,2

)
= ϕL(xl)− ϕL(xu)

= k · (xl − xu) = k ·∆x

∆ϕseparation,1 −∆ϕseparation,2 = p̄1 ·∆x− p̄2 ·∆x = −k ·∆x

Together these results imply that ∆ϕ1 = ∆ϕ2 and prove that the total interferometer

phase shift ∆ϕtot is independent of the output port.

The accuracy of the above formalism is dependent on the applicability of the

aforementioned stationary phase approximation as well as the short pulse limit. The

stationary phase approximation breaks down when the external Hamiltonian varies

rapidly compared to the phase space width of the atom wavepacket. The short pulse

limit requires that the atom’s velocity not change appreciably during the duration

of the atom-light interaction. Both approximations are justified to a large degree

for a typical light pulse atom interferometer, but in the most extreme high precision

applications such as we consider here, important corrections are present. However,

we emphasize that these errors due to finite pulse duration and wavepacket size are

well-known, previously established backgrounds.



Chapter 4

Systematic Error Model

An accurate test of the EP requires a thorough understanding of potential back-

grounds. To reach the goal sensitivity, we must control spurious accelerations to

< 10−15g. Systematic errors at this level can arise from many sources, including

gravity gradients, Earth’s rotation, and electromagnetic forces. To calculate these

contributions to the phase shift, we follow the prescription outlined in Chapter 3. We

take the atom’s Lagrangian in the lab frame to be

L =
1

2
m(ṙ+Ω× (r+Re))

2 −mϕ(r+Re)−
1

2
αB(r)2 (4.1)

where r is the position of the atom in the lab frame, Re = (0, 0, Re) is the radius of

the Earth, Ω = (0,Ωy,Ωz) is the Earth’s rotation rate, and ϕ(r) is the gravitational

potential. In the chosen coordinate system, z is the vertical direction in the lab and

Ω lies in the y-z plane. We then expand ϕ in a Taylor series about Re,

ϕ(r+Re) = −
(
g · r+ 1

2!
(Tij)rirj +

1

3!
(Qijk)rirjrk +

1

4!
(Sijkl)rirjrkrl

)
(4.2)

where Earth’s gravity field is g ≡ −∇ϕ(Re), the gravity gradient tensor is Tij ≡ ∂jgi,

the second gradient tensor is Qijk ≡ ∂k∂jgi, the third gradient tensor is Sijkl ≡
∂l∂k∂jgi, and repeated indices are summed over. Since ẑ is in the vertical direction in

the lab we have that g = (0, 0,−g) and g = 9.8 m/s2. The interferometer follows a

35
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fountain geometry which is approximately one-dimensional along the z-direction, so

we only include Qzzz and Szzzz and safely ignore the other second and third gradient

tensor terms. Likewise, in this analysis we assume that off-diagonal gradient tensor

terms Tij with i ̸= j are small and can be ignored (this is exactly true for a perfectly

spherical Earth). The effects of higher-order moments of the gravitational field are

treated separately using a perturbative calculation as described in Section 4.0.1.

Because magnetic fields can cause significant systematic errors, the atoms are

prepared in one of the magnetic field insensitive clock states (|mF = 0⟩ states). The
residual energy shift in a magnetic field B is then UB = 1

2
αB2, where α is the second

order Zeeman shift coefficient. We consider magnetic fields of the form

B(r) =

(
B0 +

∂B

∂z
z

)
ẑ (4.3)

where B0 is a constant bias magnetic field, and ∂B
∂z

is the gradient of the background

magnetic field. While this linear model is sufficient for slowly varying fields, in Section

4.0.2 we describe a perturbative calculation that can account for more complicated

magnetic field spatial profiles.

We do not include additional electromagnetic forces in the Lagrangian as their

accelerations are well below our systematic threshold. For neutral atoms, electric

fields are generally not a concern since the atom’s response is second order. Further-

more, electric fields are easily screened by the metallic vacuum chamber, leading to

negligibly small phase shifts. Short range effects due to the Casimir [56] force or local

patch potentials [57] are also negligible since the atoms are kept far (> 1 cm) from

all surfaces throughout the experiment.

As explained in Section 3.2, we point out that the phase shift derived from Eq.

3.1 is only exactly correct for Lagrangians that are second order in position and

velocity. When this is not true, as is the case in Eq. 4.1 when Qijk ̸= 0 and Sijkl ≠ 0,

the semiclassical formalism breaks down and there are quantum corrections to the

phase shift. However, these corrections depend on the size of the atom wavepacket

compared to the length scale of variation of the potential, and are typically negligible

for wavepackets ∼ 1 mm in size.
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To analytically determine the trajectories r(t), we solve the Euler-Lagrange equa-

tions using a power series expansion in t:

ri(t) =
N∑

n=0

ain(t− t0)
n (i = 1, 2, 3) (4.4)

The coefficients ain are determined recursively after substitution into the equations of

motion. This expansion converges quickly as long as ΩT ≪ 1 and
∣∣∣ rng ∂ng

∂rn

∣∣∣ ≪ 1. For

our apparatus with characteristic length r ∼ 10 m and time T ∼ 1 s these conditions

are easily met, since ΩT ∼ 10−4 rad and
∣∣∣ rng ∂ng

∂rn

∣∣∣ ∼ ( r
Re

)n
. 10−6 assuming a spherical

Earth. With these trajectories and the interferometer geometry shown in Fig. 2.1

we obtain the following expressions for the phase shift in the slow (state |1⟩) output
port:

∆ϕpropagation =
1

~
((SAC + SCE)− (SAB + SBD)) (4.5)

∆ϕlaser = ϕL(rA, 0)− ϕL(rC , T )− ϕL(rB, T ) + ϕL(rD, 2T ) (4.6)

∆ϕseparation =
1

2~
(pD + pE) · (rD − rE) (4.7)

where Sij is the classical action along the path segment between points ri and rj,

and pi = ∂ṙL(ri) is the classical canonical momentum at point ri after the final

beamsplitter. The laser phase shift at each interaction point is

ϕL(r, t) = keff · r− ωefft+ ϕeff (4.8)

where keff, ωeff, and ϕeff are the effective propagation vector, frequency and phase,

respectively, for whatever atom–laser interaction is used to implement the atom optics.

In the case of the stimulated two–photon processes mentioned earlier, keff = k2 −k1,

ωeff = ω2 − ω1 = (k2 − k1)/c, and ϕeff = ϕ2 − ϕ1.

Using the above method, we computed the phase shift response for a single atom

interferometer, and the results are shown in Table 4.1. The values of the experimen-

tal parameters used to generate this list are representative of the 8.8 m apparatus

described previously. Many of these terms are common to both species, and in order
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Phase shift Size (rad) Fractional size

1 −keffgT
2 −2.85× 108 1.00

2 keffReΩ
2
yT

2 6.18× 105 2.17× 10-3

3 −keffTzzvzT
3 1.58× 103 5.54× 10-6

4 7
12keffgTzzT

4 −9.21× 102 3.23× 10-6

5 −3keffvzΩ
2
yT

3 −5.14 1.80× 10-8

6 2keffvxΩyT
2 3.35 1.18× 10-8

7 7
4keffgΩ

2
yT

4 3.00 1.05× 10-8

8 − 7
12keffReTzzΩ

2
yT

4 2.00 7.01× 10-9

9 −~k2
eff

2m TzzT
3 7.05× 10-1 2.48× 10-9

10 3
4keffgQzzzvzT

5 9.84× 10-3 3.46× 10-11

11 − 7
12keffQzzzv

2
zT

4 −7.66× 10-3 2.69× 10-11

12 − 7
4keffReΩ

4
yT

4 −6.50× 10-3 2.28× 10-11

13 −7
4keffReΩ

2
yΩ

2
zT

4 −3.81× 10-3 1.34× 10-11

14 − 31
120keffg

2QzzzT
6 −3.39× 10-3 1.19× 10-11

15 − 3~k2
eff

2m Ω2
yT

3 −2.30× 10-3 8.06× 10-12

16 1
4keffT

2
zzvzT

5 2.19× 10-3 7.68× 10-12

17 − 31
360keffgT

2
zzT

6 −7.53× 10-4 2.65× 10-12

18 3keffvyΩyΩzT
3 2.98× 10-4 1.05× 10-12

19 −keffΩyΩzy0T
2 −7.41× 10-5 2.60× 10-13

20 −3
4keffReQzzzvzΩ

2
yT

5 −2.14× 10-5 7.50× 10-14

21 31
60keffgReQzzzΩ

2
yT

6 1.47× 10-5 5.17× 10-14

22 3
2keffTzzvzΩ

2
yT

5 −1.42× 10-5 5.00× 10-14

23 −7
6keffTzzvxΩyT

4 1.08× 10-5 3.81× 10-14

24 −2keffTxxΩyx0T
3 −6.92× 10-6 2.43× 10-14

25 −7~k2
eff

12m QzzzvzT
4 −6.84× 10-6 2.40× 10-14

26 − 7
6keffTxxvxΩyT

4 −5.42× 10-6 1.90× 10-14

27 −31
60keffgTzzΩ

2
yT

6 4.90× 10-6 1.72× 10-14

28 keffTxxvzΩ
2
yT

5 4.75× 10-6 1.67× 10-14

29
3~k2

eff

8m gQzzzT
5 4.40× 10-6 1.55× 10-14

30 31
360keffReT

2
zzΩ

2
yT

6 1.63× 10-6 5.74× 10-15

31 − 31
90keffgTxxΩ

2
yT

6 −1.63× 10-6 5.74× 10-15

32
~k2

eff

8m T 2
zzT

5 9.78× 10-7 3.43× 10-15

33 −~keffαB0(∂zB)T 2

m −7.67× 10-8 2.69× 10-16

34 31
60keffgSzzzzv

2
zT

6 −7.52× 10-8 2.64× 10-16

35 −1
4keffSzzzzv

3
zT

5 3.64× 10-8 1.28× 10-16

36 31
72keffTzzQzzzv

2
zT

6 −3.13× 10-8 1.10× 10-16

Table 4.1: Phase shift response for a single atom interferometer π
2 − π − π

2 sequence given the
Lagrangian in Eq. 4.1. Column 3 shows the fractional size of each term compared to the acceleration
signal keffgT

2. All terms with fractional phase shift> 10−16 are included. The numbers are for a 87Rb
interferometer with the following parameters: keff = 2k = 2 · 2π

780 nm , Tzz = −2g/Re, Txx = Tyy =
g/Re, Qzzz = 6g/R2

e, Szzzz = −24g/R3
e, Re = 6.72×106m, B0 = 100 nT, and ∂zB = 0.1 nT/m. The

Earth’s rotation rate is given by Ωy = Ωcos θLat and Ωz = Ωsin θLat with Ω = 7.27 × 10−5 rad/s
and θLat = 37.4 degrees North latitude. The initial position of the atom in the lab is taken as
r(0) = (x0, y0, 0), with x0 = 1 mm and y0 = 1 mm. The initial velocity is ṙ(0) = (vx, vy, vz), with
vx = 1 mm/s, vy = 1 mm/s, and vz = 13.2 m/s.
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Phase shift Size (rad) Fractional size

1 − 1
2

(
1

m85 − 1
m87

)
~k2effTzzT

3 1.66× 10-2 5.83× 10-11

2 2keffδvxΩyT
2 3.35× 10-3 1.18× 10-11

3 −keffTzzδvzT
3 1.44× 10-4 5.05× 10-12

4 − 3
2

(
1

m85
− 1

m87

)
~k2effΩ2

yT
3 −5.40× 10-5 1.90× 10-13

5 −3keffΩ
2
yδvzT

3 −4.68× 10-6 1.64× 10-14

6 −keffTzzδzT
2 8.93× 10-7 3.14× 10-15

7 −keffδyΩyΩzT
2 −7.41× 10-7 2.60× 10-15

8 3keffδvyΩyΩzT
3 2.98× 10-7 1.05× 10-15

9 − 7
12

(
1

m85
− 1

m87

)
~k2effQzzzvzT

4 −1.61× 10-7 5.65× 10-16

10 3
8

(
1

m85
− 1

m87

)
~k2effgQzzzT

5 1.03× 10-7 3.63× 10-16

11 −
(

α85

m85
− α87

m87

)
~keffB0(∂zB)T 2 −9.94× 10-8 3.49× 10-16

12 −2keffTxxδxΩyT
3 −6.92× 10-8 2.43× 10-16

Table 4.2: Differential phase shift between 87Rb and 85Rb. To create the differential phase shift
list we parameterized the launch kinematics with a differential velocity (δvx = 1 µm/s, δvy =
1 µm/s, δvz = 12 µm/s) and position (δx = 1 µm, δy = 1 µm, δz = 10 nm) between the cen-
troids of the two isotope clouds. All other parameters are the same as in Table 4.1. Column 3 shows
the fractional size of each term compared to the acceleration signal keffgT

2. We include all terms
with a fractional phase shift > 10−16.

obtain our < 10−15g sensitivity, we rely on their common mode cancellation. In Table

4.2 we compute the differential phase shift between a 87Rb and a 85Rb interferometer.

The two species have different masses m and second order Zeeman coefficients α, as

well as potentially different launch kinematics r(0) and ṙ(0). To create Table 4.2, we

parameterized the launch kinematics with a differential velocity δv = (δvx, δvy, δvz)

and initial position δr = (δx, δy, δz) between the centroids of the two isotope clouds.

Residual systematic phase errors are the result of differential accelerations that arise

from gravity gradients, second gravity gradients, coriolis and centrifugal forces, and

magnetic forces on the atoms.

As justified below, we expect to achieve experimental parameters that reduce the

majority of the systematic errors below our experimental threshold. However, the

first several terms in Table 4.2 are still too large. In order to further reduce these

backgrounds, we can employ propagation reversal to suppress all terms ∝ k2eff. This

well–known technique entails reversing the laser propagation vector keff −→ −keff on
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subsequent trials and then subtracting the two results [17]. This suppresses terms 1, 4,

9, and 10 by ∆keff/keff, where ∆keff is the error in keff made as a result of the reversal.

Reducing these terms below our systematic threshold requires ∆keff/keff < 10−5. The

main acceleration signal and all other terms linear in keff are not suppressed by this

subtraction.

After propagation vector reversal, the last important background phase shifts arise

from the differential coriolis and centrifugal acceleration between the isotopes (Table

4.2 terms 2, 5, 7, and 8), and from the Earth’s gravity gradient (Table 4.2 terms 3 and

6). We discuss the techniques used to control these remaining systematics in Section

4.1.

4.0.1 Gravity Inhomogeneities

The Taylor series expansion of the gravitational potential (see Eq. 4.2) is a good

approximation of the coarse structure of Earth’s gravity on length scales of ∼ Re,

the radius of the Earth. However, local gravity can also vary on much shorter length

scales in a way that depends on the specific mass distribution surrounding the exper-

iment, and these gravity inhomogeneities can result in spurious phase shifts. Since

these inhomogeneities can be rapidly spatially varying, the Taylor series expansion is

not well-suited for their description. Instead, we leverage the fact that these inhomo-

geneities are typically small in magnitude and solve for the induced phase shift using

first–order perturbation theory [46]. This linearization allows us to make a Fourier

decomposition of the phase shift response in terms of the spatial wavelengths of the

local g–field. See Appendix B for a detailed treatment.

First, we assume a one-dimensional gravitational potential perturbation of the

form δϕ(z). The gravity field perturbation along the vertical (z) direction is defined

as δgz(z) ≡ −∂zδϕ and may be written as

δgz(z) =

∫
δ̃gz(λ)e

i2πz
λ dλ (4.9)

where δ̃gz(λ) is the Fourier component of a gravity perturbation with wavelength λ.
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Figure 4.1: Differential gravity response function versus spatial wavelength λ between
simultaneous 87Rb and 85Rb interferometers. Short wavelengths are averaged over
by each individual interferometer, while long wavelength inhomogeneities cancel as a
common-mode between the two species. This response curve assumes identical launch
kinematics for the two isotopes.

The total phase shift due to gravity inhomogeneities summed over all wavelengths is

∆ϕg =

∫
Tgz(λ)δ̃gz(λ)dλ (4.10)

where Tgz(λ) is the interferometer’s gravity perturbation response function. Qual-

itatively, the response to short wavelengths is suppressed since the interferometer

averages over variations that are smaller than its length [29]. The response is flat

for wavelengths longer than the scale of the interferometer, and in the limit where

λ ∼ Re this analysis smoothly approaches the results of our Taylor series calculation

described above.

For the 87Rb–85Rb EP measurement, we are interested in the differential phase

response between the isotopes. Figure 4.1 shows the differential response function
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∆Tgz(λ) ≡ |(Tgz)87 − (Tgz)85| for gravity inhomogeneities. Once again, short wave-

length variations are suppressed since each interferometer spatially averages over a

∼ 10 m region. The peak response occurs at a length scale set by the spatial sepa-

ration of the arms of a single interferometer ∆z = ~keff
m
T ∼ 16 mm. Perfect differ-

ential cancellation between isotopes is not achieved because the spatial separation of

the arms is mass dependent. Additionally, the long wavelength differential response

is suppressed because the differences between the isotope trajectories are negligible

when compared to variations with length scales much longer than ∆z.

The differential response curve allows us to compute systematic errors arising

from the specific gravity environment of our interferometer. Quantitative estimates

of these effects requires knowledge of the local δgz(z), which may be obtained through

a combination of modeling and characterization. The atom interferometer itself can

be used as a precision gravimeter for mapping δgz(z) in situ. By varying the launch

velocity, initial vertical position, and interrogation time T , the position of each gravity

measurement can be controlled.

Figure 4.1 shows that the differential 87Rb–85Rb interferometer is maximally sen-

sitive to short wavelength (λ ∼ 1 − 10 cm) gravitational inhomogeneities. To inves-

tigate the impact of local uneven mass distributions on the experiment, we compute

the spectrum δ̃gz(λ) of various sources at different distances from the interferometer.

These results are shown in Fig. 4.2. When combined with our response function (Fig.

4.1), we see that for typical mass inhomogeneities, only those that are within a few

centimeters of the interferometer can cause potentially significant systematic phase

shifts. These nearby inhomogeneities result in phase errors of ∼ 10−6 rad, which is

slightly above our target sensitivity. It will therefore be especially important for the

EP measurement that we characterize the local g–field at the centimeter scale.

4.0.2 Magnetic field inhomogeneities

The linear expansion of B in Eq. 4.3 approximates large scale variation of the mag-

netic field. However, local field inhomogeneities may exist on short length scales due
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Figure 4.2: The magnitude power spectra of the local gravitational field, δ̃gz, for
several example sources. The solid (blue) curve is a 10−2 kg point source, 10 cm from
the center of the interferometer. Similarly, the dotted (purple) curve is a 1 kg source
at 1 m and the dash-dotted (yellow) curve is 1000 kg at 10 m. The long-dashed
(green) curve is a thin 10 m long rod of mass 10 kg, parallel to the interferometer,
whose center is 1 m from the interferometer.
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to the presence of nearby magnetic materials. These variations are not well approx-

imated by a Taylor series expansion. Using the same procedure described above for

gravity inhomogeneities, we write the local magnetic field as

B(z) =

∫
B̃z(λ)e

i2πz
λ dλ (4.11)

where B̃z(λ) is the Fourier component of a field perturbation with wavelength λ. The

total phase shift from magnetic field inhomogeneities is

∆ϕB =

∫
TBz(λ)B̃z(λ)dλ (4.12)

Here TBz(λ) is the interferometer’s magnetic inhomogeneity response function.

As with gravity above, we compute the differential response function ∆TBz(λ) ≡
|(TBz)87 − (TBz)85| between 87Rb and 85Rb (see Fig. 4.3). The differential response

arises because the isotopes have different second order Zeeman coefficients α, as well

as different masses. This sensitivity curve drives our magnetic shield design require-

ments, as discussed in Section 4.1.3.

4.1 Controlling potential systematic errors

4.1.1 Rotation of the Earth

The largest systematic term in the phase shift expansion for a dual species differ-

ential interferometer after propagation reversal is due to the rotation of the Earth.

Specifically, a differential acceleration due to the coriolis force occurs if the isotopes

have different transverse velocities δvx (Table 4.2, term 2). Reducing this phase shift

below our systematic threshold would require δvx < 10−11 m/s, which is challenging.

However, this specification can be relaxed by artificially making the rotation rate

zero.

To a good approximation1, the atoms are only affected by the Earth’s rotation

1The atoms are also weakly coupled electromagnetically and gravitationally to the local envi-
ronment, which is fixed to the rotating Earth. These cross-couplings to rotation are generally not
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Figure 4.3: Differential magnetic field response function between simultaneous 87Rb
and 85Rb interferometers. Short wavelengths are averaged over by each individual
interferometer, while long wavelength inhomogeneities cancel as a common-mode be-
tween the two species. This response curve assumes identical launch kinematics for
the two isotopes.
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through their coupling to the laser, so the coriolis acceleration can be eliminated

by rotating the laser in the opposite direction of the Earth’s rotation. In order

to calculate the effect of this rotation compensation, we performed the phase shift

calculation using a rotating keff. Following the work of [15], we use a retro-reflection

configuration to deliver the laser beams k1 and k2 to the atoms. We rotate keff by

actuating the retro-reflection mirror. As a result, the incoming beam remains pointing

along the z-direction and only the reflected beam rotates. With this configuration,

keff is given by

keff = −2kn̂(n̂ · k̂) (4.13)

where n̂ is the time-dependent unit normal vector of the retro-reflection mirror, and

k̂ is a unit vector in the direction of the fixed delivery beam. Notice that the direction

of keff rotates as desired, but its length now depends on angle2.

The resulting phase shift list appears in Table 4.3, with δΩy and δΩz the errors

in the applied counter-rotation rate. Assuming a transverse velocity difference of

δvx ∼ 1 µm/s, these rotation compensation errors must be kept below 10−5ΩEarth ≈
1 nrad/s. Methods for measuring angles with nanoradian precision have already been

demonstrated [58]. In order to actuate the mirror at this level of precision we can

use commercially available sub-nm accurate piezo-electric actuators along with active

feedback.

Notice that not all rotation-related phase errors are removed by rotation compen-

sation. Terms that arise from the differential centrifugal acceleration between the

isotopes (e.g., Table 4.3 terms 3 and 4) are not suppressed. Physically, this is a con-

sequence of the fact that the retro-reflection mirror that we use to change the laser’s

angle is displaced from the center of rotation of the Earth by Re. Therefore, although

we can compensate for the angle of the laser by counter-rotating, the retro-reflection

mirror remains attached to the rotating Earth, leading to a centrifugal acceleration of

important because the dominant gravitational interaction with the Earth is spherically symmetric,
and all electromagnetic interactions with the atom (e.g. with the applied magnetic bias field) are
naturally small.

2This small change in magnitude of keff does not lead to any problematic phase errors in the
interferometer since the total angle through which the laser rotates is only ∆θ = 2ΩEarthT ∼
10−4 rad, and the effect is O(∆θ2).
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Phase shift Size (rad) Fractional size

1 − 1
2

(
1

m85
− 1

m87

)
~k2effTzzT

3 1.66× 10-2 5.83× 10-11

2 −keffTzzδvzT
3 1.44× 10-4 5.05× 10-12

3 − 3
2

(
1

m85
− 1

m87

)
~k2effΩ2

yT
3 −5.40× 10-5 1.90× 10-13

4 −3keffΩ
2
yδvzT

3 −4.68× 10-6 1.64× 10-14

5 −keffTzzδzT
2 8.93× 10-7 3.14× 10-15

6 − 7
12

(
1

m85
− 1

m87

)
~k2effQzzzvzT

4 −1.61× 10-7 5.65× 10-16

7 3
8

(
1

m85
− 1

m87

)
~k2effQzzzgT

5 1.03× 10-7 3.63× 10-16

8 −
(

α85

m85
− α87

m87

)
~keffB0(∂zB)T 2 −9.94× 10-8 3.49× 10-16

9 keffTxxδxΩyT
3 3.46× 10-8 1.22× 10-16

10 −2keffδvxδΩyT
2 −3.35× 10-8 1.18× 10-16

Table 4.3: Differential phase shift list with rotation compensation. Terms 1, 3, 6, and
7 will be suppressed by the propagation reversal technique described in Section 4.1.

the phase fronts. After propagation reversal, the only term of this type that is signif-

icant is ∼ keffΩ
2
yδvzT

3 (Table 4.3 term 4). However, this term is smaller than and has

the same scaling with experimental control parameters as the gravity gradient phase

shift (Table 4.3 term 2), so the constraints described in Section 4.1.2 to suppress the

gravity gradient terms are sufficient to control this centrifugal term as well.

One potential obstacle in achieving the required transverse velocity constraint

of δvx ∼ 1 µm/s is the expected micro-motion the atoms experience in the TOP

magnetic trap prior to launch [59]. Micro-motion orbital velocities in a tight TOP trap

such as ours can approach ∼ 1 cm/s in the transverse plane. Although the differential

orbital velocities are suppressed by the 87Rb–85Rb mass ratio, the resulting δvx ∼
100 µm/s is still too large. This problem can potentially be solved by adiabatically

reducing the magnetic field gradient and increasing the rotating field frequency prior

to launch.

4.1.2 Gravity gradients

The largest systematic background after rotation compensation is due to the gravity

gradient along the vertical direction of the apparatus (Tzz = ∂zgz). Since gravity
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is not uniform, the two isotopes experience a different average acceleration if their

trajectories are not identical. This effect causes a differential phase shift proportional

to the initial spatial separation and initial velocity difference between the isotopes (see

Table 4.3, terms 2 and 5). Assuming a spherical Earth model, the gravity gradient felt

by the atoms is Tzz ∼ 3 × 10−16g/nm, which means that the initial vertical position

difference between the isotopes δz must be < 1 nm and the initial vertical velocity

difference δvz must be < 1 nm/s in order to reduce the systematic phase shift beneath

our threshold.

The experiment is designed to initially co-locate the two isotope clouds at the nm

level by evaporative cooling both species in the same magnetic trap. For trapping,

we use the state |F = 2,mF = 2⟩ for 87Rb and |F = 3,mF = 3⟩ for 85Rb since these

states have the same magnetic moment.[60] The mass difference between the isotopes

leads to a differential trap offset in the combined magnetic and gravitational potential

given by

∆ztrap =
g∆m

µBB′′ (4.14)

where ∆m is the 87Rb–85Rb mass difference, B′′ is the magnetic field curvature of

the trap, and µB is the Bohr magneton. Our TOP magnetic trap is designed to

provide a field curvature B′′ ∼ 4 × 105 Gauss/cm2 which reduces the trap offset to

∆ztrap ≈ 10 nm. The resulting systematic error is ∼ 10−14g, but it can be subtracted

during the analysis given a knowledge of ∆ztrap at the ∼ 10% level. This offset can be

inferred from a measurement of the field curvature B′′ of the trap (e.g., by measuring

the trap oscillation frequency). The gravity gradient must also be known, but this

can be characterized in situ by using the interferometer as a gradiometer [17].

Control of the gravity gradient phase shift (Table 4.3 term 2) requires that the

differential launch velocity be δvz ≤ 1 nm/s. Therefore we cannot employ standard

launch techniques (e.g., moving molasses) since the velocity uncertainty is fundamen-

tally limited by the photon recoil velocity vR ∼ 6 mm/s due to spontaneous emission.

Instead, the atoms are launched using an accelerated optical lattice potential [36]. We

launch the two species using the same far-detuned (∼ 200GHz) optical lattice, co-

herently transferring ∼ 2200~k of momentum to each cloud. Because the two species
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have different masses, they have different Bloch oscillation times τB = ~keff
ma

, where

a is the lattice acceleration. As a result, after adiabatically ramping down the lat-

tice potential, the two species are in different momentum eigenstates since they have

absorbed a different number of photons. The differential velocity after launch is then

δvL = ~keff
(
N85

m85

− N87

m87

)
(4.15)

where N85 and N87 are the number of photons transferred to 85Rb and 87Rb, respec-

tively. We choose the integers N85 = 2168 and N87 = 2219 such that their ratio is as

close to the isotope mass ratio as possible, resulting in δvL ∼ 12 µm/s. After launch,

we can perform a velocity selective transition to pick out a common class from the

overlapping distributions of the two isotopes, which at the expense of atom number

could conceivably allow us to achieve our differential velocity constraint.

There are several additional ways to reduce the gravity gradient systematics be-

yond precise control of the launch kinematics. We can implement a 4-pulse sequence

(π
2
− π − π − π

2
) which suppresses all phase shift terms ∝ T 3 at the cost of an or-

der one loss in acceleration sensitivity [48]. This eliminates the velocity dependent

gravity gradient phase shifts but would still require that we maintain tight control

over the initial differential vertical position between the isotope clouds. Secondly, we

can potentially reduce the local gravity gradient Tzz by applying appropriate trim

masses around the apparatus. It has been shown [29] that in principle a local mass

distribution can effectively cancel the gravity gradient of the Earth for a 10 m-scale

apparatus. Reducing Tzz by an order of magnitude would relax our initial position

constraint to the level provided by the expected value of ∆ztrap, thereby removing

the requirement for subtraction during data analysis.

4.1.3 Magnetic fields

The magnetic field phase shift appearing in Table 4.3 (term 8) constrains the max-

imum allowed linear field gradient to ∂zB < 0.1 nT/meter. In the interferometer

region, the measured gradient of the Earth’s field is ∼ 3 µT/m, and therefore we

require a shielding ratio of at least ∼ 5 × 104. In addition to suppressing the field
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gradient, the magnetic response function (see Fig. 4.3) indicates that the field must

be uniform on length scales ∼ 1 cm. Large magnetic shields with similar performance

have been demonstrated [61]. The magnetic shielding for our interferometer region

is provided by a three–layer concentric cylindrical shield made of high permeability

material. To maintain a pristine magnetic environment, we use an aluminum vacuum

chamber and non-magnetic materials inside the shielded region.

In order to verify the performance of the magnetic shield, we must characterize

the field. As with gravity inhomogeneities, the atom interferometer can be used to

map the local magnetic field in situ, in this case by using a magnetic field sensitive

(mF ̸= 0) state [62].



Chapter 5

Experimental Apparatus

The apparatus can be conceptually divided into four parts: the interferometer region,

where the inertial measurement is performed, the atom source, where the cold atom

cloud is prepared, the laser system, which generates all the optical frequencies needed

for the experiment, and the computer control system, which synchronizes the timing

of the various electronics in the apparatus. Figure 5.1 shows a simplified layout of

these subsystems.

5.1 Interferometer Region

From a science perspective, the interferometer region is the most important part of

the apparatus. This is where the atom wavepackets are divided and later recombined

after accruing the scientifically relevant phase shifts. As a result, this part of the

apparatus must be a pristine environment where the atoms can freely fall without

being subjected to any perturbations that could lead to systematic errors in the

desired measurement.

The overall size of the interferometer region is an important design parameter as

it sets the intrinsic acceleration sensitivity of a free-fall gravimeter ∆ϕ = kgT 2. As

before, here T is the free-fall time of the atom. Since the length of the free-fall region

must be at least L = 1
2
gT 2, the sensitivity of the gravimeter scales linearly with its

length. We have exploited this scaling by building a 10 m-scale interferometer region.

51
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Figure 5.1: General layout of the experimental apparatus. Light is delivered from an
optical table to the atom source and atom optics laser setup via optical fibers. The
laser cooling light is represented by small arrows and the atom optics light is shown
as large arrows. The Rotation Compensation System (RCS) includes the mirror used
to retro-reflect the the z-axis light.
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5.1.1 Vacuum System

The primary function of the interferometer region is to provide the necessary ultra-

high vacuum (UHV) environment for the atoms. To avoid significant loss of atoms

to collisions with residual background gas during the ∼ 2 s free-fall time requires a

mean collision time of τ & 10 s. This implies a background gas number density of

n < (σv̄τ)−1 ≈ 5× 107 cm−3 and a pressure p < 10−9 Torr.1 For additional overhead,

the design goal of the interferometer vacuum chamber was 10−10 Torr.

For a 1D atomic fountain gravimeter, the atom test masses ideally follow purely

vertical trajectories, motivating our use of a cylindrical vacuum tube. The choice

of diameter D of the tube reflects several competing considerations. Minimizing

wavefront curvature errors from the interferometer beams motivates a larger D, since

a larger gaussian beam waist implies a more uniform phase and intensity distribution

over the extent of the atom cloud. In addition, from a vacuum pressure perspective,

a larger diameter tube has a higher conductance (C ∝ D3), allowing for a lower base

pressure throughout the tube for a given fixed pumping speed from the end. Since the

apparatus itself can act as a source of detrimental gravity inhomogeneities, a larger D

isolates the atoms more effectively from these effects. On the other hand, magnetic

shielding considerations (see Section 5.1.3) strongly suggest a smaller D since this

improves the theoretical transverse shielding factor. From a practical standpoint,

the vacuum diameter D sets the innermost dimension of the apparatus and as such

it determines the size (and cost) of all surrounding layers (e.g., the bias solenoid,

bakeout components, magnetic shielding and support tower). We chose a tube with

an inner diameter of 4.0 inches and outer diameter (OD) 5.0 inches.

To reach the target base pressure, the vacuum system was designed to be pumped

by a pair of 300 L/s ion pumps attached to the ends of the tube. With this config-

uration and assuming uniform degassing, the worst pressure in the chamber will be

at the midpoint of the tube. The theoretical conductance between one of the pumps

and the midpoint of the chamber is Cmid = (12.1 L/s) (D/cm)3

(L/2)/cm
≈ 30 L/s. The large

ion pumps ensure that the effective pumping speed at the midpoint is only reduced

1Assuming a background gas of N2 at 300 Kelvin, v̄ = 520 m/s and the N2-Rb cross section is
σ ≈ 4× 10−18 m2[63].
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to Seff/Cmid = 90% of this conductance limit.

The interferometer region vacuum tube was manufactured out of aluminum. Alu-

minum was chosen because it is non-magnetic, whereas stainless steel can exhibit

residual ferromagnetism. Since the vacuum cylinder is inside the magnetic shield and

close to the atoms, its magnetic properties must be excellent. The vacuum tube con-

sists of two approximately equal lengths of commercially available 5” OD aluminum

pipe that were welded together to yield a final length of L = 348 inch (L = 8.84 m).

The CF vacuum flanges welded to each end of the tube are bimetallic, consisting of

an aluminum body with a stainless steel knife edge for sealing (Atlas Technologies).

Since aluminum is typically too soft to be used in a CF knife edge seal, the bimetallic

CF flanges give us the advantage of an aluminum chamber while still providing an

uncompromised UHV connection to the other parts of the vacuum system.

The vacuum tube was installed vertically inside a 25 foot deep concrete-lined pit

in our lab. The tube is supported by an elaborate tower made of aluminum extrusion

(80/20) that is firmly anchored to the concrete walls of the pit as well as to the

ceiling and to the floor (see Fig. 5.2). The vacuum tube is clamped to the tower

at its ends using custom brackets that interface with the vacuum flanges. The tube

is left unsupported along its length to allow for an unobstructed magnetic shield

and bias solenoid. The upper support bracket provides only a radial constraint to

allow for stress-free thermal expansion during bake-out cycles (the tube can expand in

length by more than 1 inch). An aluminum mezzanine (the “work platform”) extends

over the pit and surrounds the tower near the top of the vacuum system allowing

access for personnel and a place to put equipment. Respecting the philosophy of

keeping the area surrounding the interferometer region magnetically pristine, both the

work platform and support tower are constructed using only non-magnetic hardware.

However, the concrete walls of the pit likely contain carbon steel rebar which is

magnetic.

To achieve the required base pressure, the chamber must be baked while under

vacuum to accelerate the removal of residual gas adsorbed in its walls. The bake-out

system consists of resistive heat tape wrapped around the vacuum cylinder covered

by thermal insulation. The heat tape cords are 1” wide by 348” long ribbons, each
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Figure 5.2: The assembled support tower, vacuum tube and magnetic shield. The pit
and work platform are also visible.
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capable of delivering over 1.5 kW of heat. For redundancy, four independent heat

tape cords were wound around the cylindrical chamber in a non-overlapping helical

pattern (two service the bottom half of the chamber and the other two the top).

The heat tape is directly wound on the surface of the bias solenoid (mostly copper)

which itself is in thermal contact with the vacuum chamber (see Fig. 5.3). Typically

only two of the four heat tape cords were needed during a bake to reach the desired

temperature. Thermal insulation was provided by a 1” thick layer of flexible mineral

wool covered by a sheet of aluminized paper. During a bake, the temperature profile

of the chamber was monitored by a set of 20 type E thermocouples uniformly placed

along the length of the tube.2 Part of the thermocouple wire bus is visible in Fig.

5.4. The typical target temperature range for a bake was 150 − 180 C. All of the

materials used inside the thermal insulation are rated to at least 200 C.

5.1.2 Bias Solenoid

At the start of the interferometer sequence, the atom is prepared in well defined spin

state magnetic sub-level |F,mF ⟩ (typically mF = 0 here for magnetic field insensitiv-

ity). During the interferometer free-fall it is important that this spin state remains

unperturbed, or else spurious phase shifts and population of unwanted states may

result. Stray magnetic fields can cause these undesirable changes to the state since

the atom’s spin will tend to align with the direction of the field. Applying a constant,

known magnetic field in a well-defined direction can alleviate this problem as long as

this bias field is much larger than residual stay fields. Of course, the bias field will

also induce an unwanted phase shift on the atom, but this effect is known and can be

characterized.3

The bias field is generated by a solenoid that is wound directly on the outside of

the vacuum cylinder. The solenoid continues uninterrupted along the entire length of

the vacuum tube from flange to flange, consisting of a single layer of 3005± 3 turns

2Type E thermocouples are considered non-magnetic.
3In fact, it can even cancel completely for symmetric interferometer configurations or in experi-

ments that use differential measurement.
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Figure 5.3: Interferometer vacuum tube showing heat tape for bake-out. Also visible
is the bias solenoid (dark red insulated wire) which is wound on the outside of the
vacuum cylinder.
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(8.74 turns/in) of 0.125”-wide square cross-section copper wire with polyester-amide-

imide film insulation (rated to 200 C). To avoid the need for a continuous spool of

wire long enough, the full solenoid is made up of 11 independent coil segments that

are wound end to end. Each solenoid is electrically independent and can have its

own current supply. This configuration has the added benefit of increased tunability,

as the currents in the individual segments can be adjusted to compensate for any

residual field non-uniformities.

For the segmented solenoid, it is very important that gaps between segments be

minimized. Even a gap the size of a single turn could lead to unacceptable field

gradients. To minimize gaps, we developed a novel wire clamp to secure the ends of

each segment. The clamp (see Fig. 5.4) is designed to capture both the end of one

segment and the start of the next in such a way that the wire continues along the

identical helical path from segment to segment. The only remaining discontinuity is

a small (≈ 0.125”) circumferential gap that results from the finite radius of curvature

of the two wires ends as they bend radially outward out of the clamp to connect to

the current supply.

5.1.3 Magnetic Shield Design

The interferometer region must be magnetically shielded to protect the atoms from

the effects of Earth’s ambient magnetic field. The design goal for the residual field

inside the shield was < 10 µG. For the magnetic fields we measured in the lab (see

Fig. 5.8), this implies a required shielding ratio of Sconstant ≈ 500 mG
10 µG

= 5 × 104 for

constant fields. As discussed in Chapter 4, avoiding spurious magnetic phase shifts

requires precise control of not only the absolute value of the magnetic field, but also

the magnetic field spatial gradient. Residual field gradients must be smaller than

3 µG/m, implying a shielding ratio requirement of Sgradient ≈ 30 mG/m
3 µG/m

= 1 × 104,

assuming that the shield itself does not introduce any additional spatial variation

in the field and simply reduces the observed Earth field gradients. Both of these

specifications would be safely met by a shielding ratio of S ≥ 105. In order to shield

as much of the vacuum chamber as possible, a cylindrical shield geometry was natural.
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Figure 5.4: Detail of one of the wire clamps between segments of the bias solenoid.
The clamp is attached at the joint between two solenoid segments. From this per-
spective, the wire from the end of the lower solenoid enters the clamp from the left,
while the wire from the start of the upper solenoid enters the clamp from the right.
A shielded, twisted pair cable (light red wire) is attached to the wire ends to deliver
supply and return current to the upper and lower solenoid segments, respectively.
Also visible is the heat tape helix (brown) and the thermocouple bus (brown wires
running vertically).
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The theoretical shielding ratio for an infinitely long multi-layer cylindrical shield

is known analytically in the case of an applied field transverse to the cylinder axis.[64]

Although this analysis will miss effects due to the finite length of the actual shield, it is

still a useful design tool for predicting the transverse shielding ratio at the center of the

shield (far from the ends). Specifically, we used Wills’ formula [64] for a three-layer,

infinitely long cylindrical shield. The layers of the shield have radii ri (i = {1, 2, 3}
with ri < ri+1) and uniform material thickness t with relative permeability µ. In the

limit that ri ≫ t and µ≫ 1 this formula becomes

S3 =
µt

2 r1

(
1 +

r1
r2

+
r1
r3

)
+

µ2t2

4r1r2

(
1− r21

r22
+
r1 + r2
r3

(
1− r1r2

r23

))
+

µ3t3

8r1r2r3

(r21 − r22) (r
2
2 − r23)

r22r
2
3

(5.1)

Under the more restrictive condition that µ ≫ ri/t ≫ 1, the cubic term dominates

and the expression reduces to

S3 ≈
µ3t3

8r1r2r3

(r21 − r22) (r
2
2 − r23)

r22r
2
3

(
µt

ri
≫ 1

)
(5.2)

This result indicates that the transverse shielding ratio is generally better for shields

with smaller radii, so we chose the smallest practical inner diameter for the innermost

layer of the shield. It is also useful to examine Eq. 5.2 in the case where the shield

layers are uniformly spaced by ∆r:

S3,∆r =
t3∆r2µ3 (2r1 +∆r) (2r1 + 3∆r)

8r1 (r1 +∆r) 3 (r1 + 2∆r) 3
(5.3)

For a fixed inner dimension r1 and material thickness t this expression can be used

to find the optimum layer separation to maximize the shielding ratio. The maximum

occurs for a spacing of

∆rmax ≈ 0.567 r1 (5.4)

which for our shield inner layer radius of r1 = 3.625” implies a layer spacing of

about 2 inches. Finally, the remaining design parameter for the shield is the material
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thickness t. Since the shield performance is better for larger t, we chose the largest

thickness we could, limited by cost.

The final shield design consists of three concentric cylindrical layers made of

0.050”-thick Amumetal (Amuneal Manufacturing Co.). Figure 5.5 is a CAD drawing

of the shield design; Fig. 5.2 shows the shield after installation around the vac-

uum chamber. Assuming a conservative value of the permeability of Amumetal of

µ = 2× 104 and the design dimensions, the theoretical shielding ratio is S3 ≃ 2× 105

based on Eq. 5.2. Although this result meets the design goal, it is important to keep

in mind that the estimate ignores end effects and only applies to magnetic fields that

are perpendicular to the cylinder axis.

To achieve the highest permeability, the Amumetal material must be hydrogen

annealed. The annealing process should preferably be done only after all forming

and welding is finished so as to avoid any degradation of the permeability due to

mechanical and thermal stresses. Since the available annealing furnaces are of limited

size, we were forced to divide each shield layer into a series of fifteen ≈ 24”-tall

segments (see Fig. 5.6). These segments are held together with 4”-wide joining

bands that extend 2” above and below each joint. Each joining band is welded to

the segment below the joint and is attached to the segment above by a series a

fasteners around the circumference of the band. In addition to joining the segments

together mechanically, the bands are intended to prevent the magnetic field from

leaking through the joints. It is therefore important that the bands fit as tightly as

possible around the shield segments so as to closely approximate a continuous shield.

5.1.4 Characterizing the Magnetic Shield

In order to characterize the magnetic fields present in the vacuum chamber, we built

a shuttle to move a precision fluxgate magnetometer (Applied Physics Systems model

540) along the length of the vacuum chamber (see Fig. 5.7). This shuttle is raised and

lowered by a computer-controlled stepper motor via four cables. The magnetometer

rides in a custom fabricated aluminum shuttle which is centered in the vacuum cham-

ber by six delrin wheels. Only non-magnetic materials where used in the construction
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Figure 5.5: Magnetic shield CAD model. All dimensions are in inches.
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Figure 5.6: Three-layer magnetic shield segment. The complete shield consists of 14
identical three-layer segments plus two end caps. Each of the cylindrical segments
have joining bands welded to one end which are used to connect the segments me-
chanically as well as magnetically. All dimensions are in inches.
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Figure 5.7: Magnetometer shuttle system for measuring the magnetic field inside
the cylindrical vacuum chamber. We used an Applied Physics Systems model 540
fluxgate magnetometer to measure all three vector components of the magnetic field.
The photograph on the right shows the inside of the vacuum chamber looking down.
The shuttle can be seen suspended several feet below the top of the chamber.

of the shuttle system. A computer program moves the shuttle a small amount, records

a data point, and repeats until the shuttle has traveled the full length of the vacuum

chamber. At each measurement point, the computer records the position of the step-

per motor and the three vector components of the magnetic field with a resolution of

0.5 mG. Data was taken at ∼ 0.15” intervals over the entire 348” vacuum chamber,

corresponding to ∼2300 data points per measurement. The position data is then

post-processed to correct for non-linearities in the position of the shuttle that arise

from cable stretching and uneven cable spooling (both ∼2% corrections).

We measured the magnetic field inside the vacuum chamber before and after the

installation of the shield. Figure 5.8 shows the initial field before shield installation.

Notice that the vertical field component (Bz) is particularly large. This is a concern

since a layered cylindrical geometry is more effective at shielding fields perpendicular

to the cylinder axis. Vertical fields can penetrate the shield through the holes in each

end cap.
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Figure 5.8: Magnetic field components Bz (blue) and Br (green) before shield instal-
lation.

The magnetic field inside the vacuum chamber after shield installation is shown in

Fig. 5.9. Although the effect of the shield is dramatic, the 13 prominent, ∼ 100 mG

spikes indicate that the shielding is not uniform along the length of the chamber. The

locations of these spikes are consistent with the positions of the joints between the

segments of the shield.

Evidently, the joining bands do not provide the desired continuity between seg-

ments. We hypothesize that the bands do not adequately carry the magnetic flux

from segment to segment, but instead allow it to leak into the shielded region. A

likely culprit is the presence of small, radial gaps that we observe between the joining

bands and the shield segments. These gaps were noticed during the assembly of the

shield, and are a result of fabrication tolerances. We speculate that closing these gaps

could reduce the spikes in the field by eliminating the field leakage path. The work

to repair this problem is ongoing.
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Figure 5.9: Magnetic field magnitude before shield installation (red) and after (blue).

5.1.5 Rotation Compensation System

As discussed in Section 4.1, the residual coriolis force systematic error can be mini-

mized by actively rotating the retro-reflection mirror in the opposite direction of the

Earth’s rotation. Suppressing the coriolis systematic below the 10−15g level requires

that this servo system match the Earth’s rotation rate at the level of 10−5ΩEarth ≈
1 nrad/s. To achieve this, we designed a Rotation Compensation System (RCS) based

on a set of three piezoelectric nanopositioners. The nanopositioner tripod (see Fig.

5.10(a)) supports a rigid 1” thick triangular aluminum mirror plate. The combined

three degrees of freedom from the vertical actuators allows the mirror to be indepen-

dently tilted about the x and y axes and also translated in the z direction. Each

nanopositioner is capable of 30 µm of vertical travel with a resolution of 60 pm. Since

the actuator attachment points on the mirror plate form an equilateral triangle in-

scribed in a 15 cm diameter circle, this linear translation yields an angular range of

267 µrad and an angular resolution of 0.5 nrad. This range is sufficient to compen-

sate for the Earth’s rotation angle during the interferometer time, which for the EP
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apparatus is 2ΩEarthT ≈ 200 µrad.

To facilitate stable motion, the mirror plate is attached to the nanopositioner

tripod via ball bearings using a minimum set of kinematic constraints.4 Three springs

secure the mirror plate to these constraints. The mirror itself connects to the mirror

plate using another set of minimum kinematic constraints. The lower surface of the

mirror substrate has three machined holes that accept the ball bearing which interface

with these kinematic constraints. In the case of the mirror to mirror plate connection,

the nesting force for the constraints is provided by gravity alone.

The RCS design includes multiple ways to monitor the angle of the mirror as it is

rotated. The nanopositioners are equipped with piezoresistive sensors that indicate

the extension of each arm of the tripod, allowing the angle of the mirror to be inferred.

These sensors have a noise floor of 2 pm/Hz1/2 which implies an angle uncertainty

of 20 prad/Hz1/2. In order to measure the mirror angle directly, the mirror plate is

designed with a large opening in the center so that laser light can be reflected off the

bottom surface of the mirror. The mirror angle can be determined by measuring the

deflection of this reflected beam using a position sensitive detector.[58]

To minimize wavefront distortion of the interferometer beams caused by prop-

agation through vacuum viewports, the RCS is designed to be installed inside the

same UHV chamber as the atom interferometer. As a result, the RCS must be UHV

compatible down to 10−10 Torr. Figure 5.10(b) shows the assembled RCS vacuum

chamber. The aluminum chamber is cylindrical with an endcap welded to the bottom.

A 10” CF flange at the top of the chamber allows access for installation of the RCS.

The three nanopositioners are anchored to the inside wall of the vacuum cylinder

using vented fasteners for all blind tapped holes. UHV electrical feedthroughs are

used to connect the nanopositioners to the control electronics. A vacuum viewport

on the side of the chamber and a 45-degree mirror placed under the retro-reflection

mirror allows optical access for measuring the mirror angle using the light deflection

technique described above.

The RCS vacuum chamber is connected to the rest of the vacuum system via a

4This is the same set of constraints used in a traditional kinematic mirror mount: a sphere inside
a trihedral hole (often substituted by a conical hole), a second sphere inside a V-groove, and a third
sphere in contact with a plane.
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(a) (b)

Figure 5.10: Rotation Compensation System. (a) CAD model of the RCS showing
the mirror, the mirror plate, and the three nanopositioners. Two of the kinematic
constraint ball bearings that connect the mirror to the mirror plate can be seen
through the transparent mirror substrate. (b) Assembled RCS vacuum chamber.
The chamber connects to the interferometer region vacuum system using a flexible
bellows. Here the bellows is shown blanked off during the initial vacuum test.

flexible bellows. This allows the RCS chamber to be articulated with respect to the

interferometer region so that the angle of the retro-reflection mirror can be coarsely

aligned. The chamber is anchored to the ground by three tabs that are welded to the

outside of the RCS. Each tab has an anchor bolt and a counterposing adjustable set

screw so that its height can be changed. In addition to allowing coarse adjustment,

the bellows also help decouple the retro-reflection mirror from vibrational noise.

5.2 Atom Source

The atom source is responsible for preparing the cold atom ensembles before they

get sent into the interferometer region. Since every experiment cycle begins with the

atom source, the primary goal here is to provide as many usable atoms as possible

in a short time so that the repetition rate of the apparatus remains high. Here

“usable” typically refers to the velocity distribution of the atom ensemble, although
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their number density can also be important.

An upper bound on the acceptable ensemble temperature for a free-fall gravimeter

is set by the expansion rate of the cloud during the measurement. For an atom

ensemble with a velocity spread on the order of the recoil velocity (vr = ~k/m ≈
6 mm/s for rubidium), the final cloud diameter after falling for ∼ 2.7 s inside the

interferometer region is approximately 3 cm. Since the vacuum chamber diameter is

10 cm, the atoms transverse velocity spread must be no larger than this or a significant

number of atoms will be lost to collisions with the walls. The atom cloud temperature

should therefore be less than the recoil temperature Tr = mv2r/kB = 360 nK.

In addition to the above practical limit, the velocity spread is also tightly con-

strained by a number of systematic effects discussed in Chapter 4, such as magnetic

and gravitational inhomogeneities as well as coriolis and centrifugal forces. Generally

speaking, systematic errors associated with the kinematic properties of the ensemble

are due to uncontrolled offsets in the mean x̄ of the distribution (e.g., the average ve-

locity) not the standard deviation σx (e.g., temperature). However, the uncertainty of

the mean is δx̄ = σx/
√
N for an ensemble of N atoms, so the width of the distribution

does limit how well such uncontrolled offsets can be eliminated. In other words, the

need to control systematic errors can dictate how narrow a distribution is required to

suppress such spurious offsets. For example, an ensemble of 106 atoms of 87Rb with

temperature Tr has a velocity spread (standard deviation) of σv = 6 mm/s, so the

uncertainty of the average velocity of the cloud is δv̄ = 6 µm/s, meaning that the

average velocity will vary by this amount across repeated trials.5 Since we estimate

that launch velocity control better than 1 µm/s will be required for a 10−15g EP test

(see Chapter 4), this implies the need for a sub-recoil temperature (≈ 10 nK) atom

cloud.

All of the estimates of the kinematic requirements of the atom source point towards

ensembles that are colder than can be achieved with standard laser cooling alone.

Although sub-Doppler, polarization gradient cooling can yield temperatures of a few

5Stochastic variation of the mean of a kinematic variable can also in principle be a source of
random noise in the experiment if the variable in question couples to the interferometer response.
However, in that case the noise contribution will (trivially) end up being negligible whenever the
associated systematic error is successfully suppressed.
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Tr, this is still at least an order of magnitude too hot. Certainly, laser cooling below

the recoil temperature has been demonstrated[65, 66, 67], although these schemes are

sometimes complex. Alternatively, evaporative cooling provides a robust, well-tested

path to sub-recoil temperatures as it is used to produce Bose-Einstein condensates

(BEC). Although a BEC is likely problematic for use in precision atom interferometry

due to large number densities which can lead to undesirable collisional phase shifts

(see Section 6.3.3), evaporative cooling can still be used to provide significant phase

space compression while stopping short of BEC. In order to explore the full parameter

space of atom interferometry using an evaporatively cooled source, our design goal

was to build an atom source capable of reaching BEC.

To achieve BEC, we pursued two well-known trap designs: a time-averaged orbit-

ing potential (TOP) trap and an optically plugged trap (OPT). Both traps are similar

in that they are based on magnetic trapping in a spherical quadrupole field with high

spatial gradients. This field is convenient since it is the same configuration used for

the MOT. Of course, the problem with the quadrupole field for trapping cold atoms

is that the magnetic field at the center of the trap is zero, resulting in significant

atom losses due to Majoranna spin flips. This occurs because the spin state of the

atom does not adiabatically stay aligned with the magnetic field as the atom passes

through the region near the trap center where the field is small.

A TOP trap avoids Majoranna losses by applying a rotating bias field that shifts

the zero of the field away from where the atoms are.[68] As long as the bias field

rotates faster that the atom oscillation frequency in the trap, atoms can never reach

the moving field zero, and instead their motion is governed by the time-average of

the magnetic potential. As a result, near the center of this effective potential there

is always a sufficiently large magnetic field to avoid spin flip losses.

An alternative solution, the OPT trap, avoids Majoranna losses through the addi-

tion of a conservative optical potential at the trap center. Light that is detuned to the

blue of an atomic transition results in a positive AC Stark shift of the atom’s energy

level, causing the atom to be repelled from regions of high intensity. As long as this

light is sufficiently far detuned, the associated photon scattering rate will be highly

suppressed and the light force will be conservative with negligible heating. Therefore,
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a focused beam of blue-detuned light at the center of the quadrupole field can act as

a barrier to prevent spin-flip losses.

5.2.1 Vacuum Chamber

The atom source vacuum system is composed of three custom-designed stainless steel

sub-chambers. First, the ‘3D MOT chamber’ is the centerpiece of the atom source

because it is where the atoms are cooled and trapped in a MOT and subsequently

evaporatively cooled. Next, the ‘2D MOT chamber’ is a smaller auxiliary chamber

where we make the 2D MOT which serves as the cold atom beam responsible for

loading atoms into the 3D MOT. Finally, the ‘detection chamber’ is an auxiliary

chamber with large viewports for optical access that can be used for imaging the

atom cloud at the end of an interferometer sequence.

All of the vacuum viewports are custom synthetic fused silica windows that are

attached to the steel using soft-metal Indalloy seals. We use the same technique

described in [69]. The seals are made from a (97.5%) lead alloy called Indalloy 165.

The motivation for using this sealing material (rather than indium) is that the Indalloy

seals can be baked above 200 C. Each sealing gasket is formed from a loop of Indalloy

solder with the ends melted together. The gaskets are then pre-compressed using

a custom jig. A different jig was used for each type of widow to form gaskets of

the appropriate dimensions. The Indalloy gaskets require a smooth surface on the

vacuum chamber in order to form a seal, so all the viewport sealing surfaces were

machined flat. To assemble a viewport, gaskets were placed on both surfaces of the

window (one as a seal and the other as a “pad”) and clamps were installed to provide

the required sealing force.

The layout of the 3D MOT chamber is based on a cylindrical octagon design,

with several modifications to allow for tight integration of the magnetic coils. Both

the inner and outer surfaces of the chamber are nominally cylindrical, with the outer

surface having eight facets for CF ports that are arranged as a 6.67”-wide octagon.

Figure 5.11(a) shows the newly machined octagon chamber prior to brazing to the rest

of the chamber. The symmetry axis of the octagon chamber is oriented vertically,
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(a) (b)

Figure 5.11: (a) Octagon vacuum chamber prior to brazing. The eight 2.125” CF ports
are machined flat (no knife edge) to allow for soft metal seals to custom viewports.
4” long sections of vacuum tube attached to 6” CF flanges were brazed onto the top
and bottom of the octagon for connecting to the rest of the system. The slots that
appear on the top surface of the chamber are for water cooling. Plates were brazed
onto the top and bottom of the chamber to form a closed circuit for the water. (b)
CAD model of the completed 3D MOT chamber including winding guides for the
quadrupole coils. The coils occupy the annular regions above and below the octagon.
The numerous slots in the winding guides allow access to the inner layers of the coil
for the purpose of water cooling.

so the eight 2.125” CF ports on the octagon facets provide optical access in the

horizontal plane. Note that these ports have the bolt pattern of a 2.125” CF flange,

but their sealing surfaces are all machined flat (no knife edge) for attaching viewports

using Indalloy seals. To allow for large interferometer laser beams along the vertical

direction, the minimum inner diameter of the chamber is 3.81” (same as the ID of a

standard 6” CF flange).

In addition to the ports in the horizontal plane, the top and bottom surfaces of

the chamber are fitted with 4”-long sections of vacuum tube that terminate with 6”

CF flanges for connection to other parts of the vacuum system. With the addition
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of integrated winding guides, these extension tubes serve as the hub of the main

quadrupole magnetic coils which are wound directly onto the chamber. The CAD

model of the complete 3D MOT vacuum chamber including winding guides appears

in Fig. 5.11(b).

The coils that produce the rotating bias field for the TOP trap need to be placed as

closely as possible to the center of the atom trap to minimize the amount of dissipated

power at the required field strength. Four rectangular reliefs for these TOP coils were

cut into the outer wall of the octagon chamber so that each of the four coils encircles

two of the 2.125” viewports.

The TOP coils are in direct thermal contact with the vacuum chamber. Since

at full power they each dissipate > 1 kW due to resistive losses, the coils can cause

detrimental heating of the chamber. In addition, we found that at the operating

frequency of ∼ 1 kHz there is substantial inductive coupling to the steel chamber

(eddy current damping), presumably leading to heating as well. Heating can adversely

affect a UHV chamber since the temperature strongly affects the outgassing rate.

To compensate for both resistive and inductive heating, the octagon chamber has

integrated water cooling. Between its inner and outer surfaces, the chamber is mostly

hollow and serves as a water manifold (see Fig. 5.11(a)).

The 2D MOT chamber is a simple rectangular design which is dominated by four

large, rectangular viewports (see Fig. 5.12). These viewports allow for large aspect

ratio 2D MOT laser beams. Several smaller 1.33” CF ports located near the back end

of the chamber are included for vacuum pump connections and as a place to attach

the rubidium source. A 2.125” circular viewport on the back surface of the chamber

provides optical access along the 2D MOT atom beam propagation direction. A right

angle fused silica prism with a protected gold mirror coating is bonded to the front

surface of the inside of the chamber. This mirror gives optical access in the opposite

direction of the 2D MOT atom beam propagation. A small hole drilled through

center of this prism allows the 2D MOT beam to exit the chamber and propagate to

the 3D MOT. Since the 2D MOT chamber is designed to run as a Rb vapor cell at

∼ 10−5 Torr, it is connected to the UHV 3D MOT chamber by a low conductance tube

(diameter 3 mm, length 5 cm) which acts as as differential pump. The differential
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Figure 5.12: 2D MOT vacuum chamber. The long rectangular windows are for the
2D MOT beams. The atoms exit out of the small hole in the front of the chamber
which attaches to the 3D MOT. Three 1.33” CF flanges were welded to the circular
pockets near the back of the chamber.

pumping tube is made of graphite (an alkali getter) to help minimize Rb pressure in

the 3D MOT region.

Approximately five grams of rubidium6 are stored in a small auxiliary chamber

(‘Rb chamber’) attached to one rear port of the 2D MOT chamber. Rubidium was

initially moved into the Rb chamber from a commercially available ampoule by trans-

ferring under vacuum to a cold point. The Rb is located between two all-metal valves

that serve as a vacuum interlock during Rb transfers.

The detection chamber is based on a modified commercially available 6” CF cube.

Four of the six CF sealing surfaces are machined flat to allow for Indalloy-sealed

viewports. The viewports have a 4” clear aperture to maximize optical access for

atom detection.

5.2.2 Quadrupole Coils

The quadrupole magnetic field for the MOT and the magnetic trap is generated by

a pair of high power coils arranged in an anti-Helmholtz configuration. While the

6Natural isotope concentrations are 72% 85Rb, 28% 87Rb.
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field gradient requirements for the MOT are modest (∼ 15 G/cm), the magnetic

trap requires much larger gradients for efficient evaporative cooling. In part, the

collision rate (and hence, re-thermalization time) of atoms in a magnetic trap is

determined by the trap frequency since this sets how quickly atoms move through

the trap volume. The trap frequency is just ω =
√
k/m, where the curvature k for a

TOP trap in the radial direction is k = µ(∇B)2/2Brot. Typical trap frequencies for
87Rb (µ ∼ 2π~ · 0.70 MHz/G) are

ωTOP/2π = 60 Hz

(
∇B

300 G/cm

)√
10 G

Brot

(5.5)

which shows that large field gradients are required to to reach trapping frequencies

larger than ∼ 10 Hz. The design goal for our quadrupole gradient was 300 G/cm.

One complication of our vacuum system design already alluded to in Section 5.1.1

is the large inner diameter. The system must have a large clear aperture along the

z-direction to allow for large diameter laser beams for the interferometer light. This

makes it more challenging to achieve high field gradients, since for a coil pair satisfying

the Helmholtz condition,7 the field gradient is ∇B ∼ µ0I/R
2 for coil radius R and

current I. For this reason, our quadrupole coils must have many loops and require

high current, resulting in significant resistivity heating.

Our quadrupole coil pair is designed to produce a radial field gradient of ∇B =

(0.95 Gauss/cm/A) · I. The coils have an inner radius of 2” and consist of 12 radial

layers of 0.195”-thick square cross-section copper conductor with heavy build dacron

glass insulation. The coils have a minimum axial separation of 3” and are each 16

axial layers tall, resulting in a total of 12×16 = 192 turns for each coil. The measured

series resistance of the coil pair is rquad = 0.18 Ω, resulting in a Joule heating rate of

I2rquad ∼ 16 kW. To dissipate this heat, the copper conductor used to wind the coil

is hollow (0.100” ID), allowing cooling water to flow through it. In order to increase

the flow rate of cooling water, we subdivided each coil into six sub-coils. Each sub-

coil is an independent water manifold, so although the 12 coil segments are in series

electrically, we are able to put them in parallel for water cooling.

7A coil pair satisfying the Helmholtz condition has the coil radius equal to the coil separation.
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Figure 5.13: 2D MOT and 3D MOT CAD Model. The quadrupole coils appear above
and below the octagon chamber and the TOP coils can be seen around the octagon
windows.

Subdividing the coils substantially improves the water flow rate. Still, we require

an input pressure of ∼ 200 psi to the water cooling manifolds in order to maintain

enough flow to adequately cool the coils at full power. This requires a booster pump

to increase the input pressure above the ∼ 80 psi available from the building’s process

cooling water. We use a Goulds 10 GPM booster pump for this purpose.

5.2.3 2D and 3D MOT

The rectangular viewports on the 2D MOT are attached to the steel chamber us-

ing a hybrid sealing technique. Indalloy seals alone resulted in residual leaks, so in

addition to the Indalloy seal we also used a vacuum compatible epoxy to attach the

viewports.[70] A thin layer of epoxy was applied between the chamber and an Indalloy
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Figure 5.14: 2D MOT viewed along the axis of the atom beam. The bright spot in
the center of the crossed beams is the 2D MOT.

gasket; likewise, a second layer of epoxy was applied between the glass window and

the Indalloy gasket. Care was taken to avoid dripping any epoxy which could lead to

unintentional bonds between the two epoxy layers. With this technique, the epoxy

forms the vacuum seal, and the Indalloy gasket acts as a compliant element which

can thermally expand during bake-out. This arrangement avoids stressing the glass

which would occur if it were directly bonded to the chamber with epoxy.

Figure 5.14 shows the operational 2D MOT. To increase the atom flux, we also

added a ‘pusher’ beam directed along the longitudinal axis of the 2DMOT as was done

in [71]. The pusher significantly improves the usuably 2D MOT flux as determined
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Figure 5.15: Effect of the pusher beam on the 87Rb MOT loading rate. The upper
curve (blue) shows the 3D MOT fluorescence versus time with a longitudinal pusher
beam added to the 2D MOT (a 2D+ MOT). The lower curve is the same 3D MOT
loading trace with the pusher beam blocked.

by the 3D MOT loading rate. Figure 5.15 is a comparison of the 3D MOT loading

rate with and without the pusher beam. In this case the pusher increases the loading

rate by a factor of ∼ 5.

Figure 5.16 shows the loading curve for the dual species 3D MOT. Each species

can be loaded independently by blocking the seed light for the other species (see

Section 5.3.1), and the atom number ratio between the two is easily adjustable.

5.3 Laser System

We built two conceptually distinct laser systems: the laser cooling light and the atom

optics light. The laser cooling optics setup generates all light frequencies that are

required to cool, trap and image the two isotopes Rb. Due to hyperfine structure

differences, the two isotopes have unique frequency requirements for these tasks; this
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Figure 5.16: 3D MOT loading curves for 85Rb (blue), 87Rb (red), and a dual species
MOT (yellow). Each trace shows 3D MOT fluorescence measured by a photodiode
versus time. The individual species curves were were taken by simply blocking the
seed light into TA2 of the opposite species.
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doubles the number of required frequencies compared to a single species experiment.

The atom optics laser system provides the light for implementing the atom inter-

ferometer beamsplitters as well as for optical lattice manipulations. Both of these

applications use two-photon transitions (either Raman or Bragg) with light frequen-

cies that are chosen to be far detuned from all single photon resonances. As a result,

the atom optics laser system can simultaneously address both isotopes using the same

light frequencies. In addition to simplifying the design of the atom optics system, the

use of common laser light for both isotopes during the interferometer can significantly

suppress laser-related noise and systematic errors.

5.3.1 Dual Species Laser Cooling and Trapping Light

Making the dual species MOT requires four different laser frequencies, two for each

species. Doppler cooling requires light detuned slightly red of an atomic transition so

that an atom moving opposite to the light propagation direction sees a Doppler shift

which brings the light closer to resonance. As a result, atoms experience an enhanced

scattering force from light propagating opposite their velocity direction, leading to

damping. For the MOT to work, the atomic states used for cooling must form a

closed cycling transition, allowing the atom to undergo many repeated scattering

events without pumping to another state that does not interact with the light. The

transitions F = 3 → F ′ = 4 in 85Rb and F = 2 → F ′ = 3 in 87Rb very nearly meet

this condition. However, there is a small probability that the cooling light will cause

an off-resonant excitation F = 3 → F ′ = 3 in 85Rb (or F = 2 → F ′ = 2 in 87Rb).

These off-resonant excitations can subsequently lead to decays that put the atom in

the lower hyperfine ground state (F = 2 for 85Rb and F = 1 for 87Rb), which is not

part of the cycling transition. To eliminate this loss channel, a second laser frequency,

called repump, is used to pump atoms that end up in the dark lower hyperfine state

back into the cycling transition.

Figure 5.17 shows the hyperfine level structure and the four laser frequencies

required for the dual species MOT. The cooling light frequencies νc85 and νc87 are

detuned from the cooling transition by a variable amount δ85 and δ87 for 85Rb and
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87Rb, respectively. During the loading and initial cooling phase of the MOT, the

detuning is typically set at ∼2Γ ≈ 10 MHz where Γ is the natural linewidth.

Light used to make the MOT must have its frequency stabilized to better than

Γ ∼ 6 MHz. This requires that the lasers be frequency locked to an atomic reference.

To simplify the cooling laser setup, we use a single master laser that is frequency

locked to rubidium. The master laser is a Newport Vortex external cavity diode

laser (ECDL) with a short term linewidth < 1 MHz. All of the cooling and repump

frequencies are derived from this master light using frequency shifting techniques,

eliminating the need for multiple laser locks.

The master laser frequency is chosen at a convenient location to facilitate the

generation of the four other frequencies. This is accomplished with an offset locking

technique. Master light is double-passed through an AOM (see Fig. 5.19) resulting

in a redshift of ∆νAOM. This shifted light is then locked to the 3′ → 4′ crossover

resonance of 85Rb using saturation absorption spectroscopy. As a result, the master

laser is locked ∆νAOM to the blue of the lock point (See Fig. 5.18).

The optics layout for generating the saturation spectroscopy error signal used to

frequency lock the laser appears in Fig. 5.19. Probe light is first sent through a phase

modulator (ϕM1) where 10 MHz sidebands are added before being sent through a

rubidium reference cell. In order to achieve a Doppler-free spectroscopy signal, a

pump beam also passes through the same reference cell counter-propagating with

respect to the probe so that only a narrow (natural linewidth-wide) velocity class is

simultaneously resonant.

After being acquired by a photodetector, the error signal is demodulated with a

mixer and then sent into a PID control circuit. The feedback signal is then applied

to the current modulation input of the Vortex. To account for low frequency drifts

given the finite tuning range of the current modulation input, a low-passed copy of

the feedback signal is amplified and then applied to the laser’s piezo input to adjust

its cavity length. This combination of a fast current loop and a slow piezo loop

results in a tight laser lock that is capable of compensating for large drifts. However,

over very long times (> 1 hour), the low frequency integrator that adjusts the piezo

ultimately reaches its voltage limit. To avoid losing lock, a third, computer-based
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Figure 5.17: Level structures and optical frequencies for cooling and trapping both
isotopes. The master laser νM is offset locked by ∆νAOM from the 3′ → 4′ crossover
resonance of 85Rb. The cooling and repump transitions are shown for both species,
with the subscript c denoting cooling and r repump. The cooling light is detuned
from resonance by δ85 and δ87 for

85Rb and 87Rb, respectively. Note that the hyperfine
splittings of the 5P3/2 manifolds are exaggerated by a factor of 80 with respect to the
5S1/2 manifolds for the sake of readability. The optical transitions 5S1/2 → 5P3/2 are
not drawn to scale.
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Figure 5.18: RF scheme for cooling and trapping both isotopes. The lock point is
the 3′ → 4′ crossover resonance of 85Rb and is shown as a dashed arrow. The master
laser νM sits ∆νAOM to the blue of the lock point. Light to address the cooling and
repump transitions is then generated by putting sidebands on the master laser using
phase modulators.

feedback loop operates in parallel. This outer loop monitors the voltage level of the

slow piezo feedback loop with a 1 s update rate. If this voltage gets too close to the

edge of the piezo circuit’s limits, the computer issues a GPIB command to the Vortex

which coarsely adjusts the piezo’s DC value such that the feedback circuit is brought

back into range. With all three loops in place, the laser can stay locked for days at a

time.

The narrow line-width master laser does not output enough power to generate

all the required cooling light, so we use a master oscillator, power amplifier (MOPA)

arrangement. A tapered amplifier (TA1 in Fig. 5.19) is seeded by the the master and

provides up to 15 dB of optical gain. This yields several hundred milliwatts of power

for ∼ 10 mW of seed light which is then divided up for the lock and several phase

modulators. Before being used, the output of TA1 is sent through a single-mode

optical fiber (SMF1 in Fig. 5.19) to cleanup its spatial mode and to help decouple

the alignment of the rest of the setup from the pointing stability of the TA.

The TA modules are based around 500 mW tapered amplifier chips from Eagle-

yard Photonics that have gain profiles centered around 780 nm. The C-mount style

chips are mounted in custom copper housings that act as both mechanical anchors

and thermal heat sinks. Thermal contact with the housing is facilitated by a soft

indium foil pad placed between the chip and the housing which deforms to fit both
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Figure 5.19: Optics setup for generating laser cooling and trapping light for both
isotopes. The ECDL master laser is labeled M and the tapered amplifiers are la-
beled TAi. SMFi designates a single-mode fiber. PD is a photo detector. Half
waveplates and quarter waveplates are labeled λ/2 and λ/4, respectively. P indicates
an absorptive polarizer (Polarcor). All beamsplitter cubes are polarizing. The fiber
phase modulators are labeled as ϕMi. In two places, marked A and B, the fibers are
drawn with a break for the purpose of clarity. Rb is the rubidium vapor cell used for
the saturation absorption spectroscopy laser lock system. AOM is an acousto-optic
modulator that gives a double-pass frequency shift of ∆νAOM.
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surfaces. For stable amplitude and frequency operation, the TAs benefit from a preci-

sion low-noise current source and active temperature control. A thermistor embedded

in the copper housing in conjunction with a thermoelectric cooler (TEC) monitors

and stabilizes the temperature of the housing using PI feedback. The copper hous-

ing is mounted to a water cooled aluminum block so that the heat pumped by the

TEC can be efficiently removed. Master seed light is injected into the TA via an

f = 2 mm lens. To optimize the coupling into the TA, the lens is mounted inside

a 100 threads/inch lens tube which attaches to the copper housing, allowing for fine

adjustment of the focus. An identical lens setup collimates the diverging output mode

of the TA, and then finally a cylindrical lens corrects for astigmatism.

We generate the cooling and repump light frequencies by putting sidebands on

the amplified master light using fiber-based electro-optic traveling wave phase modu-

lators (Photline Technologies, NIR-MPX850-LN08). These broadband fiber modula-

tions (labeled as ϕMi in Fig. 5.19) have a microwave bandwidth of 8 GHz, allowing

sidebands on the master νM to reach to any of the rubidium D2 transitions. To min-

imize the number of independent modulators, we generate both repump frequencies

νr85 and νr87 with a single modulator ϕM4 by choosing its modulation frequency ∆ν4

equal to the isotope splitting:

∆ν4 = ν
(87)
1→2′ − ν

(85)
2→3′ ≈ 2.526 GHz (5.6)

Furthermore, by special choice of the master laser offset frequency ∆νAOM = 449 MHz,

we arrange for the master laser to be exactly ∆ν4 to the red of the 85Rb repump

frequency ν
(85)
2→3′ . As a result, the output of modulator ϕM4 has its first order sideband

at νr85 = νM + ∆ν4 = ν
(85)
2→3′ and its second order sideband at νr87 = νM + 2∆ν4 =

ν
(87)
1→2′ , both of which are resonant with the respective repump transitions of the two

isotopes. For sinusoidal modulation of the form sin (νM t+ β sin (∆ν4t)), the first and

second order sidebands have equal magnitude at a modulation depth of β ≈ 2.6.

Since the fiber modulators have very small Vπ ≈ 5 Volts, β = 2.6 is experimentally

accessible with a modest power requirement of (5V )2/(50 Ω) = 0.5 W. Therefore,

experimentally we can get roughly equal power in the two repump sidebands using



CHAPTER 5. EXPERIMENTAL APPARATUS 86

a single fiber modulator driven with a single RF modulation frequency. The dual

species loading rate results in Fig. 5.16 use this frequency generation scheme.

In some experiments, where only a single isotope MOT is required, we used slightly

different settings for the offset lock frequency and repump fiber modulator shift. When

generating a single species 87Rb MOT, we operated with a master offset of ∆ν ′AOM =

388 MHz and a repump modulation of ∆ν ′4 = 2568 MHz. The second order sideband

from the modulator is then resonant with the 87Rb repump transition. However, the
85Rb repump transition is not resonate with these modulation parameters.

Although the phase modulator approach to generating the MOT frequencies has

the advantage of minimizing the number of independent laser locks, one disadvantage

is the inefficiency of phase modulation due to the presence of many undesired side-

bands. Sinusoidal phase modulation results in a spectrum consisting of an infinite

series of positive and negative sidebands:

sin (νt+ β sin (∆νt)) =
∞∑

n=−∞

Jn(β) sin ((ν + n∆ν)t) (5.7)

Our application calls for a pure frequency shift of light from νM to one of the MOT

transitions. Thus, only a single sideband is desired, and the rest of the sidebands

in Eq. 5.7 are wasted at best and could excite unanticipated atomic transitions at

worse. To avoid these problems, we use a serrodyne modulation technique instead

of sinusoidal modulation (see Appendix C). By driving a phase modulator with

a sawtooth waveform generated by a non-linear transmission line (NLTL), most of

the power ends up in the desired sideband, with the other sidebands suppressed by

typically 5 to 10 dB.

Spurious sideband suppression is particularly important for the cooling light fre-

quencies νr85 and νr87 because they represent most of the power in the MOT. Ideally,

undesired sidebands should be kept at least an order of magnitude smaller than

the cooling light amplitude so that most of the power delivered to the MOT is at

a useful frequency. To generate the 87Rb cooling frequency νr87, we use serrodyne

modulation with a Picosecond Pulse Labs model 7113-110 NLTL. This NLTL oper-

ates best at drive frequencies near 1 GHz and degrades quickly for frequencies above



CHAPTER 5. EXPERIMENTAL APPARATUS 87

1.2 GHz. Since the cooling transition is 1515 MHz to the red of the master νM

but only 1066 MHz to the red of the AOM-shifted offset lock point νM − ∆νAOM,

it is advantageous to use the AOM-shifted light instead of the master light as the

carrier for generating νr87. As shown in Fig. 5.19, light from after the AOM

double-pass is sent through fiber modulator ϕM2 where it is frequency shifted by

∆ν2 = (−1066 MHz + δ87) using serrodyne modulation.8 With this scheme, residual

spurious sidebands are reduced to smaller than 5% of the power of the 87Rb cooling

sideband.

We use voltage controlled oscillators (VCOs) to drive the high frequency (>

1 GHz) modulators. The VCOs are from the Analog Devices ADF4360 series. Each

ADF4360 chip is an integrated package the includes several VCOs and a phase locked

loop (PLL) which servos the VCO frequency to a reference signal. The ADF4360

circuit accepts a 10 MHz reference which is digitally multiplied to reach the GHz op-

erating frequency of the VCO. The output frequency of the VCO can be adjusted by

hundreds of MHz simply by changing the digital multiplier via a serial communication

interface. The 87Rb cooling sideband ∆ν2 and the repump modulation frequency ∆ν4

are both generated by ADF4360 chips.

5.3.2 Atom Optics Light

Compared to the laser cooling laser system, the light used to manipulate the atoms

during the interferometer sequence must satisfy much more stringent requirements.

These include enhanced frequency and phase stability, polarization purity, intensity

stability and wavefront uniformity. In addition, the atom optics laser system is re-

sponsible for generating the accelerating optical lattice potential needed for launching

the atoms along their fountain trajectories. This application demands flexible, contin-

uous frequency tunability, and puts tight constraints on the minimum beam intensity

and detuning.

First of all, consider the necessary frequency control. The atom interferome-

ter beamsplitters and the optical lattice are both based on two-photon transitions.

8δ87 < 0 then corresponds to light that is red detuned from the cooling transition.
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These include Raman transitions, which change the atom’s internal hyperfine state

in addition to changing its momentum, and Bragg transitions, which only change

the momentum while leaving the internal state unchanged.9 In either case, the tran-

sitions require two laser frequencies to drive a stimulated two-photon process, and

these frequencies are chosen to be far detuned from the single photon resonance so

that single photon transitions are greatly suppressed. From energy conservation, the

two-photon resonance condition using light with propagation vectors k1 and k2 and

frequencies ω1 and ω2 is given by

ω1 − ω2 = (ωa
f − ωa

i )︸ ︷︷ ︸
Internal state

+ keff · v︸ ︷︷ ︸
Doppler shift

+
~keff

2

2m︸ ︷︷ ︸
Recoil shift

(5.8)

where ~ωa
i and ~ωa

f are respectively the initial and final internal atomic state energies,

v is the atom’s initial velocity, and keff ≡ k1 − k2 is the effective propagation vector

of the transition. For counter-propagating beams, keff ≈ 2k1 since |ω1 − ω2| ≪ c |k1|.
Note that the recoil shift for 87Rb is approximately 15 kHz while the energy level

difference between the hyperfine ground states is 6.8 GHz. For a Bragg transition,

ωa
i = ωa

f , so Eq. 5.8 requires that the frequency difference between the two lasers be

15 kHz for an atom initially at rest. The equivalent Raman transition requires an

additional 6.8 GHz of shift to account for the internal energy difference of the states.

Additionally, as the atom falls for time 2T , its velocity will change by 2gT ≈ 26 m/s,

which corresponds to a Doppler shift of 68 MHz. The laser frequency difference must

be adjusted to account for this shift.

The atom optics laser system needs to have sufficient frequency agility to satisfy

Eq. 5.8 for both Raman and Bragg transitions over the entire range of atom velocities.

This requires continuous tuning of the frequency difference over a range of 68 MHz.

As shown in Fig. 5.20, a set of three double-passed AOMs are used to perform these

frequency shifts. Each AOM is used to generate a different laser frequency:

νi = νao + δνi (i = 1, 2, 3) (5.9)

9An optical lattice acceleration can be thought of as a sequence of temporally overlapped Bragg
transitions.
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Here δνi is the frequency shift imparted by AOMi in Fig. 5.20 and νao is the carrier

frequency for the atom optics system which is sent into the AOMs. The use of

three AOMs (instead of two) is more flexible as it allows for simultaneously two

independent resonant pairs to be sent to the atoms. Since each pair of beams can be

used to satisfy a different resonant condition, this setup can simultaneously induce

Bragg (or Raman) transitions for two different atom velocities. This flexibility is

needed for more sophisticated large momentum transfer (LMT) atom optics, as well

as for simultaneous conjugate interferometers.

The optical lattice launch puts additional demands on the frequency agility of

the system. During the lattice launch, the atoms must be accelerated from v = 0

to v = gT = 13.2 m/s over a distance of ∼ 10 cm, corresponding to an acceleration

of a = 88g. In order for the lattice to continuously satisfy Eq. 5.8, the frequency

difference between the lattice beams must be swept at a rate α/2π = 2ka/2π ≈
2.2 MHz/ms for a time of 15 ms. We can generate this type of chirped frequency by

driving the AOMs with a direct digital synthesis (DDS) board.

For a Raman transition, a frequency shift of 6.835 GHz for 87Rb or 3.036 GHz for
85Rb must be added to one beam as well. This is accomplished with a broadband

fiber phase modulator. As shown in Fig. 5.20, the 0th-order (undeflected) light out of

AOM3 is picked off and then sent through fiber modulator ϕM5 before being returned

along the same path. When driving a Raman transition, AOM3 is left off and ϕM5

adds the appropriate microwave sideband to compensate for the hyperfine splitting

in Eq. 5.8. During Bragg transitions, AOM3 is used instead and the 0th-order beam

path is blocked with a mechanical shutter.

Next, the intensity of the atom optics laser beams should be as large as possible

for a number of reasons. The two-photon effective Rabi frequency Ωeff is a good figure

of merit for both the interferometer pulses and the optical lattice, and it scales with

the intensity of the two beams as Ωeff ∝
√
I1
√
I2. For the interferometer sequence

specifically, there are systematic errors associated with the finite duration τ ∼ Ω−1
eff of

the beamsplitter pulses that are greatly suppressed in the short pulse limit. Addition-

ally, N -photon LMT beamsplitters require a time ∼N/Ωeff to complete, motivating

high Rabi frequency and high intensity. Likewise, Ωeff determines the optical lattice
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Figure 5.20: Laser setup for generating atom optics light and optical lattice light.
Tapered amplifiers are labeled TAi Half waveplates and quarter waveplates are labeled
λ/2 and λ/4, respectively. P indicates an absorptive polarizer (PolarcorTM) and GL
is a Glan Laser prism polarizer. All beamsplitter cubes are polarizing. ϕM4 is a fiber
phase modulator for generating Raman sidebands. Rb is the rubidium vapor cell used
to filter resonant ASE. AOMi are the acousto-optic modulators used for frequency
control of the Bragg beams.
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depth, and a larger lattice depth allows for a faster acceleration during the launch.

On the other hand, spatial mode concerns place restrictions on the minimum

beam diameter, limiting its intensity. Since the wavefronts of a Gaussian beam are in

general curved, the finite size of the beams results in a nonuniform transverse spatial

phase which gets imprinted on the atoms during the interferometer. This can lead to

systematic errors if the atoms follow different trajectories. To avoid this, the beam

diameter should be large compared to the spatial extent of the atom cloud so that

the atoms stay near the center of the beam where the phase is mostly flat. A related

constraint is that the interferometer beams must remain collimated over the length of

the interferometer. In this case, the Rayleigh range must satisfy zR ≫ 10 m so that

the intensity and phase profile stay uniform over the entire interferometer region.

To compensate for the beam diameter constraints, the atom optics lasers must

be high power. Figure 5.20 shows the set of three TAs that we use to amplify the

frequency shifted light from the AOMs. These TA assemblies are similar to the those

described in section 5.3.1 with the important exception that the diodes can deliver

1 W average power. Each TA is responsible for amplifying one of the AOM outputs, so

nominally only one frequency is sent into each TA. This avoids the possibility of non-

linear mixing between competing frequencies inside the TA which could potentially

add unwanted sidebands to the light.

The spatial mode of the interferometer light is very important because it deter-

mines the spatial phase that the light pulses imprint on the atom cloud. Therefore

each TA is sent through its own pinhole spatial filter. After the beams are combined,

the final beam is sent through an additional pinhole before being sent to the atoms.

The polarization of the atom optics laser beams must be chosen to satisfy the ap-

propriate selection rules for the two-photon transitions. Consider atom optics beams

incident along the z-direction with keff = keffẑ. In this basis, the allowed light po-

larizations are linearly polarized along either x̂ or ŷ and circularly polarized with

either right handed σ̂+ = −1√
2
(x̂ + iŷ) or left handed σ̂− = 1√

2
(x̂ − iŷ) rotation. Let

the polarization vectors of the two beams be denoted by ϵ̂1 and ϵ̂2. Note that for

first-order magnetic field insensitivity, the interferometer uses the mF = 0 states, so

the required two-photon coupling is of the form |Fi,mF = 0⟩ ↔ |Ff ,mF = 0⟩, where
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|Ff −Fi| = 1 for Raman and is zero for Bragg. The allowed polarizations for driving a

Bragg transition of this type are (ϵ̂1, ϵ̂2) = (x̂, x̂), (ϵ̂1, ϵ̂2) = (ŷ, ŷ), (ϵ̂1, ϵ̂2) = (σ̂+, σ̂+),

and (ϵ̂1, ϵ̂2) = (σ̂−, σ̂−). Likewise, for a mF = 0, ∆mF = 0 Raman transition the

allowed polarizations are (ϵ̂1, ϵ̂2) = (x̂, ŷ), (ϵ̂1, ϵ̂2) = (ŷ, x̂), (ϵ̂1, ϵ̂2) = (σ̂+, σ̂+), and

(ϵ̂1, ϵ̂2) = (σ̂−, σ̂−). Notice that the polarization requirements for Raman and Bragg

are incompatible in the case of linearly polarized light since Raman requires lin⊥lin

and Bragg requires lin∥lin. However, both types of transitions may be driven using

the same circularly polarized light, so we use this polarization to maintain flexibility.

We use a retro-reflection beam configuration to deliver the atom optics beams.

Figure 5.21 shows the final stage of the z-axis optics setup with the waveplates

responsible for generating the (ϵ̂1, ϵ̂2) = (σ̂+, σ̂+) polarization states for the coun-

terpropagating beams k1 and k2. Previously, the two beams were overlapped with

perpendicular polarizations on a PBS (see Fig. 5.20, after the GL polarizers). The

overlapped beams are sent through a quarter waveplate, producing σ̂+ and σ̂+ beams

propagating down towards the interferometer region. Both beams are retro-reflected

where they pass through another quarter waveplate which reverses the handedness

of the polarization. As a result, there are two counter-propagating pairs of beams

that have the right polarizations to drive either Raman or Bragg transitions. The

degeneracy between these two sets is broken by the generally non-zero velocity of the

atoms, which shifts the resonance condition (Eq. 5.8) in a way that depends on the

direction of keff.

Using two quarter waveplates in this fashion has the added benefit that it can be

used to produce the correct polarization for a MOT along the z-direction. Optical

access constraints that arise from the long interferometer region make it necessary

for the z-axis MOT beams to co-propagate along the interferometer beam axis. With

this scheme, the z-axis MOT light is amplified by a TA in Fig. 5.20 before being sent

to the interferometer region where the waveplates shown in Fig. 5.21 produce the

counter-propagating σ̂+ − σ̂− pair.

Imperfect polarization purity of the atom optics light can limit the transfer ef-

ficiency of the interferometer pulses into the desired state. A small polarization

error of the form ϵ̂1 = σ̂+ + ϵσ̂− (with ϵ ≪ 1) can couple transitions such as
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Figure 5.21: Optics setup for the z-axis. The two frequencies of atom optics light ω1

and ω2 are delivered to the top of the interferometer region with perpendicular linear
polarizations. A λ/4 converts the polarization into circular σ+ and σ−. A second λ/4
ensures that the pair of counter-propagating beams k1 and k2 (solid arrows) have the
correct polarization for driving either Raman or Bragg transitions. Another pair of
beams (dotted arrows) have the correct polarization, but their frequency difference
will not be resonant as long as the atom velocity is non-zero. SF is a pinhole spatial
filter.
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|Fi,mF = 0⟩ ↔ |Ff ,mF = ±2⟩. This pollutes the interferometer with population

in unwanted states with a probability of PmF=±2 = sin2 (ϵΩeffτ/2) ∼ π2ϵ2/16, assum-

ing a π/2-pulse. Since the m ̸= 0 states are more sensitive to magnetic field phase

shifts, the presence of population in these states can lead to magnetic field systematic

errors. Aside from this, such undesired transitions represent a loss of interferometer

contrast and therefore sensitivity. As shown in Fig. 5.20, each interferometer beam

is sent through a Glan Laser (GL) prism polarizer before the beams are overlapped

and sent to the interferometer region. The GL polarizers have a specified intensity

extinction ratio of 105 : 1, in principle allowing for electric field polarization purity

ϵ ∼
√
10−5 when properly aligned.10

The wavefront quality of the atom optics beams in the interferometer region is

important because non-uniformities in the transverse phase of the laser result in

systematic errors due to the imperfect overlap of the isotope trajectories. The local

laser phase gets imprinted on the atom during each interferometer pulse, and so the

atom optics laser phase fronts should be as spatially uniform as possible in order to

relax the overlap requirements of the isotope trajectories. As indicated by Eq. 4.8, it

is actually the relative phase ϕ2−ϕ1 that gets imprinted on the atom. As a result, the

most relevant wavefront distortions are those induced by any optical elements that

are not shared by the two counterpropagating beams k1 and k2.

The retro-reflection geometry (see Fig. 5.21) is beneficial with regard to wavefront

distortion because the number of non-common elements is minimized. As Fig. 5.21

indicates, the two beams are sent through the same pinhole spatial filter prior to

entering the interferometer region in an attempt to produce the same initial transverse

mode. However, the upward-propagating k2 beam passes through the bottom λ/4

waveplate twice and reflects off the bottom mirror before interacting with the atoms,

whereas the downward-propagating k1 beam does not. Therefore, distortions from the

bottom waveplate and mirror must be minimized. In addition, the final collimation

lens after the spatial filter is an important element because of the potential ill effects

of spherical aberration. Spherical aberration can result in significant phase ripple in

10During alignment, a third GL prism can be used as an analyzer to verify the extinction ratio
and perpendicularity of the other two GL prisms.
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the near field of the lens. Also, a spherically aberrated beam evolves into different

transverse phase profiles for the two different propagation distances from the lens.

5.3.3 Optimizing the optical lattice launch

The detuning ∆ of the atom optics light carrier frequency νao from the single photon

resonance has important repercussions on the efficiency of the lattice launch. In the

limit of small lattice depth, the lattice acceleration may be thought of as a sequence

of adiabatic passages between momentum states |p+ 2n~k⟩ → |p+ 2(n+ 1)~k⟩ up

to the desired launch velocity. Each such pair of states is coupled by a two-photon

Bragg transition. These transitions sequentially come into resonance as the lattice

beams’ frequency difference is swept according to δω(t) = αt, where α is the frequency

sweep rate. However, there are two atom loss mechanisms to contend with during the

launch: spontaneous emission and Landau-Zener tunneling.

First of all, there is always a non-zero single-photon excitation rate which leads to

spontaneous emission loss. If an atom undergoes a spontaneous emission cycle during

the launch then it will be lost from the lattice and will not end up in the correct

initial momentum state for the interferometer. This loss rate depends on the sum of

the single photon scattering rates from the two beams:

Rsp = R(1)
sp +R(2)

sp = Γ
I/Isat

1 + (2∆/Γ)2
(5.10)

where I = I1 ∼ I2 is the light intensity (taken to be equal for both beams), Γ is

the atomic linewidth and Isat is the saturation intensity for the transition. Since

the total fraction of atoms lost during the launch is fsp = RspδtL for launch time

δtL, minimizing the spontaneous emission loss rate relies on increasing the detuning,

decreasing the intensity, and decreasing the launch time.

Next, Landau-Zener (LZ) tunneling losses arise due to non-adiabatic transitions

that occur when the lattice acceleration is too large for a given lattice depth. This

effect may be understood classically as the acceleration at which atoms that are

nominally trapped in the lattice periodic potential are forced to slide out of their

original lattice site. Although, in the classical case, this only can happen when the
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acceleration-induced pseudoforce is large enough to eliminate the potential energy

minima of the lattice, quantum mechanical tunneling through a finite barrier results

in LZ losses even at lower accelerations.

Quantitative predictions of the loss rate require a slightly more sophisticated

model of lattice acceleration than the earlier, small lattice depth, description. Atoms

that are initially loaded into the lattice by adiabatically increasing the lattice depth

will end up occupying the lowest energy eigenstate of the lattice potential. These

eigenstates (the Bloch states) form an energy band structure En,q, labeled by band

number n and quasimomentum q. The bands are periodic with quasimomentum, with

each Brillouin zone having width 2~k. As the lattice is accelerated, the atom’s energy

adiabatically follows the lowest band. At the edge of each Brillouin zone, the atom

must pass through an avoided crossing which can result in a non-adiabatic transition

to the first excited band and subsequent loss from the lattice. Thus, the LZ loss rate

is set by the probability for an atom to make such a diabatic transition which is given

by

PLZ = exp

[
−π
2

Ω2
bg

α

]
(5.11)

where ~Ωbg is the band gap energy at the avoided crossing. In order to launch an

atom with a final velocity vL, the atom must pass through N = mvL/2~k avoided

crossings, and so the fraction of atoms lost due to LZ tunneling is fLZ = 1−(1−PLZ)
N .

For lattice depth not too large, the band gap may be approximated as

Ωbg ≈ Ωeff =
Ω1Ω2

2∆
=

Γ

2

(I/Isat)

(2∆/Γ)
(5.12)

where here once again I = I1 ∼ I2. The exact band gap can be easily calculated nu-

merically by solving for the lattice band structure. However, Eq. 5.12 will suffice for

the purposes of discussing the relevant scalings since Ωbg strictly increases with Ωeff.

From these results it is clear that minimizing LZ losses requires a large band gap and

a slow acceleration, implying the need for high intensity, small detuning, and a long

launch time δtL. Since these scaling are exactly the opposite of those for minimizing

spontaneous emission losses, we must find a compromise solution that optimizes the
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Figure 5.22: Theoretical atom loss fraction due to the lattice launch. fT is the fraction
of 87Rb atoms lost due to spontaneous emission and LZ tunneling as a function of the
single beam intensity. Each curve shows a different carrier detuning ∆. The launch
kinematic parameters are vL = 13.2 m/s and dL = 10 cm, corresponding to a lattice
acceleration of 88g and atom momentum change of 2238~k. The results assume a
retro-reflected lattice beam geometry, so the spontaneous emission rate is larger than
Eq. 5.10 by a factor of two.

combined loss rate. Note that the kinematic degrees of freedom of the launch are

already constrained by other considerations. The choice of a particular launch veloc-

ity vL determines the number of two-photon transitions N and also constrains the

acceleration rate since αδtL = 2kvL. The final constraint on the acceleration time

δtL comes from our restriction that the launch must occur within a fixed distance

dL = 1
2

α
2k
δt2L. Thus, the only free parameters available for the optimization are the

laser detuning and intensity.

Figure 5.22 shows the total theoretical loss fraction fT = fsp + fLZ including both

spontaneous emission and LZ tunneling as a function of lattice laser power. Each

curve is for a different detuning ∆, and the launch kinematics are for the experimen-

tally relevant launch velocity of vL = 13.2 m/s and launch distance of dL = 10 cm.

Note that LZ losses are dominant at low intensity and spontaneous emission takes
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over at high intensity, so the best operating point occurs at intermediate intensity

when both effects are comparable. We chose a detuning of δ/2π = −200 GHz, im-

plying an optimal operating point of about 4.8 W/cm2 and a predicted loss fraction

of 56%.

5.4 Computer Control System

The various subsystems of the apparatus are controlled by a sophisticated computer

system that must fulfill a number of requirements. As described in Chapter 2, each

experimental cycle consists of a series of steps during which the atoms are prepared,

manipulated, and then detected. To accumulate statistics, this cycle must be repeated

many times with minimal interruption. Furthermore, the specific details of the cycle

must be flexible and reconfigurable in order to cope with the continuously evolving

apparatus, as well as to allow for systematic scans of experimental control parameters.

Finally, as a result of the spatial extent of the apparatus, the hardware is controlled

by multiple computers which must be synchronized.

From a computer control perspective, an experimental cycle consists of a series

of time-ordered events that occur on the various input and output channels of the

apparatus. Each event is defined by three parameters: the absolute time of the event,

the channel on which it occurs, and the value that the channel assumes. The hardware

channels themselves are very diverse, including digital outputs, analog voltage inputs

and outputs, function generator outputs, and CCD camera inputs. Regardless of these

differences, at the highest level our computer control system treats each hardware

channel in the same way, resulting in a set of abstract channels that all accept events

in the form (time, channel, value) as described above. Working within this event-

based abstraction, the computer control system conceptually performs two distinct

tasks. The first step is to accept a list of human-readable events from the user and to

parse this list, producing a set of low-level, channel-specific events. The second step

is to synchronize the playback of these parsed events on the hardware channels. This

powerful abstraction greatly simplifies the experimental cycle description by hiding

all of the details of the specific hardware channels.
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The large scale of the apparatus motivates the use of a network of computers,

each responsible for controlling a local subset of the hardware. Specifically, the atom

source is at the bottom of the interferometer region, 10 m below the atom optics

laser system, and the laser cooling light light is generated on a optics table in another

room, ∼ 15 m away. Each of these subsystems has its own associated electronics

and computer I/O interface requirements which are naturally handled locally. Using

different computers for the control of each subsystem, rather than a single central

computer, has the advantages of decreasing the computational load on any one com-

puter and also minimizing cable lengths. Consequently, the multiple computers need

to be synchronized during event playback, and in addition they must be able to receive

communication containing the list of events to be played.

5.4.1 Stanford Timing Interface

To coordinate the control of the various computers in the apparatus, we wrote software

that allows for communication between the computers over the local area network

(LAN). This software infrastructure, which implements the network communication,

timing cycle event parsing, and general apparatus control system, we refer to as the

Stanford Timing Interface (STI).

The STI network architecture consists of a central server and a set of devices

that are controlled by the server. Each device provides a number of channels that

can accept timing events as described above. These channels correspond to local

hardware channels that the device is capable of controlling. In addition, the server

communicates with an independent console application. The console provides a user

interface for defining timing cycle events, and displays the status of the apparatus

during event playback. Multiple consoles can simultaneously connect to the server,

allowing multiple users to monitor the apparatus; however only one console is in

control at a given time. The network architecture is shown schematically in Fig.

5.23.

At the highest level, STI provides a scripting language for defining the experi-

ment’s timing cycle. This language is implemented as a custom extension library
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Figure 5.23: STI network architecture. The STI server controls a flexible collection
of devices, a subset of which are shown here (green). The server in turn is controlled
by the user via the console. The hardware for certain timing-critical devices is con-
trolled by the FPGA system, shown here in gray (see Section 5.4.2). Inter-device
communication is indicated by the dashed lines connecting some devices.

of the Python programming language called STIPy (written in C++). The STIPy

library contains a small number of STI-specific Python functions that allow the user

to define timing events as well as to specify STI devices and channels. In addi-

tion, all valid Python code is allowed. A timing file written using the STIPy library

completely defines all the events in an experimental cycle, and thus it serves as the

documentation record of the cycle.

For communication between computers over the network, STI uses CORBA mid-

dleware.11 As a result, STI supports a heterogeneous computer environment con-

sisting of multiple computers, operating systems and programming languages. The

STI server is implemented in C++ using an open source CORBA implementation

called omniORB. Likewise, the STI devices are also implemented in C++ using om-

niORB. Lastly, the client is implemented in Java and relies on Java’s built-in CORBA

11The Common Object Request Broker Architecture (CORBA) is a standard that enables remote
procedure calls (RPCs) between multiple computers which are both programming language and
operating system independent.
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implementation.

As the center of our computer control architecture, the STI server has many

diverse responsibilities. First of all, the server communicates with all the devices in

the apparatus. The server-device communication scheme is general in the sense that

the server does not have any a priori information about the devices that connect to it.

Instead, each new device the connects to the server is responsible for transmitting all

required information about itself to the server. For example, newly connected devices

present the server with the set of available channels that they provide. This general

communication interface allows new devices to be added to the apparatus without

modifying the server, and it means that the server can treat all devices the same way.

The server is also responsible for parsing the STIPy timing definition scripts. This

is accomplished by an embedded Python parser that loads the STIPy package. When

the server receives a timing definition file from the console, it is first parsed by Python,

resulting in a list of all the requested timing events. This list is then divided up into

sublists for the devices connected to the server based on the channels of the parsed

events. The server then transmits the event lists to the respective devices.

In order to communicate with the server, each STI device implements a generic

device interface. This interface defines a set of common functions that all devices

must have in order to receive and playback timing events. Although the server relies

on this general interface in order to transfer events to the devices, the details of

each device’s implementation are necessarily device-specific. Since the server only

has access to the high-level channel description of each device, all of the low-level,

hardware-specific functionality associated with event playback is determined by the

device itself. Therefore, during the second stage of event parsing, after the high-level

events are transmitted from the server to each device, the events are converted into

device-specific events which can be played on the actual hardware. Specifically, it

is at this stage that the ‘value’ field specified for the channel in the timing file is

interpreted and converted into the appropriate low-level command. For this reason,

the allowed data types permitted for the ‘value’ field of an event are generic; each

device defines its own specific value field format based on the requirements of its
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channels.12

An STI device may also define a list of attributes that can affect the device’s

functionality. Attributes are generic string parameters that have a specific meaning

only for the device in question. For example, a device that is capable of operating

in more than one user-selectable mode can use an attribute to control this setting.

Device attributes are stored locally and can be changed by the server in response

to a user command issued through the console. The attributes interface operates

independently of the timing event system, as attributes cannot be changed at specific

times. However, since the behavior of a device is dependent on the state of its

attributes, the values of all attributes are recorded in order to provide complete

documentation for each event playback cycle.

Since devices control a specific set of hardware channels, the implementation of

a device must run on a computer than has direct hardware access to the relevant

channels. Typically, each device is implemented as a separate program, but multiple

devices can also run in the same program.

In addition to communication with the server, STI devices can communicate di-

rectly with each other. This allows for more advanced, abstract devices that can use

other devices as resources, or that can cooperate to allow for more complicated be-

havior. The other devices that a device communicates with are referred to as partner

devices. Devices can play events on their partners’ channels and are able to change

their partners’ attributes.

Inter-device communication is facilitated by the server. When devices register

with the server, they declare a list of required partner devices. When these required

partners become available on the network, the server gives the device the necessary

network references to allow inter-device communication. Once the device has received

the network reference to a partner device, it can directly interact with the partner,

bypassing the server. All the network reference lists are kept current by the server as

different devices connect and disconnect from the network.

Each experiment cycle must be thoroughly documented so that the data can

12As a result, the server, client and the STIPy library are all completely general, without any
device-specific data formats or keywords.
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be meaningfully analyzed later. The STI server automatically generates XML-based

documentation after every cycle finishes playback. The documentation consists of the

timing file used to generate the timing events, the list of registered devices including

all device attributes, and also the time that the cycle was run. In addition, the XML

documentation contains the results of any measurements made during the sequence,

as well as links to auxiliary data files (e.g., camera images).

The STI console provides the user interface for the entire computer control system.

From within the console, the user can edit, save, and parse timing files. When the

user parses a particular timing file, the console submits the file to the server where

the parsing actually occurs. The console receives and displays the results of parsing,

including the detailed event list or any parsing errors that occurred. Event playback

can then be initiated by the user via the console. During event playback, the server

monitors the progress of each device and reports the system status back to the console.

The console also displays a generic user interface for each of the devices registered

with the server. This interface can be used to check a device’s status, modify its

attributes, or run individual events on its channels.

Often, the same experimental cycle must be run multiple times, possibly with

slight modifications in order to scan some experimental parameter. This type of

behavior is supported through the sequence interface. Specifically, the console accepts

an additional Python script which can be used to generate a list of experiment cycles,

each with different parameters if necessary. Then, during playback, the server plays

each cycle in the sequence, re-parsing the timing file each time using the specific

parameters indicated for that cycle. In this way, the system can automatically collect

multiple cycles worth of data without requiring any additional input from the user.

5.4.2 FPGA Based Timing

The timing accuracy of the software-based timing control system described above is

typically limited to the millisecond level due to network latency and operating sys-

tem task switching. As a result, the timing critical parts of the experiment require
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a hardware-based timing system. We developed a custom FPGA-based timing sys-

tem which provides the precision timing of a hardware system while maintaining the

flexibility of software.13

The FPGA main board we use is a custom embedded system based around an

Axis ETRAX FS microprocessor and a Xilinx Spartan-3 FPGA. The onboard mi-

croprocessor has a number of direct lines to the FPGA to facilitate loading firmware

as well as checking the the FPGA’s status. The FPGA clock period is set at 10 ns,

resulting in timing jitter at the nanosecond level.

The main board has eight sockets that accept smaller, task-specific daughter

boards. Each socket has a 32 pin connector which provides direct logic connections

between the FPGA and the daughter board. Available daughter boards include a 2

channel, 3 MHz analog input board, a 2 channel, 10 MHz analog output board, a 40

channel, 1 MHz analog output board, a 4 channel, 250 MHz direct digital synthesis

(DDS) board, and a 24 channel, 100 MHz digital input/output board. Any of these

board types can be used in any of the eight daughter board slots, depending on the

I/O demands of the apparatus.14

Each FPGA daughter board has its own associated STI device. These STI devices

run on the ETRAX embedded system and are responsible for parsing timing events

that are received from the server. The high-level events from the server are converted

into machine words that can be read by the FPGA. Each FPGA event consists of

two words: a 32 bit time and a 32 bit value.15 The firmware associated with each

daughter board can interpret these value words in order to produce the appropriate

IC-level timing sequence necessary to operate the hardware.

Each event is loaded from memory by the FPGA in time order. During playback,

the FPGA compares its internal counter to the time value of the next event, and when

these times are equal it plays the event on the associated daughter board. The STI

device software monitors the status of the playback by querying a memory address

linked to the daughter board’s event counter, and reports back to the server when

playback is complete.

13A field-programmable gate array (FPGA) is a reconfigurable integrated circuit.
14The slow 40 channel analog output board takes up two adjacent daughter slots.
15The DDS board is the exception and requires a 32 bit time plus two 32 bit values per event.



Chapter 6

General Relativistic Effects

In a previous paper [34] we discussed the possibility of testing general relativity with

atom interferometry. We found that many relativistic effects will be large enough to be

seen in the upcoming generation of experiments, such as with EP apparatus described

in Chapter 5. In this chapter we give the details of the framework for calculating the

effects of general relativity in an atom interferometer. We then apply this to an

interferometer in the Earth’s gravitational field with the motivation of using the high

precision of atom interferometry to test general relativity in a laboratory experiment.

The ability to find GR effects in an atom interferometer is more widely applicable

as well. In particular we consider other effects such as the Lense-Thirring effect.

Further, in Chapter 7 we apply this technique to find the effect of a gravitational

wave.[72, 31]

We will also discuss a few ideas for strategies to measure several of these GR effects

in the lab. We do not attempt to prove that such experiments are feasible, since this

would require a very detailed analysis of the many relevant backgrounds. Instead, we

give a few arguments why the most important backgrounds may be controllable. We

wish mainly to motivate a more careful consideration of these experiments, given the

interest in laboratory tests of general relativity.

An attempt was made to make the different sections of this chapter as indepen-

dent as possible. Section 6.1 will describe our method for finding the final phase shift

in an atom interferometer in any space-time in general relativity. Section 6.2.1 will

105
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specialize this discussion to the Schwarzschild metric for application to an atom inter-

ferometer in a weak gravitational field such as the Earth’s. Section 6.2.2 will give our

results for the GR effects in an atom interferometer near the Earth and discuss their

physical origin in general relativity. Section 6.3 will discuss a few ideas for measuring

these GR terms in an actual experiment. Section 6.4 will discuss other applications

of this work including using atom interferometry to measure the Lense-Thirring effect

and the expansion of the universe.

6.1 General Relativistic Description of Atomic In-

terferometry

We are interested in the leading order effects of general relativity in an atom inter-

ferometer. Chapter 3 described our non-relativistic calculation. Here we build on the

results of that chapter to create a formalism which treats the entire calculation in a

relativistic manner. It is very difficult to solve for the quantum mechanical evolution

of the atom in a general metric background. Thus, we will use the semi-classical

approximation method outlined for the non-relativistic calculation. This method can

be used in relativity, with some minor modifications, since in general relativity the

concept of potential is replaced by the least action principle.

As described in Chapter 2, the atoms follow free-fall trajectories during which

a sequence of laser pulses serve as beamsplitters and mirrors that coherently divide

each atom’s wavepacket and then later recombine it to produce the interference.

Figure 6.1 is a relativistically correct space-time diagram illustrating this process for

a single atom. As before, the atom beamsplitter is implemented using a stimulated

two-photon transition. In this process, laser light incident from the right of Fig.

6.1 with wavevector k1 is initially absorbed by the atom. Subsequently, laser light

with wavevector k2 incident from the left stimulates the emission of a k2-photon

from the atom, resulting in a net momentum transfer of ~keff = ~k2 − ~k1 ≈ 2~k2.

These two-photon atom optics are represented in Fig. 6.1 by the intersection of two

counter-propagating photon paths at each interaction node.
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Figure 6.1: A relativistic space-time diagram of a light pulse atom interferometer.
The black lines indicate the motion of a single atom. Laser light used to manipulate
the atom is incident from above (light gray) and below (dark gray) and travels along
null geodesics. Here the lasers’ world-lines are taken to be the two vertical lines on
the left and right edges of the graph.
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In brief, the calculation method is as follows. Using the prescription in Section

3.1, the free propagation of the atoms and the light in Figure 6.1 is treated non-

quantum mechanically. Thus, both the laser pulses and the atoms are taken to move

along geodesics of the space-time. The description of the atom-light interaction is

taken from non-relativistic quantum mechanics, but must be described in a covariant

manner as will be discussed below. Finally, the total resulting phase shift must be a

coordinate invariant. Further, to understand the result it is necessary to write it in

terms of the physical variables of the problem as measured by an experiment, thus

removing any coordinate dependence from the answer.

Our objective is to calculate the leading order general relativistic effects in order

to to explore interesting and possibly measurable signals. In order to simplify the

calculation, many sub-leading order effects will be dropped including effects due to

the finite pulse time of the lasers, AC Stark shifts, and the errors in the semi-classical

approximation due to the finite size of the atom’s wavefunction. All these may give

important backgrounds but they can be and have been calculated easily in the non-

relativistic formalism. We are interested in the largest effects that arise due to general

relativity and so we can ignore all these effects.

We will consider an atom interferometer in a background space-time with met-

ric gµν . The proper time for a particle in this space-time is then given by dτ 2 =

gµνdx
µdxν . We will take ~ = c = 1.

6.1.1 Dynamics of the Interferometer

The trajectories of the atoms and the laser pulses are found by solving the geodesic

equation
d2xµ

dτ 2
+ Γµ

αβ

dxα

dτ

dxβ

dτ
= 0, (6.1)

where Γ is the affine connection and Greek indices run 0 to 3. In order to compute the

leading order GR effects we will calculate the phase shift using the approximations

explained in Section 7.2, for which it is sufficient to find the motion of the center

of the atomic wavefunction. Of course, there are corrections to this semi-classical

(or stationary phase) approximation due to the finite size of the atomic wavefunction
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which have been discussed in Section 3. However, the leading order GR effects are just

large enough to be experimentally measured and therefore these corrections to our GR

results are negligible and will be ignored. The interferometer is then defined by the

initial space-time position and velocity of the atom before the first beamsplitter pulse,

and by the starting positions of the three laser pulses which define the interferometer,

the beamsplitter-mirror-beamsplitter sequence. Once these are given, the rest of the

interferometer is found by calculating the intersection of the geodesics as shown in Fig.

6.1. We assume atomic transitions only occur when the atom is simultaneously in the

presence of both laser beams. We will assume that for every atom-light interaction

point, the right laser is always turned on sufficiently far before the left laser so that

the atom is already in the presence of the light from the right laser when the light

from the left laser hits it. Thus the atomic transitions will always occur when the

light from the left laser reaches the atom. This choice makes a small but potentially

measurable effect that will be discussed below. We will call the left laser the ‘control

laser’, because its timing determines the timing of the interferometer and the right

laser the ‘passive laser’.

The intersection of the initial beamsplitter pulse (from the control laser) and

the initial atomic trajectory defines point A. After the first beamsplitter interaction,

the half of the atom which is not affected by the light travels on to B along the

same trajectory. The half of the atom which is affected travels on a new trajectory

originating from point A but with a new velocity which is a function of the incoming

momenta of the atom and the light pulse as will be described below. The two halves

then travel to B and C respectively, which are defined by the intersections with the

mirror pulse. At B, the atom gets a kick from the light in the same way as before.

At C, it loses momentum via stimulated emission. These halves then travel on to D

and E respectively, where they interact with the final beamsplitter and interference

is assumed to occur as described above. The relativistic calculation of the final phase

shift is described below. Thus, given the initial conditions for the atom and laser

pulses, the interferometer can be calculated in a fully covariant manner.

We must now give a coordinate invariant description of these initial conditions.

This means they must be written in terms of the physical variables measured by the
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experimentalist. For all the calculations described here we will consider the laser to

be at a fixed spatial coordinate location, x⃗L. As we will see, for all the metrics we

consider, we will choose coordinates such that this is a suitable model for the laser.

The initial beamsplitter pulse then defines the start of the interferometer and should

be considered to be at an arbitrary time coordinate, t1 (unless the experimenter

somehow has independent knowledge of the metric). The mirror pulse is then taken

to leave the laser at x⃗L a time T later as measured on the laser’s clock. Similarly, a

time T later on the laser’s clock the final beamsplitter pulse is emitted from the laser.

The laser’s proper time is given by

T =

∫
dτ =

∫ t2

t1

√
g00dt =

∫ t3

t2

√
g00dt. (6.2)

Solving these two equations for t2 and t3 yields the time-coordinates at which the

mirror and final beamsplitter pulses originate from the laser. This then defines the

three laser pulses in a coordinate invariant way. The atom’s initial position may be

changed depending on the application and thus it is harder to give a single, relativistic

description of it. One natural way to define it is to take the atom to begin at the

same position as the laser (and thus at a well-defined time on the laser’s clock), and

then to travel for a certain amount of time (again on the laser’s clock) before the first

beamsplitter pulse is emitted. This defines the initial position in a relativistically

invariant manner. The atom’s initial velocity can also be defined in several ways. For

example, it could be taken as the radar ranging velocity that the laser sees. Where

it is relevant, we will usually consider it to be the more experimentally realistic

velocity that would result from getting some large number of momentum kicks from

the laser. Once the initial conditions for the atom interferometer have been defined in

a coordinate invariant manner, we can calculate the entire interferometer sequence.

The atom-light interaction can most easily be thought about in a local Lorentz

frame, x′, (LLF) of the atom (essentially Riemann normal coordinates). This is a

choice of coordinates such that the atom is at rest at the origin of these coordinates

and space-time is locally flat near the atom. Specifically, in the LLF the metric is
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locally flat with vanishing first derivatives at the position of the atom so that

Γµ′

α′β′

∣∣∣
x′=0

= 0 (6.3)

and near the origin (the position of the atom)

gµ′ν′(x
′) = ηµ′ν′ +O(x′

2
), (6.4)

where η is the flat metric. In these coordinates, the leading order effects of the inter-

action with the light on the atom are just the non-relativistic quantum mechanical

rules given in Section 7.2. So in this frame the spatial momentum of the atom after

the transition is equal to the sum of the spatial momenta of the atom before the

transition and the incoming light which causes the transition, namely

min
dx′iatom
dτ

∣∣∣∣∣
after

= mfi
dx′iatom
dτ

∣∣∣∣∣
before

+
dx′ilight
dλ

(in LLF) (6.5)

where i = 1, 2, 3, min and mfi are the rest masses of the atom before and after the

atomic transition, and λ is the affine parameter for the laser’s null geodesic (the

analogue of τ in Eq. (6.1) but with different units). Typically min = mfi ± ωa where

ωa is the frequency difference between the initial and final (internal) atomic states

that are coupled by the laser interaction 1. Note that in the case of a multi-photon

transition (e.g., the two-photon transitions shown in Fig. 6.1) the photon momentum
dx⃗i

light

dλ
in Eq. (6.5) must be replaced by the sum of the momenta of all photons that

contribute to the transition. Since the metric deviates slightly from flat, there are

small corrections due to the tidal effects of gravity over the size ∆x of the atomic

wavefunction which are O(R∆x2), where R represents the Riemann curvature tensor.

Thus any effects of gravity are suppressed by the size of the atomic wavefunction, so

even the leading order Newtonian contributions to Riemann can be neglected during

the atom-light interaction (see the discussion of the semi-classical approximation in

1In the case of a two-photon Raman transition, ωa is typically the hyperfine splitting of the
ground state of an alkali atom (ωa ≈ 2π × 6.8 GHz for 87Rb). For a Bragg transition, ωa = 0 since
the initial and final internal states are the same.
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Sec. 3.2). For a description of transforming coordinates to the LLF see [73].

To find these spatial momenta in the LLF (x′) it is necessary to know them in

the main coordinate system (x) being used and then transform them to the LLF.

The atom’s spatial momenta are simply determined from its geodesic and proper

time coordinate τ . However, a light ray travels on the same geodesic no matter what

its momentum is. We must then know the correct affine parameterization, xµlight(λ),

of the null geodesic such that
dxi

light

dλ
is actually the spatial momentum and not just

proportional to it. This is determined by the initial conditions for the laser pulse.

However, we cannot simply take the spatial momentum
dxi

light

dλ

∣∣∣
xL

of the laser pulse

at emission to be equal to ki, the laser’s wavevector, because the coordinates xi do

not necessarily have any physical meaning and so such a choice would be coordinate

dependent. We must instead write our answers only in terms of physical variables; in

this case we must use the k which an observer would measure the laser to have. For

definiteness we will assume the laser’s frequency is measured by an observer at the

same position xL as the laser and not moving with respect to it. Then this defines(
gµνU

µ
dxνlight
dλ

)∣∣∣∣
xL

≡ ω = k (6.6)

where ω is the frequency of the laser and Uµ =
dxµ

obs

dτ
is the four-velocity of the

observer. This equation implicitly defines the λ such that our observer sitting on the

laser (in the laser’s LLF) measures the emitted pulses to have the proper frequency

ω. This pulse is then propagated to the atom in the main coordinate system of the

problem (x). When the light reaches the atom, its momentum is transformed to the

atom’s LLF (x′) in order to find the momentum transferred to the atom. Eq. (6.6)

is critical as it modifies the result for the GR corrections at leading order as we will

see explicitly below.

Note that this rule (Eq. (6.5)) of adding the momenta only applies in the LLF,

and there is in fact some ambiguity about which LLF to use: the rest frame of the

atom before or after the interaction. This ambiguity implies relativistic corrections

to the recoil velocity that are O(v2r), thus changing the atom’s velocity at O(v3r).

This is far too small to be visible in the experiments we are considering; however if it
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becomes necessary to compute such corrections, the formalism given here would have

to be adapted.

We have now completely determined the dynamics of the interferometer in a fully

relativistic framework. Importantly, the initial conditions have been given in terms

of physical variables of the problem and so there is no coordinate dependence left.

All that remains is to determine the rules for calculating the final phase difference in

general relativity.

6.1.2 Relativistic Phase Shift Formulae

The propagation phase is proportional to the integral of the Lagrangian, i.e., the

action. In general relativity, the action for a particle moving in a background space-

time is the length of its world-line, S =
∫
mdτ , where the mass m of the particle is

irrelevant for the equations of motion but is inserted so that the Lagrangian reduces

to the normal non-relativistic Lagrangian in the appropriate limit. Since S =
∫
Ldt,

the Lagrangian is L = mdτ
dt
. To demonstrate that this reduces to the expected

Lagrangian in a weak gravitational field, insert the Schwarzschild metric (Eq. (6.13))

and take a post-Newtonian expansion in ϕ and v⃗i ≡ dx⃗i

dt
. Then L = m− 1

2
mv⃗2+mϕ+

O(v4, ϕ2, v2ϕ) as expected. By analogy with the non-relativistic formula in Section

7.2, the general relativistic action is the propagation phase

ϕpropagation =

∫
Ldt =

∫
mdτ =

∫
pµdx

µ (6.7)

where pµ ≡ mdxµ

dτ
is the particle’s momentum. The last equality follows from pµdx

µ =

mgµν
dxµ

dτ
dxν = mdτ

dτ
dτ . Notice that this is the opposite sign convention from the non-

relativistic expression for propagation phase from Section 7.2.

The separation phase follows essentially from the formula outlined in Section 7.2

applied in the LLF. The separation phase in the LLF is E∆t′ − p⃗ · ∆x⃗′. We then

employ the standard trick, to write the formula in this frame as a coordinate invariant

ϕseparation =

∫ D

E

pµ′dx′
µ′
∼ E∆t′ − p⃗ ·∆x⃗′ (6.8)
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where the integral is taken along the null geodesic connecting points E and D (the

final beamsplitter pulse from laser 1). Since this is a coordinate invariant and is true

in the Local Lorentz Frame (x′), it is then valid in all frames. Then in any coordinate

system (x) the separation phase is

ϕseparation =

∫ D

E

pµdx
µ. (6.9)

Here pµ is the average momentum of the two halves of the atom at points D and E

pµ =
1

2

(
mo

dxµ

dτ

∣∣∣∣
D

+mo
dxµ

dτ

∣∣∣∣
E

)
(6.10)

and the momenta are evaluated at points D and E after the final beamsplitter pulse

and in the same output port (either slow, |A1⟩, or fast, |A2⟩, whichever is being used

to compute the final phase shift; see Fig. 3.1). Here mo is the mass of the atom in the

chosen output port. The small coordinate ambiguities in this formula are negligible

for every metric considered, as will be shown below. As is clear from the formulas,

the separation phase (6.9) can be thought of as the last piece of propagation phase

(6.7). The term E∆t is then roughly the phase acquired by bringing the half of the

atom that transitioned earlier at the second beamsplitter up to the same time as

the second half of the atom, so they can interfere. We have chosen to define the

separation phase along the null geodesic which is the final beamsplitter pulse because

this is the first hypersurface on which interference can be considered to have occurred.

Of course, since quantum mechanics is linear, we can choose any later hypersurface,

add the two halves of the atom’s wavefunction and calculate a separation phase then

(of course we would also need the correct rule for propagating the atoms forward

after the final beamsplitter). In other words, in order to find the total phase shift,

the atom’s wavefunction can be evaluated at any point in space-time after the final

beamsplitter pulse. For example, the number of atoms in each output port is often

measured with a detection laser pulse. This would correspond to a final null geodesic

which is equivalently good for calculating the final phase shift.
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As shown in Section 7.2, the laser phase imparted to the atom during a beam-

splitter or mirror pulse is the phase of the light at the interaction point. Since this

applies in the LLF and is also a coordinate invariant statement, it can be applied in

any frame. A null geodesic is a line of constant phase for the laser since e.g. it is

the world-line in space-time that a crest of the laser pulse follows. Thus the light’s

phase at an interaction point is the same as its phase at the time of emission of that

light pulse from the laser. For example, the laser phase of the pulse from laser 1,

the control laser, at point A is just the phase of laser 1 at time t1 in Fig. 6.1. The

total laser phase shift is then the sum of the laser phases from each laser over all the

interaction points. For example, in the slow output port, the total laser phase is

∆ϕslow
laser = ϕL1(t1)−2ϕL1(t2)+ϕL1(t3)−ϕL2(t

(2)
A )+ϕL2(t

(2)
B )+ϕL2(t

(2)
C )−ϕL2(t

(2)
D ) (6.11)

where ϕLi(t) means the phase of laser i at time t. Because we have assumed that laser

2 is always on 2, the transition points are defined by the intersection of the atom’s

geodesic with the light pulse from laser 1. Of course, the interaction takes some

small amount of time, but we assume that the phase of the laser at the beginning of

the interaction is the one imparted because the corrections to this approximation are

typically small and do not affect the leading order GR result (see the discussion of the

short pulse limit in Section 3.2). Thus the phase which laser 2 imprints on the atom is

the phase of the light from laser 2 (the passive laser) which is passing the atom at the

first instant of the interaction as set by laser 1 (the control laser). Finding this phase

requires determining the time that this part of the light left laser 2, which we label

t
(2)
A , t

(2)
B , etc. We will usually assume that the phase of laser i is just its frequency (as

defined by Eq. (6.6)) times its proper time ϕLi(t) = ωiτLi(t). For a time independent

metric this is also ϕLi(t) = ωi
√
g00t. So in this case, the contributions to laser phase

from laser 1, the control laser, completely cancel.

We now have rules for finding the final phase shift in an atom interferometer,

∆ϕtot = ∆ϕpropagation +∆ϕseparation +∆ϕlaser (6.12)

2In fact, all we have assumed is that laser 2 is turned on well before laser 1, so that the interaction
points are determined by the timing of laser 1.
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in general relativity.

It can be seen that this formula is independent of the output port used to calculate

the phase. The propagation phase does not depend on output port. Laser phase

depends on output port since in the slow output port it includes the phase of the

laser at point D, while in the fast output port it includes the phase of the laser at

point E. As can be seen from Figure 6.1, this is a difference of ∼ ω
(
t
(2)
E − t

(2)
D

)
where

ω is the frequency of laser 2. The separation phase also differs between ports because

the momentum used in Eq. (6.9) is the average momentum of the relevant component

of the atom’s state after the final beamsplitter pulse. In the fast output port this

momentum is ∼ mvr ≈ keff larger than in the slow output port. So the difference

in separation phase between the fast and the slow output port is ∼ keff(xE − xD) ≈
2ω(xE − xD), since keff ≈ 2ω for a two-photon transition. But xE − xD ≈ tE − tD

since points D and E lie on a null geodesic, and as a result we find that xE − xD ≈
1
2

(
t
(2)
E − t

(2)
D

)
. Therefore, the difference in the separation phase between the two

output ports is exactly compensated by the change in the laser phase, and Eq. (6.12)

is independent of which output port is used.

6.2 GR Effects in the Earth’s Gravitational Field

The methods of the previous section can be used to find the effects of general relativity

in an atom interferometer in the Earth’s gravitational field. The space-time can be

modeled with the Schwarzschild metric

ds2 = (1 + 2ϕ) dt2 − 1

1 + 2ϕ
dr2 − r2dΩ2 (6.13)

where ϕ = −GM
r

is the gravitational potential. For simplicity, in this section the

rotation of the Earth is neglected. It will not modify the GR effects given here, and

the possibility of measuring relativistic effects associated with that rotation will be

considered in Section 6.4.2. Of course, this rotation will contribute non-relativistic

terms that can be backgrounds, which can easily be calculated using simpler, non-

relativistic methods. Because the Earth’s gravitational field is weak, ϕ ∼ 10−9 at the
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surface, we can take a post-Newtonian expansion in ϕ. In order to study effects beyond

GR as well, we will calculate the phase shift in the parameterized post-Newtonian

(PPN) expansion of the Schwarzschild metric

ds2 = (1 + 2ϕ+ 2βϕ2)dt2 − (1− 2γϕ)dr2 − r2dΩ2. (6.14)

Here β and γ parameterize modifications of general relativity and β = γ = 1 gives

normal GR. For the results presented in this section we will generally be considering

this PPN expansion of the Schwarzschild metric, though there is little difference

in a weak gravitational field. Section 6.2.1 contains the details of the phase shift

calculation for this metric. In Section 6.2.2 we present the results of this calculation

and explain their physical significance. It can be read without the previous Section

6.2.1.

6.2.1 Interferometer Calculation in the Schwarzschild Metric

The geodesic equation (6.1) for the metric (6.14) cannot in general be solved exactly.

We approximate the solution using a power series solution in τ . By varying the order

of the series, we ensure that we use a sufficiently high order to include all measurably

large terms in the final phase shift. For simplicity, we present first the approximate

solutions using the metric (6.13) for a radial geodesic:

r(τ) = r0 + vr0τ −
η

2
(∂rϕ(r0)) τ

2 − η

6
vr0
(
∂2rϕ(r0)

)
τ 3 +O(τ 4) (6.15)

t(τ) = t0 +

√
v2r 0 + η + 2ηϕ(r0)

1 + 2ϕ(r0)
τ −

vr0
√
v2r 0 + η + 2ηϕ(r0)∂rϕ(r0)

(1 + 2ϕ(r0))2
τ 2 (6.16)

+

√
v2r 0 + η + 2ηϕ(r0) ((4v

2
r 0 + η + 2ηϕ(r0)) ∂rϕ(r0)

2 − v2r 0(1 + 2ϕ(r0))∂
2
rϕ(r0)) τ

3

3(1 + 2ϕ(r0))3

+O(τ 4)

where η = gµν
dxµ

dτ
dxν

dτ
is 0 for null geodesics and 1 for time-like geodesics. Note that

these are roughly the normal parabolic paths with some relativistic corrections. Also,

light rays do ‘bend’ under gravity, but in these coordinates that effect shows up in
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the equation for t(τ) only. In these solutions, the potential ϕ has effectively been

expanded around r0, making this approximation better the closer the paths are to

r0 or, roughly, the smaller τ is. The scale this is to be compared to is the radius of

the Earth, RE, as this determines the size of the higher r derivatives of ϕ. Since the

atom travels a distance much smaller than RE, this approximation works very well

here. The paths in the PPN metric (6.14) are

r(τ) = r0 + vr0τ

+
(v2r 0(1− γ) + η + 2 (v2r 0(β − 2γ) + βη)ϕ(r0)− 6v2r 0βγϕ(r0)

2) ∂rϕ(r0)

2(−1 + 2γϕ(r0)) (1 + 2ϕ(r0) + 2βϕ(r0)2)
τ 2

+
vr0
6

(
v2r 0(2γ − 1)− η − 2 (v2r 0(β − 3γ) + βη)ϕ(r0) + 8v2r 0βγϕ(r0)

2

(1− 2γϕ(r0))2 (1 + 2ϕ(r0) + 2βϕ(r0)2)
2γ∂rϕ(r0)

2

+
2 (v2r 0 + η − 2v2r 0γϕ(r0))

(1− 2γϕ(r0))2 (1 + 2ϕ(r0) + 2βϕ(r0)2)
2

{
2− β − γ + 6(β − γ)ϕ(r0)

+ 6β(β − 3γ)ϕ(r0)
2 − 16β2γϕ(r0)

3
}
∂rϕ(r0)

2 +
v2r 0γ∂

2
rϕ(r0)

1− 2γϕ(r0)

−(1 + 2βϕ(r0)) (v
2
r 0 + η − 2v2r 0γϕ(r0)) ∂

2
rϕ(r0)

(1− 2γϕ(r0)) (1 + 2ϕ(r0) + 2βϕ(r0)2)

)
τ 3 +O(τ 4) (6.17)

t(τ) = t0 +

√
v2r 0 + η − 2v2r 0γϕ(r0)

1 + 2ϕ(r0) + 2βϕ(r0)2

{
τ − vr0(1 + 2βϕ(r0))∂rϕ(r0)

1 + 2ϕ(r0) + 2βϕ(r0)2
τ 2

−
((((

v2r 0(5− 2β − γ) + η + 2
(
v2r 0(2βη − 6γ + β(8 + γ))

)
ϕ(r0)

+2β
(
v2r 0(8β − 19γ) + 2βη

)
ϕ(r0)

2 − 36v2r 0β
2γϕ(r0)

3
)
∂rϕ(r0)

2

−v2r 0(1− 2γϕ(r0))
(
1 + 2(1 + β)ϕ(r0) + 6βϕ(r0)

2 + 4β2ϕ(r0)
3
)
∂2rϕ(r0)

))
τ 3
)/

(
3
(
(−1 + 2γϕ(r0))

(
1 + 2ϕ(r0) + 2βϕ(r0)

2
)2))}

+O(τ 4) (6.18)

These geodesics are calculated on a computer with a symbolic algebra package and

so can easily be found to higher orders. We present here the results up to third order

to illustrate the method without overcomplicating the equations.

Theoretically, the intersections points of the laser pulses with the atom geodesics
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can now be found as discussed above. However, these geodesics are too complicated

to solve exactly so we must make two approximations. First, the equations are solved

self-consistently only to the order in τ to which the entire calculation is done. In

practice this means, for example, inverting the series to find τ(t) which can then be

plugged in to x(τ) to give x(t) for the atom. An analogous procedure is used to

find x(t) for the light. The atom and light coordinate trajectories are then equated

and solved perturbatively order by order in t. Second, we must still expand in the

variables which are small in order to simplify the results sufficiently so that they

remain tractable. The correct way to do this expansion that keeps only relevant

terms and avoids an “order of limits” problem is to Taylor expand in all the variables

simultaneously, taking into account their relative sizes. Specifically, let ϵ signify

10−1 and plug in ϵ9ϕ for ϕ everywhere (since ϕ ∼ 10−9), and similarly for the other

dimensionless variables: vL ∼ 10−7, keff
m

∼ vr ∼ 10−10, ωa

m
∼ 10−15, RE

T
∼ 10−2, and

mT ∼ 1026. Since the corrections to the parabolic paths are small, we have a few

large terms at low orders which give easily solved equations and then very many small

corrections. So we can Taylor expand all our results in ϵ and keep only terms which

are large enough to possibly affect the final answer. For the intersection points, we

usually keep any terms which are & 10−30RE. We vary this order to make sure we

haven’t neglected any relevant terms in the final phase shift. The entire calculation

is done on a computer using a symbolic algebra package.

We take each laser to be at a fixed coordinate location because the lasers are

assumed to be fixed to the Earth. Note that this is not a geodesic. A fixed radial

coordinate implies a fixed physical position since this is a static, time-independent

metric. Effects such as time variations in the Earth’s gravitational field or oscillations

of the laser platform which cause the laser’s effective coordinate location (or the whole

metric) to vary are very small and so will affect the leading order GR signal at an

unmeasurable level. Of course, depending on the phenomenological characteristics of

the signal being searched for, such effects crossed into the zeroth order Newtonian

signal could be relevant backgrounds. They can then be calculated simply in a non-

relativistic fashion. For now we ignore them since we are interested in calculating the

effects of general relativity. In Section 6.3 we consider measuring these GR signals
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and there we discuss the relevant backgrounds.

The rest of the calculation will be illustrated using metric (6.14). The interfer-

ometer is defined, as shown above, by the initial positions and momenta of the laser

pulses and the atom. For simplicity, and because it illustrates all the effects we will

be interested in, we make the following choices. The lasers will be at positions r = rL1

and rL2 with frequencies ω1 and ω2, with laser 2 above laser 1. We will take the usual

definitions keff = ω1 + ω2 and ωeff = ω1 − ω2. The pulses from laser 1 will originate

at t1 = 0, t2 =
T√

1+2ϕ(rL1
)+2βϕ(rL1

)2
, and t3 = 2t2. Following the prescription given in

Eq. (6.6) for referencing the light momenta, an observer at the laser has coordinate

velocity

Uµ =
dxµobs
dτ

=

(
dtobs
dτ

,
dxobs
dτ

)
=

(
1√

1 + 2ϕ(rL1) + 2βϕ(rL1)
2
, 0

)
(6.19)

giving an initial light momentum for the pulses from laser 1 of

dxµlight
dλ

=

(
dtlight
dλ

,
dxlight
dλ

)
= ω1

(
1 + ϕ(rL1) +

3

2
ϕ(rL1)

2 − βϕ(rL1)
2, 1− γϕ(rL1) +

3

2
γ2ϕ(rL1)

2

)
. (6.20)

This is close to (ω1, ω1) but with small GR corrections. These corrections will modify

the GR effects in the final answer at leading order and so they must be included.

We will take the atom to be initially at r = rL1 at t = 0. For now we leave all

expressions in terms of the unphysical coordinate launch velocity, vL = dr
dt
. We show

below that this makes no important difference to the final phase shift and it keeps

the expressions simpler. The geodesics and intersections can now all be found as

explained in Section 6.1.

As one example, we describe the calculation of intersection point C. The initial

velocity of the fast half of the atom at point A is found by adding the light momentum

to the atom’s initial momentum as described above. For the atom-light interaction
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at A, the coordinate transformations to the LLF take a vector V µ to

V µ′

LLF = bµ
′

ν V
ν (6.21)

with

b00 =
√
(1 + v2L + 2v2Lγϕ(rL1)) (1− 2ϕ(rL1) + 2βϕ(rL1)

2) (6.22)

b01 = −vL(1 + 2γϕ(rL1)) (6.23)

b10 = vL
√

(1 + 2γϕ(rL1)) (1− 2ϕ(rL1) + 2βϕ(rL1)
2) (6.24)

b11 = −
√
(1 + 2γϕ(rL1)) (1 + v2L + 2v2Lγϕ(rL1)) (6.25)

The velocity of the half of the atom going from A to C in the main coordinate system

(metric (6.14)) is then

dr

dτ

∣∣∣∣
A

= vL+
keff
m

(
1 + v2L − ωa

m
− γ∂rϕ(rL1) +

3

2
γ2∂rϕ(rL1)

2

)
+
k2effvL
2m2

−vL
ωeff

m
(6.26)

which is roughly vL + vr with relativistic corrections. Intersecting the atom and light

geodesics using the approximations described above gives point C. The expressions

for the coordinates are very long and so are not shown. Of course, they are roughly

just rC ≈ rL1 +
(
vL + keff

m

)
T and tC ≈ T as they would be in the non-relativistic case.

Computing the laser phase requires finding the times t
(2)
A , t

(2)
B , etc (see (6.11)) by

dropping null geodesics from these intersection points to the second laser at rL2 .

The entire calculation is done on a computer using a symbolic algebra package

(Mathematica) so all Taylor series orders, initial conditions and such can be changed

easily. The calculation was written for a general metric so the same code is used to

calculate the phase shift for several different metrics including (6.13) and (6.14).

6.2.2 General Relativistic Effects and Interpretation

We present here the results of the calculation of the phase shift in an atom interfer-

ometer placed in a weak gravitational field such as the Earth’s. The physical origins

of the important terms in the phase shift will be discussed, focusing on the GR terms
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and their interpretation.

To summarize the variables we are using, T is the interrogation time between

pulses on the laser’s clock, ωi is the frequency of laser i, keff ≡ ω1+ω2, ωeff ≡ ω1−ω2,

ωa is the frequency of the atomic transition between states 1 and 2 of the atom

(see Figure 2.3(a)), m is the rest mass of the atom in the lower ground state, vL

is the atom’s launch velocity in the radial (vertical) direction, rLi
is the position of

laser i, ϕ(r) is the local gravitational potential (for a perfect Schwarzschild metric

ϕ(r) = −GM
r
), g = −∇ϕ, β and γ are PPN parameters in the metric, and c = ~ = 1.

We present the results for the final phase shift for metric (6.14) in Table 6.1. The

phase shift has been expanded into a sum of terms and we have grouped terms

that have the same scalings with experimental control parameters. Table 6.1 also

displays the results of a non-relativistic (NR) calculation for the phase shift in a

gravitational potential (see Section 7.2 for a description of the NR calculation). Note

that we have kept the laser frequencies the same for all three pulses, though in a real

experiment these would have to be tuned to keep the transitions on resonance in order

to compensate for the Doppler shift due to the atom’s acceleration under gravity 3.

To understand the GR effects underlying some of these phases, recall that, roughly,

the atom interferometer is sensitive to accelerations. The following discussion will be

highly coordinate dependent and not rigorous, but its only purpose is to gain some

intuition for the GR effects we find. Combining the geodesic equations (6.1) for the

spatial x⃗i (i = 1, 2, 3) and t, the coordinate acceleration of an atom in the frame of

Eq. (6.14) is

dv⃗

dt
= −∇⃗(ϕ+ (β + γ)ϕ2) + γ(3(v⃗ · r̂)2 − 2v⃗2)∇⃗ϕ+ 2v⃗(v⃗ · ∇⃗ϕ) (6.27)

with v⃗ = dx⃗
dt

for this equation only. The acceleration is approximately that from

Newtonian gravity, −∇⃗ϕ, but with leading order GR corrections. These corrections

fall into two classes, both of which will interest us.

The ∇ϕ2 terms are related to the non-linear nature of gravity, the fact that a

3Without such compensation, the transfer efficiency of the beamsplitter and mirror pulses would
be prohibitively small.
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GR Phase Shift Size (rad) Interpretation NR Phase Shift

1. −keffgT
2 3.× 108 Newtonian gravity −keffgT

2

2. −keff(∂rg)vLT
3 −2.× 103 1st gradient −keff(∂rg)vLT

3

3. − 7
12keff(∂rg)gT

4 9.× 102 − 7
12keff(∂rg)gT

4

4. −3keffg
2T 3 −4.× 101 finite speed of light and

5. −3keffgvLT
2 4.× 101 Doppler shift corrections

6. −k2
eff

2m (∂rg)T
3 −7.× 10-1 1st gradient recoil −k2

eff

2m (∂rg)T
3

7. (ωeff − ωa) gT
2 −4.× 10−1 detuning

8. (2− 2β − γ)keffgϕT
2 −2.× 10-1 GR (non-linearity)

9. −3k2
eff

2m gT 2 2.× 10-2

10. − 7
12keffv

2
L(∂

2
rg)T

4 8.× 10-3 2nd gradient − 7
12keffv

2
L(∂

2
rg)T

4

11. −35
4 keff(∂rg)gvLT

4 6.× 10-4

12. −4keff(∂rg)v
2
LT

3 −3.× 10-4

13. 2ωag
2T 3 2.× 10-4

14. 2ωagvLT
2 −2.× 10-4

15. −7k2
eff

12m vL(∂
2
rg)T

4 7.× 10-6 2nd gradient recoil − 7k2
eff

12m vL(∂
2
rg)T

4

16. −12keffg
2vLT

3 −7.× 10-6

17. −7keffg
3T 4 4.× 10-6

18. −5keffgv
2
LT

2 3.× 10-6 GR (v⃗-dependent force)
19. (2− 2β − γ)keff∂r(gϕ)vLT

3 2.× 10-6 GR 1st gradient
20. 7

12 (4− 4β − 3γ)keffϕ(∂rg)gT
4 −2.× 10-6 GR

21. (ωeff − ωa) (∂rg)vLT
3 2.× 10-6

22. 7
12 (ωeff − ωa) (∂rg)gT

4 −1.× 10-6

23. − 7
12 (2− 2β − γ)keffg

3T 4 −3.× 10-7 GR

24. −7k2
eff

2m (∂rg)vLT
3 −2.× 10-7

25. −27k2
eff

8m (∂rg)gT
4 2.× 10-7

26. keffωa

m gT 2 −1.× 10-7

27. 6(2− 2β − γ)keffϕg
2T 3 5.× 10-8 GR

28. 3 (ωeff − ωa) g
2T 3 4.× 10-8

29. 3 (ωeff − ωa) gvLT
2 −4.× 10-8

30. 6(1− β)keffϕgvLT
2 3.× 10-8 GR

Table 6.1: A list of all the terms above a certain size in the phase shift from the full
GR calculation for metric (6.14), along with their numerical size in radians and an
interpretation. The NR phase shift column shows the results of a completely non-
relativistic phase shift calculation for comparison. The sizes of the terms assume the
initial design, sensitive to accelerations ∼ 10−15g, which has L = 9 m, T = 1.3 s,
vL = 13m

s
, keff = 2 2π

780 nm
, ωa = 6.8 GHz, and m = 81 GeV (for 87Rb). All detuning

terms assume ωeff − ωa = 1 kHz. Note that there is some ambiguity in how some of
the terms are grouped since by definition g = −∂rϕ.
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gravitational field seems to source itself in general relativity. This could also be

called the non-Abelian nature of gravity since gravitational energy gravitates through

a three-graviton vertex. To see that this is the origin of the ∇ϕ2 terms, note that,

because of these terms, the divergence of the gravitational field given in Eq. (6.27)

is nonzero (here by gravitational field we mean g⃗ ≡ dv⃗
dt

from Eq. (6.27)). Just as for

an electric field, a nonzero divergence of the gravitational field implies a local source

density (in general relativity this means a local energy density) that is proportional

to that divergence. So Eq. (6.27) implies that there is a local energy density in free

space proportional to ∇ · g⃗ ∝ ∇ · ∇ϕ2 = 2(∇ϕ)2. But note that to leading order

∇ϕ ≈ g⃗ so that ∇ · g⃗ ∝ g⃗2. In other words, the local energy density is proportional

to the field squared, exactly as expected from the electric field analogy. This energy

is then the source of the ∇ϕ2 terms. The non-linearity of gravity is parametrized in

the standard way by the PPN parameter β.

The other terms in Eq. (6.27) proportional to v⃗2∇ϕ are velocity dependent forces.

These terms are related to the gravitation of the atom’s kinetic energy (or the kinetic

energy of the source mass in the frame where the atom is stationary and the source

is moving), since all energy, not just mass, gravitates in general relativity.

The non-linear GR corrections in Eq. (6.27) are smaller than Newtonian gravity

by a factor of ϕ ∼ 10−9, while the velocity dependent force terms are smaller by

v2 ∼ 10−15 for the atom velocities we are considering. We will see that the non-linear

terms can only be measured through a gradient of the force produced and so are

reduced by an additional factor of 10m
REarth

≈ 10−6 for a 10m long experiment. Both

effects are then ∼ 10−15g.

These effects can be seen in the total phase shift in the interferometer. Table 6.1

presents the answer for the total phase shift as found by the relativistic calculation

outlined above. It lists all the terms in the total phase shift large enough to be

measured by the initial apparatus. Effectively, the local gravitational acceleration is

expressed as a Taylor series in the height above the Earth’s surface. The first phase

shift in Table 6.1 represents the effect of the leading order (constant) piece of the

local acceleration while the 2nd and 10th terms are the next gradients in the Taylor

series. Notice that even the second gradient of the gravitational field is relevant for
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this interferometer. The terms in this list that have been measured agree with the

results of previous experiments. The largest two phase shifts due to the first two

terms in the Taylor expansion of the local g field were known and measured several

times (e.g. [11, 15]). The 4th and 5th terms arise from the second order Doppler

shift of the laser’s frequency as seen by the moving atom. These Doppler shift and

finite speed of light corrections (terms 4 and 5) were known and measured to cancel

each other in a ‘symmetric’ interferometer [74]. The 7th term is proportional to the

two-photon detuning between the difference in the two lasers’ frequencies, ωeff, and

the resonant frequency of the atomic transition, ωa. In any practical experiment this

detuning is kept quite small and this term will be negligible. The terms proportional

to ωa and ωeff almost cancel since the lasers’ frequencies are usually chosen to be on

resonance with the atomic transition and so could never have been measured given the

precision of previous interferometers. These terms were not previously known because

their calculation requires a fully relativistic calculation. The recoil shift
k2eff
m
T 3∂rg was

known and measured [75, 76].

The 8th, 18th through 20th, 23rd, 27th, and 30th terms arise only from GR and

are not present in the results of our Newtonian calculation. The 8th and 19th terms

arise in part from the non-linear nature of gravity. This is clear since they look like

the analogue of kgT 2 and the 1st gradient terms but with g replaced by the part of

the acceleration coming from the non-linearity of gravity, gϕ in Eq. (6.27). Similarly

the 18th term arises in part from the velocity dependent forces in Eq. (6.27) since

it appears to be an acceleration ∼ gv2L. Note that of course the acceleration from

these velocity dependent forces is actually proportional to the integrated effects along

the entire trajectory of the atom. However, this is obscured by the expansion we are

taking, and so we just see the largest term, ∝ v2L, with terms proportional to the

other velocities vr, gT and so on, farther down the list. In fact, for every term ∝ vL,

we expect and see a term with vL replaced by gT also on the list, since the velocity

changes over the course of the interferometer by roughly this amount.

We now address the fact that we have left the phase shift in Table 6.1 in terms of

the unphysical (coordinate-dependent) launch velocity. This is the only coordinate

dependent variable in Table 6.1; all others (keff, T , etc.) have coordinate invariant
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definitions. Ultimately, in any real experiment the experimenter determines how to

measure the launch velocity, and this gives the physical, coordinate-invariant defini-

tion. On this point, different experiments will surely vary, so here we assume a simple

prescription but leave Table 6.1 in the general form in terms of vL, which should allow

any prescription to be applied. We assume that the atom is launched by the lasers

using nL photon kicks (Raman or Bragg transitions). The experimental definition of

the physical launch velocity will then be vp = nL
keff
m
. Note that nL, keff, and m all

have physical, coordinate-indepedent definitions. Repeating the normal atom-light

interaction calculation (Eq. (6.5) and ensuing discussion) nL times then gives the

relation

vL ≈ vp

(
1− γϕ− ωa

m
(1− γϕ)− nL − 1

2

ωeff

m
(1− γϕ)

)
(6.28)

with higher order terms dropped. It is not surprising that there are higher order GR

corrections when the coordinate launch velocity is written in terms of a physically

measurable parameter. Here we are only interested in this if it changes the GR effects

we seek to measure, for example by changing the dependence on the PPN parameters.

It is clear that substituting Eq. (6.28) into the phase shift in Table 6.1 will not affect

the two GR terms we are most interested in, 8 and 18. It can affect other GR terms

at the level of 10−6 rad and below, but it cannot remove totally the dependence on

the PPN parameters of GR terms 8 and 18, and so it does not qualitatively change

their interpretation.

The origin of some of the largest terms in the phase shift list highlights important

differences between a relativistic calculation and a non-relativistic one. From Table

6.2 we see that frequently the contributions to a given term in the phase shift lift from

the propagation and separation phases cancel, and so the term can be considered to

come from laser phase. There is even a term in the propagation and separation phases

that is larger than kgT 2 which cancels. Note that this term is keffcT
3(∂rg) if we do

not take c = 1. Many of the terms in propagation and separation phase can be

considered to arise from the fact that, in a relativistic calculation, the endpoints of

the interferometer (points D and E in Fig. 6.1) are not simultaneous. This has a

large effect because the phase of the atom evolves at a rate proportional to its mass
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Parameter Total Phase Shift Propagation Phase Separation Phase Laser Phase
Dependence Coefficient Coefficient Coefficient Coefficient Size (rad)

1. keffT
3(∂rg) 0 1 −1 0 4× 1010

2. keffgT
2 −1 −1 1 −1 3× 108

3. ωeffgT
2 1 2 −2 1 3× 103

4. ωagT 2 −1 −1 0 0 3× 103

5. keff(∂rg)T
3vL −1 2 −2 −1 2× 103

6. keff(∂rg)ϕT
3 0 2γ + 2β − 2 −2γ − 2β + 2 0 3× 101

7. keffgT
2vL −3 −5 5 −3 1× 101

8. keffgϕT
2 2− 2β − γ 2− 2β − γ −2 + 2β + γ 2− 2β − γ 2× 10−1

9. keffg
2T 3vL −12 −17 17 −12 7× 10−6

10. keff∂r(gϕ)T
3vL 2− 2β − γ −4 + 4β + 2γ 4− 4β − 2γ 2− 2β − γ 2× 10−6

11. keffgT
2v2L −5 −9 9 −5 5× 10−7

Table 6.2: A breakdown of some of the terms in the phase shift, Table 6.1, list by
origin. The sizes are given for the coefficient of the term in the total phase shift. Note
that there is some ambiguity in dividing terms 9 and 10 since by definition g = −∂rϕ.

m, as follows from the separation phase formula (6.9). In other words, the Compton

wavelength measures separation in time just as the de Broglie wavelength does in

space.

It is interesting to consider an atom interferometer with only a single laser driving

the atomic transitions directly between two levels, instead of the normal two-photon

transition through a virtual intermediate level. In this case, there is no passive laser

and the laser phase is zero, as mentioned in Section 6.1.2. This means that the keffgT
2

term is removed as are most of the keff terms. However we must now have the two

atomic levels spaced by an energy which is roughly the frequency of a laser, so ωa ∼ k,

instead of ωeff. After doing such a single laser calculation we find that the largest

term in the phase shift is ωagT
2, which is roughly the same size as kgT 2. This phase

shift now comes from propagation phase instead of laser phase, as would be guessed

from Table 6.2. This term arises because the rest mass of the atom is different in the

two atomic states. This means that the dominant phase shift does not depend on

the laser frequency and is instead set by the intrinsic structure of the atom. In the

normal non-relativistic calculation there is only the keffgT
2 term which comes from

laser phase (not from propagation phase), and there is no ωagT
2 term at all. So the

non-relativistic single laser calculation gets the origin of the major part of the phase
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shift wrong, and it gives an answer which is off by the amount the laser frequency ω

is detuned from resonance ωa.

The term−5keffgT
2v2L (term 18) receives contributions from the velocity-dependent

forces in Eq. (6.27), but its coefficient is independent of γ. There are two canceling

contributions to this term coming from the γ terms in the force law for the atom and

the photon. Note that the γ terms in the equation of motion for the light are not

suppressed by any small velocity factors (since c = 1), so they are just as large as the

‘normal’ Newtonian gravity term (this is the origin of the famous factor of 2 in the

equation for the bending of light by the sun). This phase shift term thus measures

both the effect of gravity on light and the velocity-dependent force on the atom. If

we put a different parameter, δlight, in front of the ϕ in the component g00 of the

metric governing the motion of the light and redo the entire calculation, this term

becomes (4+ δlight+γlight−γatom)keffgT
2v2L, where the γ’s are the PPN parameters in

the metrics for the light and the atom. This term then tests a matter-light principle

of equivalence, namely that they both feel the same metric. A new force may well

couple to light and matter in a different manner than gravity and so may be testable

in this way.

6.3 Measurement Strategies

In this section we consider several ideas for measuring GR or beyond GR effects using

atom interferometry. Possible measurement strategies are discussed for testing the

Principle of Equivalence (PoE) and measuring the effects of the velocity dependent

forces arising from GR, the non-linear nature of gravity, and the bending of light

in a gravitational field. We have discussed some of these ideas in a previous paper

[34] but here we give a few more thoughts. Our main motivation is to describe some

phenomenological differences between the GR effects we have calculated and classi-

cal, non-relativistic effects in order to show that these GR effects are not coordinate

artifacts, and are possibly distinguishable from Newtonian gravity and other back-

grounds. We do not claim to have proven that every conceivable background is under

control. Instead we only wish to argue that it may be possible to test GR in the lab
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using this technology, and so it is well worth trying to design experiments to do so.

In general we consider a ∼ 10 m long interferometer with T ∼ 1 s and ∼ 106 atoms

cooled and launched per shot, resulting in a final phase sensitivity of ∼ 10−6 rad after

about 106 shots. This implies sensitivity above atom shot noise of 10−15g where g is

the acceleration due to gravity on Earth. As we have seen, this is enough to start

measuring GR effects in the lab. Of course, there are many possible improvements to

this technology, and the potentially achievable sensitivities (at least above shot noise)

were discussed in [34].

6.3.1 Velocity Dependent Forces

In order to measure the GR effects of the ‘velocity dependent forces’ and the grav-

itational effect on the laser light, we must pick out the phase shift term with the

v2L scaling. The basic idea is that it is very difficult for classical gravity to mimic

the effect of a true velocity dependent force. Again we will consider a differential

measurement between simultaneous atom interferometers since this aids greatly in

the control of many backgrounds. Here we consider two atom interferometers with

differing launch velocities in order to select the velocity dependent term we are look-

ing for. This will naturally cancel many phase shifts, including the leading order one

from gravity, keffgT
2. Of course, there are still several possible background terms that

are larger than the signal and scale with launch velocity. These include terms coming

from the Earth’s gravity gradient, keff(∂rg)T
3vL, the effect of the doppler shift of the

laser as seen by the moving atom, keffgT
2vL, and the effect of the Earth’s rotation,

keffvLΩ
2T 3, where Ω is the component of the Earth’s rotation rate perpendicular to

the launch velocity [47]. Magnetic fields do not induce velocity dependent phase shifts

when the internal atomic state remains unchanged, as in a Bragg beamsplitter. All

of these background terms, although much larger than our signal, scale differently

with vL and T than our signal. There are no terms which scale as v2LT
2; this is a

unique sign of GR. Varying these around the typical values (vL = 13m
s
and T = 1.3 s)

then allows the GR term to be picked out from the backgrounds with a sensitivity

limited only by the atom shot noise. It is crucial for this fit that vL can be known
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experimentally very precisely (better than the ratio of the background to the signal).

This is possible since the launch velocity is precisely linked to laser frequencies (see

the discussion of physical velocity and Eq. (6.28)) which can be known extremely

well.

Additionally, in case backgrounds do become a problem, it is possible to reduce

the measured size of the background terms even before this fit. Because the GR

term scales as (vLT )
2, there is no loss in the signal by going to the regime where the

launch velocity is large. In this regime, the atom’s velocity is roughly constant over

the length L of the interferometer and L = vLT . If vL and T are then always scaled

inversely so that L is fixed, then the signal does not change but all the background

terms do. Further, by taking vL large, all the background terms are suppressed by

at least one power of vL because they all have more powers of T than of vL. For

example, the gravity gradient term becomes keff(∂rg)
L3

v2L
. Thus, the sizes of the phase

shifts from these backgrounds can be directly reduced even before data analysis.

6.3.2 Non-Linearity of Gravity

To measure the terms which arise from the non-linearity of gravity, it may help to

run three simultaneous atomic gradiometers along three mutually orthogonal axes in

a ‘divergence configuration’. Such a configuration effectively measures the divergence

of the local gravitational field, which must be zero in Newtonian gravity outside the

source mass. This should then allow the non-linear GR effect, keffgϕT
2, to be picked

out. In particular, the atoms can be launched along a single, large (e.g. 10 m) vertical

axis. Then three perpendicular atom interferometers can be run along this same axis

using three perpendicular sets of lasers. Thus the atoms can be split vertically or

in either horizontal direction to make the three perpendicular atom interferometers.

Yet all three interferometers are in essentially the same position, separated only by

the much smaller vrT ∼ 1 cm.

One question which arises is the extent to which the three laser axes can be made

mutually orthogonal, since they must be perpendicular to one part in 109 (since

on the Earth ϕ ∼ 10−9) in order to reduce the Earth’s gravity gradient below the
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GR signal. Methods for measuring angles with nanoradian precision have already

been demonstrated, albeit for angles much smaller than 90 degrees [77]. It may

also be possible to geometrically construct laser axes which are perpendicular to

very high accuracy by using the ability to accurately measure distances with a laser

interferometer.

It is also possible to ameliorate the requirement on the perpendicularity of the

laser axes by reducing the local gravity gradient with an appropriately constructed

local mass distribution. We will show that it is possible to reduce the gravity gradi-

ent along all three perpendicular axes by O(1) of its natural size on the Earth. With

such a construction, the three gravity gradients can then be measured by the atom

interferometer itself. It should then be possible to make minor modifications to the

mass distribution to cancel the gravity gradients with increasing precision, without an

exact knowledge of the angles of the atom interferometers. Every order of magnitude

reduction in the size of the local gravity gradient reduces the requirement on perpen-

dicularity of the laser axes by an order of magnitude. Since the atom interferometer

can measure gravity gradients very precisely, it may be possible to align the lasers to

sufficient accuracy without a complicated alignment mechanism.

Now we must show that the Earth’s gravity gradients in all three directions (i.e.

∂xg⃗x, ∂yg⃗y, and ∂z g⃗z) can be cancelled to O(1). If the z-axis runs perpendicularly

to the local surface of the Earth at the point in question, then g⃗z ≈ −GMEarth

R2
Earth

4 is

negative and the gradient ∂z g⃗z ≈ −2 g⃗z
REarth

is positive. Adding more mass on the z-axis

either completely above or completely below the atom interferometer will only add

a positive quantity to ∂z g⃗z, thus increasing the gravity gradient. Therefore we must

add mass around the atom interferometer. As a proof of principle, take a sphere

of mass centered on the point in question with a cylindrical hole along the z-axis

(the atom interferometer apparatus would be placed in this hole). Assuming the

radius of the cylinder is small compared with the radius of the sphere, the Newtonian

gravitational field due to the sphere inside itself has a derivative with an opposite

sign compared to the Earth’s gradient: ∂z g⃗z = −4
3
πGρsphere. Since in vacuum the

divergence is zero in Newtonian gravity (∂xg⃗x + ∂yg⃗y + ∂z g⃗z = 0) and there is a

4Of course there are small corrections due to the fact that the Earth is not perfectly spherical.
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rotational symmetry about the z-axis, the other two components of the sphere’s

gravity gradient are ∂xg⃗x = ∂yg⃗y = −1
2
∂z g⃗z. With an appropriate choice of ρsphere then,

the Earth’s gravity gradient can be cancelled off. Notice that the sphere cancelled the

z-component of the Earth’s gradient while the cylindrical hole cancelled the x- and

y-components, since in the infinite limit the cylinder only has x- and y-components

of acceleration.

6.3.3 General Backgrounds

One possible background to any measurement made with an atom interferometer

arises from the interaction of the atoms with ambient electromagnetic fields. The

electric fields present in any realistic setup are too small to give detectable phase

shifts as they are easily screened. Surface effects such as the Casimir interaction

are negligible as the atoms are kept far from all surfaces. Only ambient magnetic

fields can give large enough phase shifts to be potential backgrounds. An atom re-

sponds strongly to a background magnetic field, so we usually consider a magnetically

shielded interferometer. Ambient magnetic fields can be shielded down to the nT level

(see for example [78]) which leads to appropriately small phase shifts. The atoms are

prepared in a magnetically insensitive, m = 0, state and so the energy shifts that

arise are second order in the magnetic field, ∆E = 1
2
αB2 where α is the second order

Zeeman coefficient of the state. Since the internal levels of the atom can have differ-

ent values of α, magnetic phase shifts are generally smaller when the internal state

is fixed, as is the case in an interferometer that uses Bragg transitions. Systematic

phase shifts can then only result from spatial variations in the field:

∆ϕ ≈ −keff
α

m
B0
∂δB

∂z
T 2

where B = B0 + δB, B0 ∼ 100 nT is the constant bias magnetic field and δB is a

small field perturbation. Variations of δB ∼ 1 nT over the length of the interferometer

give negligible phase shifts for a 87Rb apparatus. The above formula generally holds

for field perturbations that vary on length scales that are long compared to the

interferometer arm splitting. In the opposite limit, the interferometer averages over
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perturbations with wavelengths that are small compared to the overall interferometer

length. This spatial averaging behavior also occurs for short wavelength gravity

perturbations, as we describe in more detail below.

Another potential background in the interferometer arises from atom-atom col-

lisions within the atom cloud. For 87Rb, the frequency shift of the atomic state

|F = 2,mF = 0⟩ due to atom-atom collisions is

δν ≈ (−0.9 mHz)
( n

109 cm−3

)√ τ

1 µK

for a cloud of number density n and temperature τ [79, 80]. Unlike in atomic clocks,

phase errors due to this effect in a π
2
–π–π

2
pulse sequence atom interferometer im-

plemented using Bragg atom optics are the result of unequal densities between the

two arms. Nominally, the upper and lower arms of the interferometer have the same

atom number density, but an imperfect initial beamsplitter can cause an asymmetry

between the arms, resulting in a phase shift

δϕcollision = 4πδνT ≈ (1.1× 10−2 rad)
( n

109 cm−3

)√ τ

1 µK

(
T

1 s

)(
∆n

n

)
for a density difference ∆n. This represents an upper bound on the atom-atom phase

shift, since in reality the cloud density decreases in time during the experiment due to

ballistic expansion5. Making the conservative assumption that the density difference

can be controlled at the level of ∆n
n

∼ 10−2 implies a phase error of ∼ 10−4 rad.

However, this systematic offset is not a concern for many of the experiments we

consider since it is expected to cancel as a result of our differential measurement

strategies. This cancellation relies on the condition that the density does not depend

on any of the other control parameters in the experiment, an assumption that must

be verified experimentally6.

An additional tool that may be useful for reducing backgrounds and picking out

5This result does not apply to an interferometer that uses Raman atom optics, since in that case
the time evolution of the density leads to the main effect.

6This cancellation does not occur in the case of the Equivalence Principle measurement, since
the two isotopes have different atom-atom interaction strengths.
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the signal terms is the possibility of running the atom interferometer with different

pulse sequences. While the π
2
-π-π

2
sequence is an accelerometer, more complicated

sequences can be used which suppress accelerations and leave the gravity gradients,

or vice versa. In general, either T 2 or T 3 terms, or both, can be removed by a suitable

choice of pulse sequence [48, 81]. This can remove most of the relevant backgrounds

to the velocity-dependent force measurement since they scale with higher powers of

T . These different pulse sequences improve the ability to pick out a term that scales

in a particular way with the control parameters.

Finally, it is possible that small gravitational ‘anomalies’ due to local masses

may be a background. In fact, only the small wavelength variations in the local g

field can be a relevant background for these experiments. Perturbations to local g at

wavelengths larger than the rough size of the experiment (e.g. 10 m) are well described

by the Taylor series expansion that we have assumed for the Earth’s field. Since

these perturbations are naturally small compared to the Earth’s field, the differential

measurement strategies discussed above for the Principle of Equivalence, velocity

dependent force, and non-linearity of gravity measurements will remove these long

wavelength perturbations in exactly the same way as they removed the Earth’s field.

Short wavelength perturbations in the local gravitational field can be relevant.

Luckily, the atom interferometer naturally averages over these perturbations because

of its spatial length. In the limit that the gravity inhomogeneities are small, the atom

interferometer response may be linearized (See Appendix B). We write the total

phase shift due to gravity anomalies along the vertical (z) direction summed over all

wavelengths λ as

∆ϕg =

∫
Tgz(λ)δ̃gz(λ)dλ (6.29)

where Tgz(λ) is the interferometer’s gravity perturbation response function and the

gravitational field at a position z in the interferometer is

δgz(z) =

∫
δ̃gz(λ)e

i2πz
λ dλ, (6.30)

where δ̃gz(λ) is the Fourier component of a gravity perturbation with wavelength

λ. Figure 6.2 shows the response of an atom interferometer in the example 10 m
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configuration to perturbations in the local g field of wavelength λ. The top curve is

for the atom interferometer run in the ‘symmetric’ configuration where the atoms are

launched from the bottom of the interferometer region with exactly the right velocity

to stop at the top, vL = gT and the first and last beamsplitter pulses happen when

the atom is at the bottom on its way up and on its way down, respectively. The

next lower curve assumes the atom is dropped from rest at the top. The next two

curves assume the atom is launched downwards from the top with velocities 1m
s
and

10m
s
, respectively. As expected, the atom interferometer always averages down the

perturbations on scales below its size, here 10m. If the atom is launched so that its

velocity is never zero then the suppression is much bigger at shorter lengths. For the

lower two curves, the phase falls off as λ2, as compared with λ for the case in which

the atom comes to rest during the interferometer. Roughly, the more uniform the

atoms’ velocity, the larger the reduction that comes from averaging over the small

scale gravity perturbations. This is a very useful tool for reducing backgrounds from

local masses. It also scales favorably with the length of the interferometer, since

a longer interferometer suppresses larger distance scales, leading to an even greater

suppression at short distances.

The differential measurement strategies suppress the longer wavelength contri-

butions. In fact, at very long wavelengths there is no difference between what we

have called a ‘perturbation’ and the previously included part of Earth’s gravitational

field. The differential measurement strategies were designed to allow us to control

systematics arising from the Earth’s gravitational field. For the proposed Principle

of Equivalence measurement, atom clouds of the two isotopes are separated by less

than 1µm. This provides a large suppression to longer wavelength gravitational per-

turbations. Similarly, in the divergence strategy measurement (see Section 6.3.2) the

three atom interferometers are separated by ∼ 1 cm. For wavelengths longer than

this scale the divergence measurement looks like a true divergence (instead of a finite

difference approximation to the derivative) and so the longer wavelength gravitational

modes are suppressed. As discussed above, the velocity dependent force measurement

benefits greatly from the ability to launch the atoms with a large initial velocity to

suppress all Newtonian gravitational effects without suppressing the GR signal. This
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Figure 6.2: The response function, Tgz, as defined in Eq. (6.29). It gives the phase
shift response of the atom interferometer to a Fourier component of the local grav-
itational field with wavelength λ and amplitude 10−9gEarth. All curves assume the
example 10 m atom interferometer. The top curve assumes it is run in a ‘symmetric’
configuration (see text), the next lower curve assumes the atoms are dropped from
rest at the top of the device and the following two curves assume a downward launch
velocity of 1m

s
and 10m

s
respectively.
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suppression of all wavelengths can be seen by comparing the lowest two curves in

Figure 6.2. The lowest curve has a larger launch velocity and is therefore suppressed

at all wavelengths as expected.

If we know the magnitude of the perturbation in the local gravitational field, we

can compute the phase shift induced in an interferometer from Eq. (6.29). This

implies some constraints on the mass and distance of nearby objects that must be

taken into account when designing an actual experiment. Fig. 4.2 displays δ̃gz(λ) for

several example sources. Each source is taken to be some perpendicular distance from

the center of the atom interferometer. We have always plotted the magnitude of the

Fourier transforms in Figures 6.2 and 4.2 (i.e. we have taken the sum in quadrature

of the sine and cosine components). An object that is farther away than its size

looks like a point mass. Its gravitational field has a Fourier transform, δ̃gz(λ), that is

sharply peaked around its distance from the interferometer. An object that is large

compared to its distance (represented by the rod in Figure 4.2) produces a δ̃gz(λ)

that is sharply peaked around the object’s size. This analysis allows us to predict the

expected size of local gravitational perturbations as a function of wavelength.

The differential response curve allows us to compute systematic errors arising

from the specific gravity environment of our interferometer. Quantitative estimates of

these effects requires knowledge of the local δgz(z), which may be obtained through a

combination of modelling and characterization. The atom interferometer itself can be

used as a precision gravimeter for mapping δgz(z) in situ. By varying the interrogation

time T , a local gravity measurement can be made over a small spatial region. Many

such measurements in different positions can be made by varying the launch velocity

and time of the initial beamsplitter, resulting in a measurement of δgz(z).

The interferometer’s response to the short wavelength modes can be quite sup-

pressed as in Fig. 6.2. Additionally, the amplitudes of the gravitational perturbations

can be kept small as in Fig. 4.2. Further, depending, to some extent, on the nature

of the gravitational source, the phase shifts due to these local gravitational anomalies

are unlikely to vary at order one with the control parameters used in the experiment,

or to vary at order one from shot to shot. This leads to a further suppression, since

a truly constant phase shift would not be a background to many of these proposed
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experiments. Thus, it seems possible to reduce the background phase shifts due to

local gravitational effects below the required 10−6 rad level.

There are, of course, many details we have not addressed here that are impor-

tant for a real experiment. Here we have given our ideas for ways of distinguishing

the main GR effects of the Earth’s gravitational field from the relevant backgrounds.

These effects are found to be possibly phenomenologically distinguishable from New-

tonian gravity and other backgrounds, and are thus true GR (or beyond GR) effects,

indescribable in a Newtonian model. We have tried to motivate why these or similar

experiments may be possible, but we have not proven that they will work in the full

detail necessary for a real experiment. We just wish to motivate future work.

6.4 Other GR Effects?

6.4.1 Hubble Expansion (Vacuum Energy)

The cosmological expansion of the universe can be described by the metric

ds2 = dt2 − e2Htdx⃗2 (6.31)

where H is the Hubble constant. Using the geodesic equation (6.1), a particle moving

in this metric has an acceleration

d2x⃗

dτ 2
= 2H

dx⃗

dτ

dt

dτ
≈ 2Hv. (6.32)

For laboratory atomic velocities this would be ∼ 10−18g, large enough to be very in-

teresting compared to the initial sensitivity of the interferometer under construction

∼ 10−15g. We would like to consider whether it is then possible to measure the ex-

pansion rate of the universe in an atom interferometer. Since the local neighborhood

has collapsed gravitationally, the normal cosmological expansion of the metric is pre-

sumably not occurring inside the solar system. However, a true cosmological constant

would necessarily be present everywhere and must therefore affect the metric locally.

We will loosely model the local effects of the vacuum energy using metric (6.31) (to
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include the effects of local mass a McVittie metric [82] should really be used), but it

must be remembered that H will then presumably refer only to the contribution of

the vacuum energy.

Unfortunately, this is just an artificial, coordinate acceleration, not the physi-

cal acceleration that would be measured by any experiment. A calculation of the

acceleration that would be measured in an actual experiment, either an observer us-

ing radar-ranging to determine the atom’s position or using an atom interferometer,

shows that the physically observable accelerations are of O(H2).

Another way to see an effect linear inH is to consider two observers on geodesics of

(6.31) which are at constant x⃗ positions. The spatial distance (defined by integrating

only the spatial terms in the metric at a fixed time) between these observers is eHt∆x⃗

and so it would appear that there is a relative velocity of O(H∆x). In fact a radar-

ranging calculation of the distance or velocity shows essentially the same thing. This

is not a surprise, since this is in fact just the normal observation of Hubble’s law for

the expansion of the universe. Such observers represent galaxes, which are measured

to recede from each other at velocities of order H. However we cannot create a similar

laboratory version of this experiment in order to measure the Hubble constant (really

vacuum energy) without starting the atom with an initial velocity of O(H), which

defeats the purpose. The galaxies naturally have such velocities, and so tend to mark

the cosmological expansion, due to the action of the O(H2) acceleration acting for

the age of the universe H−1.

More generally, it seems there cannot be effects linear in H, at least in ‘normal’

variables such as position, velocity, or acceleration, in any experiment we can set

up. Without access to observers in some special reference frame such as the galaxies

provide, any experiment will be free-falling in the cosmological expansion. By the

Principle of Equivalence, such an experiment will then see a metric that is locally

flat with corrections proportional to the Reimann curvature. But this is R ∝ H2 (all

components are either 0, −H2, or ±H2e2Ht). This is very similar to transforming Eq.

(6.31) to the static patch

ds2 =
(
1−H2r2

)
dt2 − 1

1−H2r2
dr2 − r2dΩ2. (6.33)
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In these coordinates it is clear that all accelerations (all Christoffel symbols), the

Reimann curvature and other similar quantities will be O(H2). Of course, the argu-

ment that in a LLF the answer will just be proportional to the curvature and therefore

to H2 misses the important point that the Reimann tensor (at least in either of the

coordinates (6.31) or (6.33)) still has coordinate dependence, and therefore cannot

actually be observable. This problem highlights the importance of working entirely

in physical variables, as we stressed for the atom interferometer in Section 6.1.

The expansion of the universe is occasionally proposed as an explanation for the

Pioneer Anomaly [83] which is an anomalous acceleration of the Pioneer spacecrafts

of order H. Radar ranging the Pioneer is quite similar in spirit to the atom interfer-

ometer, which can be thought of as laser ranging the atom to find its acceleration.

Thus, similar arguments apply to this case as well, and the Pioneer anomaly cannot

be explained within general relativity as being due to the cosmological expansion.

Intuitively, it is impossible to observe effects linear in Hubble in a local experiment

because of the equivalence principle. Essentially, everything in the experiment is

‘falling’ together in the expansion of the universe. Similarly, it is impossible to detect

(at leading order) the acceleration toward the dark matter of the galaxy. Only the

gradient of this force is detectable, and this is too small to be measured. However,

violations of the equivalence principle could in principle lead to observable effects

both for the expansion of the universe and dark matter. These would probably be

suppressed by a small factor which is the extent to which the equivalence principle is

known to be valid.

6.4.2 Lense-Thirring

The Lense-Thirring effect is a gravitomagnetic effect due to the rotation of a source

mass. It is difficult to measure and has been searched for in several experiments

[84, 85, 86, 87, 88] but no undisputed, conclusive measurements exist yet to better

than O(1). Given the success of atom interferometers used as gyroscopes, it seems

worthwhile to consider whether gravitomagnetic effects could be measured in an atom

interferometer. To understand the effect, the metric outside a spinning body can be
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written as [73]

ds2 =
(
−1− 2ϕ− 2ϕ2 − 2ψ

)
dt2 + (1− 2ϕ) dx⃗2 + 2ζ⃗ · dx⃗dt (6.34)

Using this in the geodesic equations (6.1) gives the coordinate acceleration as

dv⃗

dt
= −∇

(
ϕ+ 2ϕ2 + ψ

)
− dζ⃗

dt
+ v⃗ ×

(
∇× ζ⃗

)
+ 3v⃗

dϕ

dt
+ 4v⃗ (v⃗ · ∇)ϕ− v⃗2∇ϕ (6.35)

where v⃗ = dx⃗
dt
. The terms proportional to ζ⃗ give the gravitomagnetic terms we are

interested in. Outside a spinning, spherical body with angular momentum J⃗ ∝MR2Ω⃗

ζ⃗(x⃗) =
2G

r3

(
x⃗× J⃗

)
. (6.36)

The relevant acceleration of a test body caused by this effect is then

aLT = v⃗ ×
(
∇× ζ⃗

)
∼ GMR2

EΩv

r3
. (6.37)

Near the Earth’s surface, using the launch velocity v ∼ 10−7, the highest this ac-

celeration can be is aLT ∼ 10−13g, which is certainly above the planned sensitivity

of upcoming interferometers [34]. Though we have not done a full GR calculation

as outlined above, following the usual guess the phase shift is kaLTT
2 ∼ 10−4rad.

Unfortunately, this phase shift scales very similarly with control parameters as the

phase shift due to the Coriolis effect (assuming an Earth-bound atom interferometer).

The Coriolis effect gives a phase shift

k⃗ · a⃗CT 2 ∼ k⃗ ·
(
Ω⃗× v⃗L

)
T 2. (6.38)

On the Earth this acceleration is ∼ 10−4g. Then, by (6.37), the Lense-Thirring

effect is roughly a factor of ϕ smaller than Coriolis in magnitude: aLT ∼ ϕaC ∼
10−9aC . Further, they scale the same way with the control parameters k, vL, and T ,

although their directions and dependencies on the directions of the vectors involved,

v⃗L, x⃗, and Ω⃗, are different. This means the Lense-Thirring effect cannot be directly
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measured beneath the much larger Coriolis background. However, the Coriolis effect

is a kinematical effect and is thus qualitatively different from the dynamical Lense-

Thirring effect which depends on the rotation of the source mass itself and not just

of the laboratory in which the experiment is being performed. For one thing, it

means that the Lense-Thirring effect depends on the distance to the source mass and

not just the angular velocity. Our idea to measure the Lense-Thirring effect in an

atom interferometer exploits this difference to isolate the effect from the much larger

Coriolis background.

To subtract off the Coriolis background, we can use a differential measurement

between two simultaneous interferometers that measure a different Lense-Thirring

acceleration but the same Coriolis acceleration. Our idea for accomplishing this is to

have the two interferometers differ in only one control parameter, their height above

the Earth’s surface. This gives the same Coriolis force, up to the level that the other

control parameters can be made equal between the two interferometers (note that time

variations are not relevant here so long as the two interferometers remain identical

in everything but height). However there are constraints on how identical the two

interferometers can be. One of the most important is the need to make the launch

velocities equal to high precision, since the Coriolis force scales directly with vL. One

idea for doing this is a common launch of a single cloud that is subsequently split

into two at differing heights. This limits how far apart the interferometers can be.

We will take a height difference of 1 m as an optimistic but not unreasonable guess.

Then the size the Lense-Thirring effect that can be measured is reduced by a gradient

factor to aLT
1 m
RE

∼ 10−19. This is roughly a factor of 104 below the initial sensitivity

we are considering. As mentioned in Section 7.2, there are many possibilities for

improving this sensitivity by orders of magnitude. However this number seemed

challenging enough that we have not pursued this idea further (we are explicitly not

considering tying an atom interferometer to a telescope in a Gravity Probe B (GPB)-

like configuration, since that has already been proposed [88]). It is also possible that

there are better ideas for isolating Lense-Thirring from the Coriolis backgrounds that

would allow a measurement, since the Lense-Thirring effect is naturally quite large

compared to the sensitivities of upcoming atom interferometers. This is left to future
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work.

6.4.3 Preferred Frame

There are many possible modified theories of gravity beyond those parametrized by

the PPN parameters β and γ in metric (6.14). As one example, the PPN formalism

includes eight other parameters that parametrize the possible metric modifications of

general relativity [1, 18]. There are many other, non-metric, theories as well. The

full PPN metric [1, 18] would still fall under the calculation method outlined above.

We have not performed the full calculation to see what other effects from the

PPN metric would be present in an atom interferometer, but we can easily guess one.

Often, the new effects introduced by the full PPN metric can usefully be thought

of as preferred frame or location effects, usually called violations of Lorentz invari-

ance. Such effects have been pursued before as modulations of the local acceleration

in an accelerometer on the Earth’s surface with periods of a day, a year, and so on

[1, 18, 89, 16]. While the atom interferometer can yield an impressive increase in

sensitivity over the accelerometers used to do the previous searches (and has already

led to improved limits [16]), the previous experiments were ultimately limited by

geophysical uncertainties. Thus, it is not clear that an increase in accelerometer sen-

sitivity would lead to an improved ability to search for such Lorentz violating effects

without an equally improved geophysical model. Of course, the atom interferometer

is much more than just an accelerometer, as attested to by the many control param-

eters and measurement strategies employing simultaneous differential measurements

outlined above. Further, there may be signals from these PPN and Lorentz violat-

ing effects that are more than just modulations of the local acceleration. We cannot

exclude the possibility that there are novel search techniques that would allow atom

interferometers to provide stringent tests of Lorentz violating theories, but we leave

such considerations to future work.
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6.5 Summary and Comparison

Relativistic effects in interferometry have been discussed before in several contexts

[90, 91, 92, 93, 94]. None of these discussed specific, viable experiments for the post-

Newtonian relativistic effects we have considered. Mostly, they focus on calculation

methods instead of specific laboratory experiments. These methods are not applicable

to our experimental setup.

In [91], general discussion and motivation was given for considering the effects of

general relativity on devices such as atom or neutron interferometers. Relativistic

calculations for a certain type of interferometer were given in [92, 93] and were used

to give a rough estimate of the phase shift that might arise in a setup similar to

neutron interferometry. While it is possible that a similar estimate could be given

for the atom interferometer, it would miss most of the important effects since their

analysis does not take into account the laser pulses which actually form a light-pulse

atom interferometer like the ones we consider here. None of these calculations can

be applied directly to the atom interferometer for several reasons, including the lack

of description of the laser pulses and the difficulty of solving the necessary equations

for the full atom interferometer sequence in a general metric background. Essentially,

these calculations only have what we call propagation phase. Further, this phase is not

calculated along the trajectories that are relevant for light-pulse atom interferometry.

The measurements suggested in these papers are also quite different from the our

proposals.

Atom interferometry is considered in [94] as a way to measure space-time cur-

vature, which is essentially the leading order effect of (Newtonian) gravity. We are

interested in measuring the post-Newtonian corrections. We are thus led to consider

a specific setup in which the effect of the laser pulses and the platform on which the

laser rests is crucial and must be taken into account. The formalism given in [90]

does not give the final phase shift for the general relativistic effects we are interested

in, though some of the effects are mentioned. We cannot use this calculation because

the equations become too difficult to solve when all the post-Newtonian terms are

kept to the order which is necessary given the precision of the experiment. Further,
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the effect of gravity on the laser pulses that serve as our beamsplitters and mirrors is

not taken into account, and thus a relativistic prescription for the atom-light interac-

tion is not included. Thus, in order to have a fully relativistic, coordinate-invariant

calculation, we use our semi-classical method for calculating the phase shift in the

interferometer. Additionally, in order to simplify the calculations, many of these

previous papers worked in the linearized gravity approximation where the metric is

expanded as gµν ≈ ηµν + hµν . This cannot yield a correct result for the non-linear

effects in general relativity.

We build and expand upon this previous work by considering a specific experi-

mental scenario for a light pulse atom interferometer, in which the GR effects can be

calculated in a fully relativistic framework. This includes important effects such as a

relativistic treatment of the laser pulses forming the beamsplitters and mirrors which

accounts for the influence of gravity on the propagation of the light, as well as changes

to the phase shift formulas. This framework is able to go beyond linearized gravity

to reveal the effect of the non-linearity of gravity on an atomic interferometer. This

requires calculating phase shifts for terms in the Hamiltonian higher than quadratic

order. We also consider several specific experimental strategies for testing general

relativity in an atom interferometer.



Chapter 7

Detecting Gravitational Waves

7.1 Introduction

Gravitational waves offer a rich, unexplored source of information about the universe

[95, 28]. Many phenomena can only be explored with gravitational, not electromag-

netic, radiation. These include accepted sources such as white dwarf, neutron star, or

black hole binaries whose observation could provide useful data on astrophysics and

general relativity. It has even been proposed that these compact binaries could be

used as standard sirens to determine astronomical distances and possibly the expan-

sion rate of the universe more precisely [96]. Gravitational waves could also be one of

the only ways to learn about the early universe before the surface of last scattering.

There are many speculative cosmological sources including inflation and reheating,

early universe phase transitions, and cosmic strings. For all these applications, it is

important to be able to observe gravitational waves as broadly and over as large a

range of frequencies and amplitudes as possible.

Here we expand on a previous article [72], giving the details of our proposal for an

Atomic Gravitational wave Interferometric Sensor (AGIS). We develop proposals for

two experiments, one terrestrial, the other satellite-based. We will see that, at least

in the configurations proposed here, it is primarily useful for observing gravitational

waves with frequencies between about 10−3 Hz and 10 Hz. In particular, the terres-

trial experiment is sensitive to gravitational waves with frequencies ∼ 1−10 Hz, below

146
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the range of any other terrestrial gravitational wave detector. This arises in part from

the vast reduction in systematics available with atom interferometers but impossible

with laser interferometers. The satellite-based experiment will have peak sensitivity

to gravitational waves in the ∼ 10−3 − 1 Hz band. The use of atomic interferometry

also leads to a natural reduction in many systematic backgrounds, allowing such an

experiment to reach sensitivities comparable to and perhaps better than LISA’s with

reduced engineering requirements.

The ability to detect gravitational waves in such a low frequency band greatly

affects the potential sources. Binary stars live much longer and are more numerous

at these frequencies than in the higher band around 100 Hz where they are about to

merge. Stochastic gravitational waves from cosmological sources can also be easier

to detect at these low frequencies. These sources are usually best described in terms

of the fractional energy density, ΩGW, that they produce in gravitational waves. The

energy density of a gravitational wave scales quadratically with frequency (as ρGW ∼
h2f2M2

pl). Thus, a type of source that produces a given energy density is easier to

detect at lower frequencies because the amplitude of the gravitational wave is higher.

This makes low frequency experiments particularly useful for observing cosmological

sources of gravitational waves.

There are several exciting proposed and existing experiments to search for grav-

itational waves including broadband laser interferometers such as LIGO and LISA,

resonant bar detectors [97, 98], and microwave cavity detectors [99]. Searching for

gravitational waves with atomic interferometry is motivated by the rapid advance of

this technology in recent years. Atom interferometers have been used for many high

precision applications including atomic clocks [100], metrology, gyroscopes [12], gra-

diometers [13], and gravimeters [15]. We consider the use of such previously demon-

strated technology to achieve the sensitivity needed to observe gravitational waves.

Further, we consider technological advances in atom interferometry that are currently

being explored, including the apparatus described in Chapter 5, and the possible im-

pact these will have on the search for gravitational waves.

The different sections of this chapter are as independent as possible. Section 7.2

discusses current atom interferometry sensitivity levels, as well as what we anticipate
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will be feasible in the near future. In Section 7.3 we calculate the gravitational

wave signal in an atom interferometer. In section 7.4 we discuss an experimental

configuration for observing this signal on the earth and the relevant backgrounds. In

section 7.5 we give the setup and backgrounds for a satellite-based experiment. In

section 7.6 we give a brief summary of the astrophysical and cosmological sources of

gravitational waves that are relevant for such experiments. In section 7.7 we give a

description of the projected sensitivities of the earth- and space-based experiments.

In Section 7.8 we compare this work with previous ideas on atom interferometry and

gravitational waves and summarize our findings.

7.2 Atom Interferometry Sensitivity

We propose to search for gravitational waves using light pulse atom interferometry. As

described in Chapters 2 and 3, the phase shift in an atom interferometer is exquisitely

sensitive to inertial forces present during the interferometer sequence, since it precisely

compares the motion of the atom to the reference frame defined by the laser phase

fronts. Equivalently, the atom interferometer phase shift can be viewed as a clock

comparison between the time kept by the laser’s phase evolution and the atom’s own

internal clock. Sensitivity to gravitational waves may be understood as arising from

this time comparison, since the presence of space-time strain changes the light travel

time between the atom and the laser.

To explore the potential reach of AI-based gravitational wave detectors, we con-

sider progressive phase sensitivities that are likely to be feasible in the near future.

Recent atom interferometers have already demonstrated sensor noise levels limited

only by the quantum projection noise of the atoms (atom shot noise) [37, 38, 39]. For

a typical time–average atom flux of n = 106 atoms/s, the resulting phase sensitivity

is ∼ 1/
√
n = 10−3 rad/

√
Hz. For example, modern light pulse atom interferome-

ters of the type considered here achieve an atom flux at this level by periodically

launching ∼ 106 atoms per shot at a repetition rate of ∼ 1 Hz. For our most ag-

gressive terrestrial proposal, we assume quantum projection noise–limited detection

of 108 atoms per shot at a repetition rate of 10 Hz, implying a phase sensitivity of
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3×10−5 rad/
√
Hz. In the satellite-based proposal we assume 108 atoms per shot with

a 1 Hz repetition rate, yielding 10−4 rad/
√
Hz.

Cold atom clouds with 108 to 1010 atoms are readily produced using modern

laser cooling techniques [101]. However, the challenges in this application are to

cool to the required narrow velocity distribution and to do so in a short enough

time to support a high repetition rate. As discussed in Sections 7.4.2 and 7.5.2,

suppression of velocity-dependent backgrounds requires RMS velocity widths as small

as ∼ 100 µm/s, corresponding to 1D cloud temperatures of ∼ 100 pK. The required

∼ 100 µm/s wide cloud could conceivably be extracted from a very large (& 1010

atoms) µK-temperature thermal cloud by applying a highly velocity-selective cut1, or

by using evaporative cooling techniques. In either case, low densities are desirable to

mitigate possible systematic noise sources associated with cold collisions.

The repetition rate required for each proposal is a function of the gravitational

wave signal frequency range that the experiment probes. On earth, a 10 Hz repetition

rate is necessary to avoid under-sampling signals in the target frequency band of

∼ 1− 10 Hz. The satellite experiment we consider is sensitive to the ∼ 10−3 − 1 Hz

band, so a 1 Hz rate is sufficient. However, in both cases, multiple interferometers

must be overlapped in time since the duration of a single interferometer sequence

(T ∼ 1 s for earth, ∼ 100 s for space) exceeds the time between shots. Section

7.5.1 discusses the logistics of simultaneously manipulating a series of temporally

overlapping interferometers and describes the implications for atom detection.

Sensor noise performance can potentially be improved by using squeezed atom

states instead of uncorrelated thermal atom ensembles [40]. For a suitably entangled

source, the Heisenberg limit is SNR ∼ n, a factor of
√
n improvement. For n ∼ 106

entangled atoms, the potential sensitivity improvement is 103. Recent progress using

these techniques may soon make improvements in SNR on the order of 10 to 100

realistic [41]. Even squeezing by factor of 10 can potentially relax the atom number

1Such a cut may be implemented using a Doppler sensitive two–photon transition. This technique
results in a narrow velocity distribution along the longitudinal direction without reducing the velocity
width in the directions transverse to the cut. Ensembles such as these which are only cold along a
single dimension can still be useful for suppressing certain systematics (e.g. gravity gradients). See
Sections 7.4.2 and 7.5.2 for specific velocity width requirements.
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requirements by 102.

Another sensitivity improvement involves the use of more sophisticated atom op-

tics. The phase sensitivity to gravitational waves is proportional to the effective

momentum ~keff transferred to the atom during interactions with the laser. Both the

Bragg and Raman schemes described above rely on a two–photon process for which

[44] ~keff = 2~k, but large momentum transfer (LMT) beamsplitters with up to 10~k
or perhaps 100~k are possible [45]. Promising LMT beamsplitter candidates include

optical lattice manipulations [36], sequences of Raman pulses [44] and multiphoton

Bragg diffraction [45]. Figure 2.4 illustrates an example of an LMT process consisting

of a series of sequential two–photon Bragg transitions as may be realized in an optical

lattice. As the atom accelerates, the resonance condition is maintained by increasing

the frequency difference between the lasers.

Finally, we consider the acceleration sensitivity of the atom interferometer gravita-

tional wave detectors proposed here. The intrinsic sensitivity of the atom interferom-

eter to inertial forces makes it necessary to tightly constrain many time-dependent

perturbing accelerations, since background acceleration inputs in the relevant fre-

quency band cannot be distinguished from the gravitational wave signal of interest.

The theoretical maximum acceleration sensitivity of the apparatus follows from the

shot-noise limited phase sensitivity discussed above, combined with the well-known

acceleration response of the atom interferometer, ϕ = keffaT
2:

δa

a
=
δϕ

ϕ
∼ 1/SNR

keffaT 2
=

(
1

keffaT 2
√
n

)
τ−1/2 (7.1)

where the total signal-to-noise ratio is SNR ∼
√
nτ for a detected atom flux of n atoms

per second during an averaging time τ . For the terrestrial apparatus we propose,

the resulting sensitivity in terms of the gravitational acceleration g of the earth is

4 × 10−16
(
1 s
T

)2 (1000k
keff

)(
109atoms/s

n

) 1
2
g/
√
Hz. Likewise, in the satellite experiment

the acceleration sensitivity is 1× 10−18
(
100 s
T

)2 (100k
keff

)(
108atoms/s

n

) 1
2
g/
√
Hz. The sum

of all perturbing acceleration noise sources must be kept below these levels in order

for the apparatus to reach its theoretical noise limit. Sections 7.4.2 and 7.5.2 identify
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many of these potential backgrounds and discusses the requirements necessary to

control them.

7.3 Gravitational Wave Signal

In this section we will discuss the details of the calculation of the phase shift in an

atom interferometer due to a passing gravitational wave. This calculation follows the

method for a relativistic calculation discussed in [34, 29]. The method itself will not

be reviewed here, only its application to a gravitational wave and the properties of

the resultant phase shift will be discussed. For the rest of the paper, only the answer

from this calculation is necessary. We will see that the signal of a gravitational

wave in the interferometer is an oscillatory phase shift with frequency equal to the

gravitational wave’s frequency that scales with the length between the laser and the

atom interferometer.

Intuitively the atom interferometer can be thought of as precisely comparing the

time kept by the laser’s clock (the laser’s phase), and the time kept by the atom’s

clock (the atom’s phase). A passing gravitational wave changes the normal flat space

relation between these two clocks by a factor proportional to the distance between

them. This change oscillates in time with the frequency of the gravitational wave.

This is the signal that can be looked for with an atom interferometer. Equivalently,

the atom interferometer can be thought of as a way of laser ranging the atom’s motion

to precisely measure its acceleration. Calculating the acceleration that would be seen

by laser ranging a test mass some distance away in the metric of the gravitational

wave (7.2) shows a similar oscillatory acceleration in time, and this is the signal of

a gravitational wave in an atom interferometer. This radar ranging calculation gives

essentially the same answer as the full atom interferometer calculation in this case.
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7.3.1 Phase Shift Calculation

For the full atom interferometer calculation we will consider the following metric for

a plane gravitational wave traveling in the z-direction

ds2 = dt2−(1 + h sin (ω(t− z) + ϕ0)) dx
2−(1− h sin (ω(t− z) + ϕ0)) dy

2−dz2 (7.2)

where ω is the frequency of the wave, h is its dimensionless strain, and ϕ0 is an

arbitrary initial phase. Note that this metric is only approximate, valid to linear

order in h. This choice of coordinates for the gravitational wave is known as the “+”

polarization in the TT gauge. For simplicity, we will consider a 1-dimensional atom

interferometer with its axis along the x-direction. An orientation for the interferom-

eter along the x- or y-axes gives a maximal signal amplitude, while along the z-axis

gives zero signal.

We will work throughout only to linear order in h and up to quadratic order in

all velocities. These approximations are easily good enough since even the largest

gravitational waves we will consider have h ∼ 10−18 and the atomic velocities in our

experiment are at most v ∼ 10−7. For simplicity we take ~ = c = 1.

The total phase shift in the interferometer is the sum of three parts: the propa-

gation phase, the laser interaction phase, and the final wavepacket separation phase.

The usual formulae for these must be modified in GR to be coordinate invariants. Our

calculation has been discussed in detail in [29]. Here we will only briefly summarize

how to apply that formalism to a gravitational wave metric. The space-time paths of

the atoms and lasers are geodesics of Eqn. 7.2. The propagation phase is

ϕpropagation =

∫
Ldt =

∫
mds (7.3)

where L is the Lagrangian and the integral is along the atom’s geodesic. The sepa-

ration phase is taken as

ϕseparation =

∫
pµdx

µ ∼ E∆t− p⃗ ·∆x⃗ (7.4)

where, for coordinate independence, the integral is over the null geodesic connecting
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the classical endpoints of the two arms of the interferometer, and p is the average

of the classical 4-momenta of the two arms after the third pulse. The laser phase

shift due to interaction with the light is the constant phase of the light along its null

geodesic, which is its phase at the time it leaves the laser.

We will make use of the fact that the laser phase in the atom interferometer comes

entirely from the second laser, the ‘passive laser’, which is taken to be always on so

it does not affect the timing of the interferometer. Instead the first laser, the ‘control

laser’, defines the time at which the atom-light interaction vertices occur. For a more

complete discussion of this point, see Section 3 of [29].

In practice, we will consider the atom interferometer to be 1-dimensional so that

the atoms and light move only in the x-direction and remain at a constant y = z = 0.

This is not an exact solution of the geodesic equation for metric (7.2). In the full

solution the atoms and light are forced to move slightly in the z-direction because

of the z in gxx. However the amplitude of this motion is proportional to h which

will mean that it only has effects on the calculation at O(h2). This was shown by

a full interferometer calculation in two dimensions. It can also be understood intu-

itively since all displacements, velocities, and accelerations in the second dimension

are O(h). The separation phase is then ϕseparation ∼ pz∆xz ∼ O(h2). The extra z

piece of propagation phase is ∼ gzz∆z
2 ∼ O(h2). Changes to the calculated x and

t coordinates and to gxx will also be O(h2) so propagation phase is only affected at

this level by the motion in the z direction. Finally, if the laser phase fronts are flat

in the z dimension as they travel in the x direction then there will be no affect of the

displacement in the z direction. However the phase fronts cannot be made perfectly

flat and so there will be an O(h) effect of the displacement in the z direction times

the amount of bending of the laser phase fronts. This is clearly much smaller than

the leading O(h) signal from the gravitational wave and so we will ignore it since we

are primarily interested in calculating the signal.

The lasers will be taken to be at the origin and at spatial position (D,0,0). We can

make this choice because a fixed spatial coordinate location is a geodesic of metric

(7.2). Without loss of generality, we take the initial position of the atom to lie on the

null geodesic originating from the origin (the first beamsplitter pulse) with x = xA.
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Of course, this means that xA is not a physically measurable variable but is instead

a coordinate dependent choice. The results are still fully correct in terms of xA and

the interpretation will also be clear because the coordinate dependence only enters at

O(h). Since, as we will see, the leading order piece of the signal being computed is

O(h), this ambiguity can only have an O(h2) effect on the answer. We can ignore this

and consider xA to be the physical length between the atom’s initial position and the

laser, by any reasonable definition of this length. Similar reasoning allows us to define

the initial launch velocity of the atoms at xA as the coordinate velocity vL ≡ dx
dτ

∣∣
initial

.

The ability to ignore the O(h) corrections to the coordinate expressions for quantities

such as the initial position and velocity of the atoms relies on the fact that this is a

null experiment so the leading order piece of the phase shift is proportional to h.

With the choices above we find the geodesics of metric (7.2) are given as functions

of the proper time τ by

x(τ) = x0 + vx0τ + h

(
− vx0 cos (ϕ0 + t0ω)√

η + vx20ω
+
vx0 cos

(
ϕ0 + t0ω +

√
η + vx20τω

)
√
η + vx20ω

+ vx0τ sin (ϕ0 + t0ω)

)
(7.5)

t(τ) = t0 +
√
η + vx20τ +

hvx
2
0

(η + vx20)

(
cos
(
ϕ0 + t0ω +

√
η + vx20τω

)
− cos (ϕ0 + t0ω)

2ω

+ τ
√
η + vx20 sin (ϕ0 + t0ω)

)
(7.6)

to linear order in h where η = gµν
dxµ

dτ
dxν

dτ
is 0 for null geodesics and 1 for time-like

geodesics. The leading order pieces of these are just the normal trajectories in flat

space.

Using these trajectories, the intersection points can be calculated and the final

phase shift found as in the general method laid out in [29]. Here the relevant equations

are made solvable by expanding always to first order in h. Note that here the use of

the local Lorentz frame to calculate the atom-light interactions is unnecessary. The

interaction rules are applied at one space-time point so the local curvature of the
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space is irrelevant. Further, the choice of boost (the velocity of the frame) can only

make corrections of O(v2) to the transferred momentum, giving a O(v3) correction

to the overall velocity of the atom, which is negligible.

To define the lasers’ frequencies in a physically meaningful way as in [29], we take

each laser to have a frequency, k, given in terms of the coordinate momenta of the

light by (
gµνU

µ
dxνlight
dλ

)∣∣∣∣
xL

= k (7.7)

where Uµ =
dxµ

obs

dτ
is the four-velocity of an observer at the position of the laser. The

momenta of the light is then changed by the gravitational wave as it propagates and

the kick it gives to the atom is given by its momenta at the point of interaction.

7.3.2 Results

Following the method above, the phase difference seen in the atom interferometer in

metric (7.2) is shown in Table 7.1. As in Figure 6.1, the lasers are taken to be a

distance D apart, with the atom initially a distance xi from the left laser and moving

with initial velocity vL. The left laser is the control laser and the right is the passive

laser, as defined above. The atom’s rest mass in the lower ground state is m, the

atomic energy level splitting is ωa, the laser frequencies are k1 and k2, and h, ω, and

ϕ0 are respectively the amplitude, frequency and initial phase of the gravitational

wave. We will be considering a situation in which D ∼ 1 km is much larger than the

size of the interferometer region vrT ∼ 1 m.

The first term in Table 7.1 is the largest phase shift and the source of the gravi-

tational wave effect we will look for in our proposed experiment:

∆ϕtot = 4
hk2
ω

sin2

(
ωT

2

)
sin
(
ω
(
xi − 1

2
D
))

sin
(
ϕ0 + ω

(
xi − 1

2
D
)
+ ωT

)
+ . . . (7.8)

This is proportional to k2, just as in the phase shift from Newtonian gravity [29]. This

arises from the choice of laser 2 as the passive laser which is always on and laser 1 as

the control laser which defines the timing of the beamsplitter and mirror interactions.

As shown in [29], the laser phase from laser 1 is zero and the main effect then arises
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Phase Shift Size (rad)

4hk2
ω

sin2
(
ωT
2

)
sin
(
ω
(
xi − D

2

))
sin
(
ϕ0 + ω

(
xi − D

2

)
+ ωT

)
3× 10−7

−4hk2vLT sin
(
ωT
2

)
cos
(
ϕ0 + 2ω

(
xi − D

2

)
+ 3ωT

2

)
3× 10−9

4hωA

ω
sin2

(
ωT
2

)
sin
(
ωxi

2

)
sin
(
ϕ0 +

ωxi

2
+ ωT

)
10−12

8hk2vL
ω

sin2
(
ωT
2

)
cos
(
ωxi

2

)
cos
(
ϕ0 +

ωxi

2
+ ωT

)
10−14

Table 7.1: A size ordered list of the largest terms in the calculated phase shift due
to a gravitational wave. The sizes are given assuming D ∼ xi ∼ 1 km, h ∼ 10−17,
ω ∼ 1 rad/s, k2 ∼ 107 m−1, vL ∼ 3× 10−8, and T ∼ 1 s.

from the laser phase of laser 2 and so is proportional to k2. Under certain conditions,

this term is proportional to the baseline length, D, between the lasers (see Eqn. 7.9).

The effect of a gravitational wave is always proportional to a length scale. The

second term in Table 7.1 is not proportional to the distance D between the lasers,

but is proportional to the distance the atom travels during the interferometer ∼ vLT .

Thus it cannot be increased by scaling the laser baseline. Instead it depends on the

size of the region available for the atomic fountain, which is more difficult to increase

experimentally. Thus this term will likely be several orders of magnitude smaller than

the first term in a practical experimental setup, as seen in Table 7.1. This vLT term

is essentially the same term that has been found by previous authors (e.g. [102]). We

will not use this term for the signal in our proposed experiment as it is smaller than

the first term.

The second term can be loosely understood from the intuition that the type of

atom interferometer being considered is an accelerometer. In the frame in which

the lasers are stationary, this atom interferometer configuration is usually said to

respond to the acceleration a of the atom with a phase shift ∼ kaT 2. In this frame,

the motion of the atom in the presence of a gravitational wave (metric (7.2)) appears
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to have a coordinate acceleration a ∼ hωv. This would then give a phase shift

kaT 2 ∼ khωvT 2 which is approximately the second term in Table 7.1. Of course, this

is clearly coordinate-dependent intuition and will not work in a different coordinate

system. Nevertheless, it is interesting that this ‘accelerometer’ term arises in a fully

relativistic, coordinate-invariant calculation.

The third term in Table 7.1 is essentially the same as the first term, but with

k2 replaced by ωa since it arises from the difference in rest masses between the two

atomic states. We are considering a Raman transition between two nearly degenerate

ground states so ωa ≪ k2. However for an atom interferometer made with a single

laser driving a transition directly between two atomic states, the k2 terms would be

gone and the terms proportional to ωa would be the leading order phase shift. In this

case, ωa would be the same size as the k of the laser in order to make the atomic

transition possible. Such a configuration may be difficult to achieve experimentally.

To understand the answer for the gravitational wave phase shift in Eqn. (7.8),

consider the limit where the period of the gravitational wave is longer than the in-

terrogation time of the interferometer. Expanding Eqn. (7.8) in the small quantities

ωT , ωD and ωxi gives

∆ϕtot = hk2ω
2T 2
(
xi − 1

2
D
){

sin (ϕ0) + ωT cos (ϕ0)− 7
12
ω2T 2 sin (ϕ0)

+O(ω3T 3)
}
+ . . . (7.9)

The phase shift is proportional to the distance of the atom from the midpoint between

the two lasers. This had to be the case because the leading order phase shift does not

depend on the atom’s velocity, resulting in a parity symmetry about the midpoint.

The signal increases with the size of the interferometer and the interrogation time

T . Of course, as we see from Eqn. (7.8) this increase stops when the size and time

of the interferometer become comparable to the wavelength and period, 1
ω
, of the

gravitational wave. Note that in the intermediate regime where T > 1
ω
> D then we

can expand in ω times the distances so

∆ϕtot = 4hk2
(
xi − 1

2
D
)
sin2

(
ωT

2

)
sin
(
ϕ0 + ω

(
xi − 1

2
D
)
+ ωT

)
+ . . . (7.10)
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When ωT ∼ 1, this is very similar to the phase shift in LIGO which goes as hkℓ.

Although we will not go through the details of the whole calculation here, we

will motivate the origin of the main effect, ∆ϕtot ∝ hk2(xi − D
2
). In other words,

we work in the limit of Eqn. 7.10 when ωT ≈ 1. We will be interested in the case

where the length of the atom’s paths are small compared to the distance between

the lasers, vLT ≪ D so the interferometer essentially takes place entirely at position

xi. The main effect comes from laser phase from the passive laser, hence from the

timing of these laser pulses. The control laser’s pulses are always at 0, T , and 2T . As

an example, the first beamsplitter pulse from the control laser then would reach the

atom at time xi in flat space and so the passive laser pulse then originates at 2xi−D.

However if the gravitational wave is causing an expansion of space the control pulse

is ‘delayed’ and actually reaches the atom at time ∼ xi(1+h). Then the passive laser

pulse originated at ∼ (2xi −D)(1 + h). Thus the laser phase from the passive laser

pulse has been changed by the gravitational wave by an amount k2h(2xi −D). This

is our signal. Although this motivation is coordinate dependent, it provides intuition

for the result of the full gauge invariant calculation.

Eqn. (7.8) is the main effect of a gravitational wave in an atom interferometer.

Therefore, the signal we are searching for is a phase shift in the interferometer that

oscillates in time with the frequency of the gravitational wave. Note that Eqn. (7.8)

and all terms in Table 7.1 are oscillatory because ϕ0, the phase of the gravitational

wave at the time the atom interferometer begins (the time of the first beamsplitter

pulse), oscillates in time. In other words, the phase shift measured by the atom

interferometer changes from shot to shot because the phase of the gravitational wave

changes.

One way to enhance this signal is to use large momentum transfer (LMT) beam-

splitters as described in Section 7.2. This can be thought of as giving a large number

of photon kicks to the atom, transferring momentum N~k. This enhances the signal

by a factor of N since laser phase is enhanced by N . The phase shift calculation is

then exactly as if k of the laser is replaced by Nk.

As usual for a gravitational wave detector, this answer would be modulated by

the angle between the direction of propagation of the gravitational wave and the
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orientation of the detector. If the gravitational wave is propagating in the same

direction as the lasers in the interferometer there will be no signal (for the results

above we assumed a gravitational wave propagating perpendicularly to the laser axis).

This is clear since a gravitational wave is transverse, so space is not stretched in the

direction of propagation.

7.4 Terrestrial Experiment

7.4.1 Experimental Setup

We have shown that there is an oscillatory gravitational wave signal in an atom

interferometer. To determine whether this signal is detectable requires examining the

backgrounds in a possible experiment. Two of the most important backgrounds are

vibrations and laser phase noise. As experience with LIGO would suggest, vibrational

noise can be orders of magnitude larger than a gravitational wave signal. For an

atom interferometer, laser phase noise can also directly affect the measurement and

can be larger than the signal. Reducing these backgrounds must therefore dictate the

experimental configuration.

After the atom clouds are launched, they are inertial and do not feel vibrations.

The vibrations they feel while in the atomic trap do not directly affect the final mea-

sured phase shift because the first beamsplitter pulse has not been applied yet. Both

vibrational and laser phase noise arise only from the lasers which run the atom inter-

ferometer. We propose a differential measurement between two simultaneous atom

interferometers run with the same laser pulses to greatly reduce these backgrounds.

In order to maximize a gravitational wave signal, these atom interferometers should

be separated by a distance L which is as large as experimentally achievable.

On the earth, one possible experimental configuration is to have a long, vertical

shaft with one interferometer near the top and the other near the bottom of the

shaft. The atom interferometers would be run vertically along the axis defined by

the common laser pulses applied from the bottom and top of the shaft, as shown

in Fig. 7.1(b). For reference we will consider a L ∼ 1 km long shaft, with two
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Figure 7.1: Figure 7.1(a) is a space-time diagram of two light pulse interferometers in
the proposed differential configuration, as in Figure 6.1. Figure 7.1(b) is a diagram
of the proposed setup for a terrestrial experiment. The straight lines represent the
path of the atoms in the two IL ∼ 10 m interferometers I1 and I2 separated vertically
by L ∼ 1 km. The wavy lines represent the paths of the lasers.

IL ∼ 10 m long atom interferometers I1 and I2. Each atom interferometer then has

T ∼ 1 s of interrogation time, so such a setup will have maximal sensitivity to a

gravitational wave of frequency around 1 Hz. Because the two atom interferometers

are separated by a distance L, the gravitational wave signal in each will not have the

same magnitude but will differ by ∼ hLω2T 2 as shown in the previous section. Such

a differential measurement can reduce backgrounds without reducing the signal.

One reason to use only 10 m at the top and bottom of the shaft for the atom

interferometers themselves is to reduce the cost scaling with length. There are more

stringent requirements on the interferometer regions than on the region between them.
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The interferometer regions should have a constant bias magnetic field applied verti-

cally in order to fix the atomic spins to the vertical axis. This bias field must be larger

than any ambient magnetic field, and this, along with the desire to reduce phase shifts

from this ambient field (as will be seen later), requires magnetically shielding the in-

terferometer regions. Further, the regions must be in ultra-high vacuum ∼ 10−10 Torr

in order to avoid destroying the cold atom cloud. At this pressure and room tempera-

ture the vacuum contains n ≈ 3×1012 1
m3 particles at an average velocity of v ≈ 500 m

s
.

The N2-Rb cross section is σ ≈ 4×10−18 m2 [63]. The average time between collisions

is 1
nσv

≈ 200 s, so the cold atom clouds can last the required 1 to 10 s.

As discussed in section 7.3, the signal in the interferometer arises from the time

dependent variation of the distance between the interferometers as sensed by the

laser pulses executing the interferometry. The success of this measurement strategy

requires the optical path length in the region between the interferometers to be stable

in the measurement band. In order to detect a gravitational wave of strain hrms ∼
10−19
√
Hz

(see section 7.7), time variations in the index of refraction η of the region

between the interferometers, in the 1 Hz band, must be smaller than hrms. The index

of refraction of air is η ∼ 1 + 10−4
(

P
760 Torr

) (
300 K

τ

)
where P is the pressure and τ

is the temperature. Time variations δτ of the temperature cause time variations in

the index of refraction δη ∼ 10−4
(

P
760 Torr

) (
300 K

τ

) (
δτ
τ

)
. The required stability in η

can be achieved if the region between the interferometers is evacuated to pressures

P ∼ 10−7 Torr
(
0.01 K
δτ

)
with temperature variations δτ over time scales ∼ 1 second.

If the entire length L of the shaft can be evacuated to ∼ 10−10 torr and magnet-

ically shielded then the atom interferometers can be run over a much larger length

IL ∼ L, yielding a larger interrogation time and greater sensitivity to low frequency

gravitational waves. The signal sensitivity is ∝ (L − 1
2
gT 2)(ωT )2 for a gravitational

wave of frequency ω ≤ T−1. For such a low frequency gravitational wave, this is

maximized when IL = 1
2
gT 2 = 1

2
L, so the length of each interferometer should be

chosen to be equal to half the distance between the lasers. In the case of a 1 km long

shaft this would give an interrogation time of T ≈ 10 s so a peak sensitivity to 0.1 Hz

gravitational waves.

In order to run an atom interferometer over such a long baseline, it is necessary to
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have the laser power to drive the stimulated 2-photon transitions (Raman or Bragg)

used to make beamsplitter and mirror pulses from that distance. It is possible to

obtain a sufficiently rapid Rabi oscillation frequency using a ∼ 1W laser with a

Rayleigh range ∼ 10 km which is easy to achieve with a waist of ∼ 10 cm. This will

be a more restrictive requirement for the satellite based experiment and so will be

considered in greater detail in Section 7.5.1.

The atom interferometer configurations discussed here are maximally sensitive to

frequencies as low as 1
T
and lose sensitivity at lower frequencies. However, the sensi-

tivity is also limited at high frequencies by the data-taking rate, fd, the frequency of

running cold atom clouds through the interferometer. Gravitational wave frequencies

higher than the Nyquist frequency, fd
2
, will be aliased to lower frequencies which is

undesirable since we wish to measure the frequency of the gravitational wave. We

will cut off our sensitivity curves at the Nyquist frequency. If only one cloud of atoms

is run through the interferometer at a time, the Nyquist frequency will be below 1
T
.

Thus it is important to be able to simultaneously run more than one cloud of atoms

through the same interferometer concurrently. Using the same spatial paths for all

the cold atom clouds is useful since otherwise DC systematic offsets in the phase of

the different interferometers could give a spurious signal at a frequency ∼ fd.

It is then necessary to estimate how high a data-taking rate is achievable. We

will show that it is possible to have multiple atom clouds running concurrent atom

interferometers in each of the two interferometer regions. This is possible because the

atom clouds are dilute and so pass through each other and also because it is possible

for the beamsplitter and mirror laser pulses to interact only with a particular atom

cloud even though all the atom clouds are along the laser propagation axis. This

is accomplished by Doppler detuning the required laser frequencies of each atomic

transition by having all the atom clouds moving with different velocities at any instant

of time. We imagine having different clouds shot sequentially with the same launch

position and velocity, with a time difference 1
fd
< T (see Figure 7.2). The atom clouds

accelerate under gravity and so each successive atom cloud always has a velocity

difference from the preceding one of g
fd
. When a beamsplitter or mirror pulse is

applied along the axis, it must be tuned to the Doppler shifted atomic transition
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Figure 7.2: A diagram of several clouds of atoms being run through the atom inter-
ferometer sequence concurrently. The arrows indicate the velocity of each cloud of
atoms at a single instant in time. Earlier shots will be moving with more downward
velocity, allowing the clouds to be individually addressed with Doppler detuned laser
frequencies.

frequency. The width of the two-photon transitions that make the beamsplitters and

mirrors is set by the Rabi frequency and so can be roughly Ω−1 ∼ 104 Hz. Taking a

laser frequency of 3× 1014 Hz implies that the clouds must have velocities that differ

by at least ∆v ∼ 104

3×1014
≈ 3× 10−11 ≈ 1 cm

s
in order for the Doppler shift to be larger

than the width of the transition. In practice, every cloud besides the one being acted

upon should be many line-widths away from resonance which can be accomplished if
g
fd

≫ 3× 10−11.

While doppler detuning prevents unwanted stimulated transitions, the laser field

can drive spontaneous 2-photon transitions as discussed in subsection 7.5.1. A signifi-

cant fraction of the atoms should not undergo spontaneous transitions in order for the

interferometer to operate with the desired sensitivity. Using the formalism discussed

in subsection 7.5.1, the spontaneous emission rate R is given by R ∼ 2Ω2
st

Γ I
Isat

where Ωst

is the Rabi frequency of the stimulated 2-photon transition, Γ is the decay rate of the

excited state, I the intensity of the lasers at the location of the atoms and Isat the

saturation intensity of the chosen atomic states. With Ωst ∼ 2π (104Hz), lasers of

waist ∼ 3 cm and power ∼ 1W, atomic parameters (e.g. for Rb or Cs) Isat ≈ 2.5 mW
cm2 ,
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and Γ ≈ 3 × 107 rad
s

[101, 103] the spontaneous emission rate is R ∼ (5 s)−1. These

parameters will allow for the operation of up to ∼ 5 concurrent interferometers using

up to N ∼ 1000 LMT beamsplitters. This implies a data-taking rate of fd ∼ 5 Hz.

This number of course depends on the particular atomic species being used and the

laser intensity. A more judicious choice of atom species or increased laser power will

directly increase the data-taking rate. Our only desire here is to show that it should

be possible to have a data-taking rate of fd ∼ 10 Hz. This is the number we will use

for our sensitivity plots. In the actual experiment, the data-taking rate will depend

on many complex details, including the atom cooling mechanism. There is a tradeoff

between the rate of cooling and the number of atoms in the cloud. Here we only as-

sume that cooling can be done at this rate, if necessary with several different atomic

traps, since this rate is not drastically higher than presently achievable rates.

In order to detect a gravitational wave it is only necessary to have one such pair

of atom interferometers. However, it may be desirable to have several such devices

operating simultaneously. Detecting a stochastic background of gravitational waves

requires cross-correlating the output from two independent gravitational wave detec-

tors. Even for a single, periodic source, correlated measurements would increase the

confidence of a detection. Furthermore, cross-correlating the outputs of independent

gravitational wave detectors will help reduce the effects of backgrounds with long

coherence times. In addition, with three such single-axis gravitational wave detectors

whose axes point in different directions, it is possible to determine information on

the direction of the gravitational wave source. Such independent experiments could

be oriented vertically in different locations on the earth, giving different axes. It is

also possible to consider orienting the laser axis of such a pair of atom interferom-

eters horizontally, though to maintain sensitivity to ∼ 1 Hz gravitational waves the

atom interferometers themselves would still have to be 10 m long vertically. Such a

configuration would still have the same signal, proportional to the length between the

interferometers, though some backgrounds could be different.

It may be desirable to operate two, non-parallel atom interferometer baselines that

share a common passive laser in a LIGO-like configuration. For example, one baseline

could be vertical with the other horizontal, or both baselines can be horizontal. Each
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baseline consists of two interferometers. The interferometers along each baseline are

operated by a common control laser. The passive laser is placed at the intersection

of the two baselines with appropriate optical beamsplitters so that the beam from

the passive laser is shared by both baselines. As discussed in sub section 7.4.2, laser

phase noise in this configuration is significantly suppressed.

7.4.2 Backgrounds

We consider the terrestrial setup discussed in the above section with two atom in-

terferometers separated vertically by a L ∼ 1 km long baseline. The interferometers

will be operated by common lasers and the experiment will measure the differential

phase shift between the two atom interferometers. This strategy mitigates the effects

of vibration and laser phase noise. Based upon realistic extrapolations from current

performance levels, atom interferometers could conceivably reach a per shot phase

sensitivity ∼ 10−5 rad. This will make the interferometer sensitive to accelerations

∼ 10−15 g√
Hz

(
1s
T

)2
(Section 7.7). We will assume a range of sensitivities. In what

follows, we will show that backgrounds can be controlled to better than the most

optimistic sensitivity ∼ 10−5 rad.

A gravitational wave of amplitude h and frequency ω produces an acceleration

∼ hLω2. With an acceleration sensitivity of 10−15 g√
Hz
, the experiment will have a

gravitational wave strain sensitivity ∼ 10−18
√
Hz

(1 km
L

). This sensitivity will allow the de-

tection of gravitational waves of amplitude h ∼ 10−22(4 km
L

) after∼ 106 s of integration

time (Section 7.7). The detection of gravitational waves at these sensitivities requires

time varying differential phase shifts in the interferometer to be smaller than the per

shot phase sensitivity ∼ 10−5. In particular, time varying differential acceleration

backgrounds must be smaller than the target acceleration sensitivity 10−15 g√
Hz
.

In addition to stochastic noise, there might be backgrounds with long coherence

times in a given detector. Since these backgrounds will not efficiently integrate down,

the sensitivity of any single detector will be limited by the floor set by these back-

grounds. However, as discussed in sub section 7.4.1, it may be desirable to build

and simultaneously operate a network of several such gravitational wave detectors.
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The gravitational wave signal in a given detector depends upon the orientation of the

detector relative to the incident direction, the polarization and the arrival time of

the gravitational wave at the detector. If the detectors are sufficiently far away, then

the gravitational wave signal in the detectors are in a well defined relationship which

is different from the contribution of backgrounds with long coherence time. If the

output of these detectors are cross-correlated, then the sensitivity of the network will

be limited by the stochastic noise floor. In the following, we will assume that such

a network of independent gravitational wave detectors can be constructed with their

cross-correlated sensitivity limited by stochastic noise. We discuss these stochastic

backgrounds and strategies to suppress them to the required level.

Vibration Noise

The phase shift in the interferometer is accrued by the atom during the time between

the initial and final beamsplitters. In this period, the atoms are in free fall and are

coupled to ambient vibrations only through gravity. In addition to this coupling,

vibrations of the trap used to confine the atoms before their launch will lead to fluc-

tuations in the launch velocity of the atom cloud. These fluctuations do not directly

cause a phase shift since the initial beamsplitter is applied to the atoms after their

launch. However, variations in the launch velocity will make the atoms move along

different trajectories. In a non-uniform gravitational field, different trajectories will

see different gravitational fields thereby producing time dependent phase shifts. But,

since these effects arise from gravitational interactions, their impact on the experi-

ment is significantly reduced. A detailed discussion of these gravitational backgrounds

is contained in subsection 7.4.2.

The vibrations of the lasers contribute directly to the phase shift through the

laser pulses used to execute the interferometry. The pulses from the control laser

(Section 7.3) at times 0, T and 2T (Figure 7.1(a)) are common to both interfer-

ometers and contributions from the vibrations of this laser to the differential phase

shift are completely cancelled. The vibrations of the passive laser (Section 7.3) are

not completely common. The pulses from the passive laser that hit one interferome-

ter (τa1 , τb1 , τc1 , τd1) are displaced in time by L from the pulses (τa2 , τb2 , τc2 , τd2) that
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hit the other interferometer due to the spatial separation L between interferometers

(Figure 7.1(a) ).

The proposed experiment relies on using LMT beamsplitters to boost the sensitiv-

ity of the interferometer. The effect of a LMT pulse on the atom can be understood

by modeling the LMT pulse as being composed of N (∼ 1000) regular laser pulses. If

the time duration of each regular pulse is greater than the light travel time L between

the two interferometers, then all but the beginning and end of each LMT pulse will

be common to the interferometers. The time duration of the pulses can be modified

by changing the Rabi frequency of the transition of interest by manipulating the de-

tuning and intensity of the lasers from the intermediate state used to facilitate the

2-photon Raman transitions. With Rabi frequencies ∼ 3×105 Hz (1 km
L

), the duration

of a regular pulse is equal to the distance between the interferometers. The beginning

and end of the LMT pulse from the passive laser that hits one interferometer is dis-

placed in time by L from the pulse that hits the other interferometer. Vibrations δx

of the passive laser position in this time interval are uncommon and result in a phase

shift ∼ kδx instead of keffδx. Contributions to the phase shift from vibrations of the

passive laser at frequencies smaller than 1
L
are common to both interferometers and

are absent in the differential phase shift.

The net phase shift kδx is smaller than 10−5 if δx / 10−12 m (10
7m−1

k
). Here δx

is the amount by which the passive laser moves in the light travel time L between

the two interferometers. A vibration at frequency ν with amplitude a contributes to

the displacement δx of the laser in a time L by an amount aνL. This displacement

is smaller than 10−12 m if a <
(

10−12 m
νL

)
= 3 × 10−7 m

(
1 Hz
ν

) (
1 km
L

)
. This can be

achieved by placing the passive laser on vibration isolation stacks that damp its

motion below 10−7 m√
Hz

(
1 Hz
ν

) 3
2
(
1 km
L

)
. It is only necessary to damp the motion of the

lasers below this value in the frequency band 3× 105 Hz
(
1km
L

)
& ν & 1 Hz. The high

frequency cutoff is established since contributions to the phase shift from vibrations at

frequencies above 3× 105 Hz
(
1km
L

)
are suppressed by the size of the Rabi pulse. The

low frequency cutoff arises since vibrations at frequencies below 1 Hz are irrelevant

to the detection of gravitational waves at 1 Hz.

While these vibrations may have long coherence times in a single gravitational
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wave detector, cross correlating multiple detectors with different vibrational noise

should allow these vibrations to be reduced to the stochastic floor.

Laser Phase Noise

The gravitational wave signal in the interferometer arises from an asymmetry in

the time durations between the first and second and between the second and third

laser pulses. The interferometer is operated by pulsing the control laser at equal

time intervals. The corresponding pulses from the passive laser that interact with the

atom must then have been emitted at unequal time intervals since in the presence of a

gravitational wave, pulses emitted at different times travel along different trajectories
2. The phase of the passive laser reflects this temporal asymmetry. This phase is

impinged on the atom during the interaction between the atom and the laser field

producing a phase shift in the interferometer (see Section 7.3). Noise in the evolution

of the laser’s phase will mimic a temporal variation and is a background to the

experiment. The pulses from the control laser are common to both interferometers.

Noise in the phase of this laser does not contribute to the differential phase shift as

these contributions are completely cancelled.

The pulses from the passive laser that hit one interferometer (τa1 , τb1 , τc1 , τd1) are

displaced in time by L from the pulses (τa2 , τb2 , τc2 , τd2) that hit the other interfer-

ometer (Figure 7.1(a)). Since the pulses are not completely common, phase noise in

the passive laser will contribute to the differential phase shift. Phase noise in a laser

operating at a central frequency k during a time interval δT can be characterized as

the difference δϕ = ϕm − kδT where ϕm is the phase measured after δT . The pulses

from the passive laser that hit the two interferometers are separated in time by L and

phase noise of the laser during this period will contribute to the differential phase

shift. An additional contribution arises from the drift of the central frequency of the

laser in the time T between pulses. A drift, δk, in the central frequency of the laser

between pulses changes the evolution of the laser phase mimicking a change in the

time of emission of the laser pulse. The pulses from the passive laser that interact

2Note that the passive laser is turned on well before the control laser is pulsed, and then we are
only referring to the part of the passive laser pulse which triggers the atomic transitions.
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Figure 7.3: Interferometer response to laser phase noise in a single π
2
pulse. The

dotted (green) curve represents a differential measurement strategy with L = 1 km
and a Rabi period of 10−4 s. The solid (blue) curve is the same Rabi period but
L = 1000 km. The dashed (red) curve is L = 1000 km and a Rabi period of 10−1 s.
Sharp spikes in the response curves above the Rabi frequency have been enveloped.

with the two interferometers are separated by a time L≪ T . The contribution to the

phase of these pulses from the frequency drift are common except for the additional

phase accrued by the laser during the time L. This additional phase δk L contributes

to the differential phase shift in the interferometer.

The proposed experiment relies on using LMT beamsplitters to boost the sensi-

tivity of the interferometer. As a proof of principle, we will model the LMT pulse as a

sequential Bragg process. In other words, it is composed of N (∼ 1000) of the regular

laser pulses (those used to drive a single 2-photon Bragg transition) run consecutively

with no time delay between them. Each regular laser pulse transfers a momentum

2k to the atom resulting in an overall momentum transfer keff = 2Nk. The phase of

every laser pulse is registered on the atom, amplifying the phase noise transferred to

the atoms to
√
Nδϕ ⊕ Nδk L (⊕ means add in quadrature). However, if the time

duration of each regular pulse is greater than the light travel time L between the
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two interferometers, then all but the beginning and end of each LMT pulse will be

common to the interferometers. This can be achieved by setting the Rabi frequency

of the transition to be . 1
L
∼ 3×105 Hz (1 km

L
). The Rabi frequency can be tuned by

manipulating the detuning of the lasers from the intermediate state used to facilitate

the 2-photon Bragg transitions. The differential phase shift will then receive con-

tributions from the phase noise in the beginning and end of each LMT pulse alone.

For example, if the light travel time L is equal to the 2-photon Rabi period, then

only the first and last of the regular laser pulses making up the LMT pulse will have

uncommon phase noise, all the rest will give common phase noise to the two inter-

ferometers which will cancel. In this case the laser phase noise would be reduced to
√
2δϕ ⊕ 2δk L, independent of N . This method for reducing the laser phase noise

from an LMT pulse was discussed for a sequential Bragg process as a demonstration,

but similar ways of reducing the phase noise may exist for other LMT methods 3.

Low frequency phase noise is suppressed by the differential measurement strategy

outlined above at frequencies below ∼ 1
L
. High frequency phase noise is reduced by

averaging over the finite time length of the pulse, and will be suppressed above the

Rabi frequency. To see these reductions, the calculated atom response to phase noise

is shown in Fig. 7.3 for several different configurations (for a description of a similar

calculation see [104], here we have also added in a time delay due to the finite speed

of light). With Rabi frequencies ∼ 3 × 105 Hz (1 km
L

), the contribution of the laser

phase noise to the differential phase shift is ∼ δϕ ⊕ δk L. This phase shift must be

smaller than 10−5.

δϕ is the phase noise in the laser at frequencies ∼ 3 × 105 Hz (1 km
L

). This is

smaller than 10−5 if the phase noise of the laser is smaller than −140dBc
Hz

at a ∼
3× 105 Hz (1 km

L
) offset. The δk L term is smaller than 10−5 if δk / 10−9 m−1(1 km

L
)

which requires fractional stability in the laser frequency ∼ 10−15(10
7m−1

k
) over time

scales ∼ T . These requirements can be met using lasers locked to high finesse cavities

[105].

Another scheme that could be employed to deal with laser phase noise is to operate

3For example, a sequential Raman process with reduced phase noise might be realizable in a
similar manner if the light travel time L is set equal to twice the Rabi period and both lasers
alternate between the two frequencies needed to run the Raman process with no intervening time.
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interferometers along two, non parallel baselines that share a common passive laser

in a LIGO-like configuration. For example, one baseline could be vertical with the

other horizontal, or both baselines can be horizontal. Each baseline consists of two

interferometers. The interferometers along each baseline are operated by a common

control laser. The passive laser is placed at the intersection of the two baselines with

appropriate optical beamsplitters so that the beam from the passive laser is shared by

both baselines. The same pulses from the passive laser can trigger transitions along

the interferometers in both baselines if the control lasers along the two baselines are

simultaneously triggered. The laser phase noise in the difference of the differential

phase shift along each baseline is greatly suppressed since phase noise from the con-

trol laser is common to the interferometers along each baseline and the phase noise

from the passive laser is common to the baselines. The gravitational wave signal is

retained in this measurement strategy since the gravitational wave will have different

components along the two non parallel baselines. As discussed in sub section 7.5.2,

laser phase noise along the two arms can be cancelled up to knowledge of the arm

lengths of each baseline. With ∼ 10 cm knowledge of the arm lengths, these contri-

butions are smaller than shot noise if the frequency drift δk of the laser is controlled

to better than ∼ 104 Hz√
Hz

at frequencies ω ∼ 1 Hz.

Newtonian Gravity Backgrounds

The average gravitational field gL along the space-time trajectory of each atom con-

tributes to the phase shift in the interferometer. Each shot of the experiment mea-

sures the average phase shift of all the atoms in the cloud and is hence sensitive to

the average value (gavgL ) of gL over all the atoms in the cloud. Time variations in

gavgL are a background to the experiment. Seismic and atmospheric activity are the

dominant natural causes for time variations in gavgL . The gravitational effects of these

phenomena were studied in [106] and [107]. Using the interferometer transfer func-

tions evaluated in these papers, we find that time varying gravitational accelerations

will not limit the detection of gravitational waves at sensitivities ∼ 10−17
√
Hz

(1 km
L

) at

frequencies above 300 mHz (Figures 7.4, 7.5). Human activity can also cause time

variations in gavgL . Any object whose motion has a significant overlap with the 1 Hz
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Figure 7.4: Interferometer response in strain per
√
Hz to a time varying g with a 10

km baseline setup.

band is a background to the experiment. This background is smaller than 10−15 g√
Hz

if such objects (of mass M) are at distances larger than 1 km
√

M
1000 kg

.

The trajectory of the atom is determined by its initial position (RL) and velocity

(vL). Variations in RL and vL will change the trajectory of the atom. In a non-

uniform gravitational field, different trajectories will have different values of gL. The

interferometer has to run several shots during the period of the gravitational wave

source in order to detect the time varying phase shift from the gravitational wave.

The average launch position and velocity of the atoms may change from shot to shot

thereby changing the average gravitational field sensed by the interferometer. These

variations cause time dependent phase shifts. We estimate the size of these effects by

writing gL in terms of the length IL ∼ vLT of the interferometer as:

gL = g(RL) +∇g(RL)vLT + . . . (7.11)

where g(RL) and ∇g(RL) are the gravitational field and its gradient at the initial

position RL of the atom. gavgL can then be expressed in terms of the average initial

position (Ravg
L ) and velocity (vavgL ) of the atom cloud as:

gavgL = g(Ravg
L ) +∇g(Ravg

L )vavgL T + . . . (7.12)
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Figure 7.5: Interferometer response in strain per
√
Hz to a time varying g with a 1

km baseline setup.

Shot to shot variations δRavg
L and δvavgL in the average position and velocity of the

atom cloud will result in accelerations ∼ ∇gδRavg
L +∇gδvavgL T . These accelerations

must be made smaller than 10−15 g√
Hz
.

The gradient of the Earth’s gravitational field in a vertical interferometer is ∇g ∼
GME

R3
E
. The corresponding accelerations GME

R2
E

δRavg
L

RE
and GME

R2
E

δvavgL T

RE
are smaller than

10−15 g√
Hz

if δRavg
L and δvavgL are smaller than 10 nm√

Hz
and 10nm/s√

Hz
respectively. δRavg

L

and δvavgL are caused by vibrations of the atom traps used to confine the atoms and

thermal effects in the atom cloud.

Vibrations of the atom traps are caused by seismic motion and fluctuations in

the magnetic fields used to confine the atoms. Seismic vibrations in the 1 Hz band

have been measured to be ∼ 10 nm√
Hz

[108] at an average site on the Earth. During

noisier times, these vibrations may be as large as ∼ 100 nm√
Hz

[108]. Seismic vibrations

of the trap are therefore only marginally bigger than the 10 nm√
Hz

control required by

this experiment and hence these vibrations can be sufficiently damped by vibration

isolation systems.

The magnetic fields used to trap the atom will fluctuate due to variations in

the currents used to produce these fields. The trap used in this experiment can be

modelled as a harmonic oscillator with frequency ωT =
√

κ
MA

∼ 100 Hz where MA is
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the mass of the atom and the “spring constant” κ is proportional to the (curvature of)

applied magnetic field. Fluctuations in the equillibrium position of this oscillator due

to variations in κ are ∼ g
ω2
T

δκ
κ
and these are smaller than 10 nm√

Hz
if δκ

κ
/ 10−5

√
Hz
. Since κ

is proportional to the applied current, fractional stability ∼ 10−5
√
Hz

in the current source

will adequately stabilize the equillibrium position of the trap.

The requirements on the control over the atom traps can be ameliorated by using

a common optical lattice to launch the atoms in both interferometers. The vibrations

of the lattice will then be common to both interferometers and the first non-zero con-

tribution to the differential phase shift from the Earth’s gravitational field arises from

the quadratic gradient of this field. These contributions are smaller than 10−15 g√
Hz

if

the vibrations of the lattice are / 10−4m√
Hz

in the 1 Hz band.

The average velocity of the atom clouds will change from shot to shot due to

the random fluctuations in the thermal velocities of the atoms. These variations are

smaller than 10 nm/s if the average thermal velocity of each atom cloud is smaller than

10 nm/s. In an atom cloud with ∼ 108 atoms, the average thermal velocity is smaller

than 10 nm/s if the thermal velocities of the atoms are ∼ 100µm/s. Such thermal

velocities can be achieved by cooling the cloud to ∼ 100 picokelvin temperatures.

Similarly, the average position of the atom cloud changes from shot to shot due to

thermal effects. These fluctuations can be made smaller than 10 nm by confining the

atoms within a region of size 100 µm.

The control required over the launch parameters of the atom cloud is directly pro-

portional to the gravity gradient ∇g. Thus these requirements may be ameliorated

by reducing the local gravity gradient. We estimated these controls using the natural

value of ∇g ∼ GME

R3
E

on the surface of the Earth. However for a ∼ 10 m atom inter-

ferometer, it may be possible to reduce gravity gradients to ∼ 1% their natural value

by shimming the local gravitational field using a suitably chosen local mass density.

The density of the Earth varies significantly with distance below its surface. The

average density of the Earth is ρ̄ ∼ 5.5 gm/cm3 while the average density of its crust

is ρc ∼ 3 gm/cm3. The earth’s gravitational field in a vertical interferometer inside

the Earth’s crust can be modeled as arising from a sphere of radius RE with average

density equal to ρc and a point object of mass (4π
3
)(ρ̄−ρc)R

3
E located at the center of
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Figure 7.6: A space-time diagram of the double loop interferometer. The black and
gray lines indicate the two halves of the wave function after the initial beamsplitter.
The dashed and solid lines represent the two internal states of the atom. The laser
light used to manipulate the atom is shown as horizontal dark gray lines. The speed
of light has been exaggerated.

the Earth. The gradient of this field is ∼ G(4π
3
)(2(ρ̄− ρc)− ρc) and the effect of this

gradient can be cancelled by surrounding the upper end of the interferometer by a

sphere of radius ∼ 1 m and average density ∼ 2(ρ̄−ρc) ∼ 5 gm/cm3 (see also Section

V of [29]). The demands on the launch parameters of the experiment can be relaxed

to the extent to which the local gravity gradient can be reduced. For example, if the

gravity gradient in each interferometer is reduced to a percent of its natural value,

the experiment can reach the target sensitivity with 1 µm√
Hz

control over the average

position and 1µm/s√
Hz

control over the average velocity of the atom clouds in the 1 Hz

frequency band.

The interferometer configuration discussed above executes its control pulses in the

Mach-Zender sequence π
2
−π− π

2
with equal time between pulses. The interferometer

can also be run in the π
2
−π−π− π

2
double loop configuration with the atom spending a

time 2T in the lower loop and a time (
√
5−1)T in the upper loop (Figure 7.6 with α =

√
5−1
2

). In this configuration, the phase shift from constant accelerations is retained

while the contribution from linear acceleration gradients is identically cancelled [44,

48]. In this case the only velocity-dependent contributions come from second gradients
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of the gravitational field. Phase shift variations from shot to shot variations in the

average velocity of the atom cloud are then smaller than the requirement if this

average velocity is controlled to better than 1 cm/s√
Hz
. Since this configuration does

not cancel constant accelerations, the average position of the atom clouds must still

be controlled to 10 nm in order to achieve target sensitivity. The gravitational wave

signal in this configuration is ∼ keffhL(ωT )
2 just like the Mach Zender interferometer.

However, this interferometer has to run for a time (1 +
√
5)T instead of 2T in order

to resonantly couple to gravitational waves of frequency ω ∼ 1
T
. With fixed total

interferometer time, the Mach Zender configuration can probe lower frequencies than

the double loop. It is therefore preferrable to run the interferometer in the Mach-

Zender configuration. The double loop configuration can however be used if the

stringent control over the average launch velocity of the atom cloud proves to be

technically challenging. The double loop configuration can also be run with the atom

spending equal times in both loops (Figure 7.6 with α = 1) . Constant accelerations

do not contribute to the phase shift in this configuration [44, 48]. This sequence

relaxes the control required over the average launch position of the cloud but does

not alleviate the control required over the average launch velocity of the cloud.

In addition to the double loop configuration, the interferometer can also be op-

erated with the pulse sequence π
2
− π − π − π − π

2
with the time between the π

2
− π

and π− π pulses in the ratio 1
1+

√
2
(Figure 7.7). In this configuration, constant accel-

erations and time independent linear acceleration gradients do not contribute to the

phase shift [44, 48]. The first non-zero phase shift in such an interferometer comes

from the quadratic gradient ∇(∇g) which produces an acceleration ∼ GME

R2
E
(
vavgL T

RE
)2 in

a vertical terrestrial interferometer. This acceleration is orders of magnitude smaller

than g and its linear gradient ∇g. Fluctuations of this acceleration due to variations

in the launch position and velocity of the atom clouds can be made smaller than

10−15 g√
Hz

with minimal control over these parameters. For instance, the contribution

from shot to shot variations in the average velocity of the atom cloud are smaller than

10−15 g√
Hz

if these variations are smaller than 1 cm/s√
Hz
. The gravitational wave signal in

this multiloop configuration is ∼ keffhL(ωT )
4. This interferometer is equally sensitive
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Figure 7.7: A space-time diagram of the triple loop interferometer. The black and
gray lines indicate the two halves of the wave function after the initial beamsplitter.
The dashed and solid lines represent the two internal states of the atom. The laser
light used to manipulate the atom is shown as horizontal dark gray lines. The speed
of light has been exaggerated.
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to gravitational waves at the interferometer’s resonant frequency (T ∼ 1
ω
) as the dou-

ble loop configuration considered earlier but its bandwidth is suppressed by ∼ (ωT )2

relative to the double loop interferometer. Furthermore, this interferometer needs to

run for a time (4 + 2
√
2)T in order to resonantly couple to a gravitational wave of

frequency ω ∼ 1
T
. The triple loop can be used if control over both the average launch

position and velocity of the atom clouds becomes difficult.

The effects of position and velocity noise may be amplified due to the presence of

local mass anomalies near the interferometer. A local anomaly is a mass distribution

near the interferometer whose field changes by O(1) over the length of the interfer-

ometer. The phase shift from such an anomaly of mass M at a distance R / vRT

from the interferometer can be calculated using the methods of [29] and was found

to be

∆ϕ ∼ keff

(
GM

(R vRT )

)(
1−

(
vLT

R

))
T 2 + . . . (7.13)

where vL and vR = keff
matom

are the launch and recoil velocity of the atoms with vLT ≪
R. Time varying accelerations from shot to shot variations in the average position or

velocity of the atom cloud with respect to this anomaly are smaller than 10−15 g√
Hz

if δRavg
L / 1 µm√

Hz

(
1000 kg

M

) (
R
1 m

)2
and δvavgL / 1µm/s√

Hz

(
1000 kg

M

) (
R
1 m

)2
. The constraints

on launch position and velocity demanded by local mass anomalies are less stringent

than the demands imposed by the Earth’s gravity gradient.

The time varying signal caused by a local mass anomaly is due to fluctuations in

the relative position and velocity of the atom cloud with respect to the anomaly. Since

the fractional fluctuations in these quantities can be controlled to ∼ 10−6
√
Hz

relatively

easily, the anomaly must produce a relatively large gravitational field (∼ 10−9g) inside

the interferometer in order for these position and velocity fluctuations to cause accel-

erations ∼ 10−15 g√
Hz
. The gravitational field in the interferometer can be measured

to 10−9g using conventional gravimeters enabling the detection of mass anomalies

of interest. The effects of these anomalies can then be minimized by strategically

positioning mass sources that shim the gravitational field in the detector.

The measurement of gavgL can also fluctuate from shot to shot due to fluctuations

δkeff in the frequency of the lasers over the time scale of a second. The differential
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phase shift caused by this effect is δkeff∇gLT 2. Fractional stability in the laser fre-

quency ∼ 10−11
(
1 km
L

)
in the 1 Hz band is required to push this background below

shot noise. The experiment will employ lasers with fractional stability ∼ 10−15 to

tackle laser phase noise. Hence this background will be smaller than shot noise.

Timing Errors

The interferometer is initiated by the first π
2
pulse which hits the atom causing it to

split into two arms, one moving with the original launch velocity vL and the other

with velocity vL+ vR. The π pulse switches the velocities of the arms after which the

final π
2
pulse interferes the arms. An asymmetry δT in the time between the π

2
−π and

π− π
2
stages of the interferometer results in the arms spending unequal times moving

with velocity vL+vR, causing a phase difference ∼MvRvLδT = keffvLδT . In addition

to the phase accrued by the atom as a result of time evolution, the atom also picks up

the average phase of the laser during the atom-laser interaction. The π
2
and π pulses

consist of N ∼ 1000 LMT pulses each of frequency k (keff = 2Nk). A timing error

δT changes the average laser phase of each LMT pulse by kδT resulting in a total

phase shift ∼ NkδT = keffδT . The net phase shift contributed by timing errors is

then ∼ keffδT +keffvLδT . Differential measurement cancels the keffδT term and yields

a phase shift keffδvLδT where δvL is the difference between the launch velocities of

the atom clouds. We assume the shutters that control the time between the pulses

can be operated with picosecond precision. With δT ∼ 10−12 s, this background can

be made smaller than shot noise by launching the atoms such that δvL < 1 cm/s.

Finally, variations in the overall interrogation time of the experiment cause a time

varying phase shift ∼ keffgTδT in each interferometer resulting in a differential phase

shift keff∇gLTδT . With picosecond control over the shutters and the interrogation

time of the experiment, this effect is ∼ 10−16 g√
Hz
( L
1 km

).

Effects of Rotation

For a laser fixed to the earth’s surface, there is a differential Coriolis acceleration

∼ ωEδv between the two atom clouds where ωE is the angular velocity of the earth
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and δv is the difference between the transverse velocities of the clouds. δv is caused

by thermal effects and transverse vibrations of the trap used to prepare the atom

clouds. The statistical variation in the average thermal velocities of two atom clouds

with ∼ 108 atoms at ∼ 100 picokelvin temperatures is / 10−8 m/s. Thermal effects

will cause δv to vary from shot to shot by 10−8 m/s. With ωE ∼ 10−4 rad/s, these

thermal variations cause accelerations ∼ 10−13g which is larger than shot noise.

One way to control this problem is to servo the laser’s axis so that the axis remains

non-rotating in an inertial frame. In this case, the only residual backgrounds arise

from errors δω in the servoing mechanism. The servoing apparatus can operate with

nanoradian precision. With δω ∼ 10−9 rad/s√
Hz

, the variations in the Coriolis acceleration

due to thermal effects are smaller than 10−15 g√
Hz

if δv / 10−5 m/s. The wobble δω of

the laser’s axis also causes a differential centrifugal acceleration L(δω)2 between the

atom clouds. This acceleration is below 10−15 g√
Hz

if δω < 10−9 rad/s√
Hz

(1 km
L

)
1
2 .

The proposed experimental setup involves two atom interferometers vertically

separated by a length L ∼ 1 km and run by a common laser. One interferometer will

then be at a distance L from the laser. The atoms in this interferometer will have a

velocity ∼ Lω ∼ 10 cm/s( L
1 km

) perpendicular to the axis of the servoed laser due to

the rotation of the Earth. Since these velocities have to be smaller than 10−5 m/s to

suppress Coriolis accelerations from the jitter of the servoing apparatus, these atoms

must be launched with a transverse kick that cancels the relative velocity between

the laser’s axis and the atom cloud to 10−5 m/s. These kicks could potentially be

delivered using an appropriately positioned laser. The vertical vibrations of this

laser will cause fluctuations in the launch velocity of the atom cloud leading to time

varying accelerations as discussed in sub section 7.4.2 and these vibrations must be

appropriately damped. This transverse velocity could also be cancelled by locking

both atom clouds in an optical lattice and rotating the lattice itself to counter the

rotation of the Earth.

The interferometer measures the component of g⃗ along the laser’s axis. Jitters

δω in the laser’s axis will cause differential accelerations ∼ ∇gL(ωET )(δωT ) and

∼ ∇gL(ωET )(δωET ). With nanoradian stability in δω, L ∼ 1 km and T ∼ 1 s, the

first term is smaller than 10−15 g√
Hz
. The second term is also smaller than 10−15 g√

Hz



CHAPTER 7. DETECTING GRAVITATIONAL WAVES 181

since at 1 Hz, δωE ≪ 10−7 rad/s√
Hz

.

The need to servo the lasers emerged from the demand to suppress Coriolis ac-

celerations due to thermal fluctuations in the atom cloud. The experiment can be

performed without servoing the lasers if the interferometer is operated in the multi-

loop configurations described in sub section 7.4.2. The Coriolis acceleration caused

by a laser rotating with a constant angular velocity and an atom cloud moving with a

constant transverse velocity is constant. If the interferometer is run in the multiloop

configurations, the phase shift due to this acceleration can be completely cancelled

eliminating the need to servo the laser. In the multiloop configuration, the interfer-

ometer has a smaller bandwidth but has the same sensitivity to gravitational waves

at its resonant frequency as the Mach Zender configuration. In these multiloop con-

figurations, rotational backgrounds arise due to instabilities δω in the rotation of the

laser’s axis leading to Coriolis and centrifugal accelerations ∼ δωδv + L(δω)2. These

accelerations are smaller than 10−15 g√
Hz

if δω / 10−9 rad/s√
Hz

.

Due to unavoidable misalignments, the earth’s gravitational field will have a com-

ponent along the direction transverse to the laser’s axis. This component will cause

a differential velocity ∼ ∇gL sin(θ)T between the atom clouds where θ is the angle

between the local gravitational field and the laser’s axis. Jitter in the lasers’ axis

causes an acceleration ∼ δω∇gL sin(θ)T . The interferometer needs to be operated

with θ ∼ 0.01(1 km
L

) for this acceleration to be smaller than 10−15 g√
Hz
.

Effects of Magnetic Fields

A magnetic field B changes the energy difference between the hyperfine ground states

in the m = 0 sublevel of the atom by an amount αZCB
2 where αZC is the Zeeman

Clock shift of the atom. If the magnetic field varies by δB during the course of the

experiment, the energy difference between the atom states during the π
2
− π stage

will be different from the energy difference during the π− π
2
stage of the experiment.

This produces a phase shift ∼ αZC B0 δB T which must be smaller than the per

shot phase sensitivity of the interferometer ∼ 10−5. With a bias field B0 ∼ 100 nT

and αZC ∼ 1kHz
G2 (for Rubidium), this phase shift can be made smaller than 10−5 rad

if δB is smaller than 1 nT√
Hz
. Time varying magnetic fields in the interferometer are



CHAPTER 7. DETECTING GRAVITATIONAL WAVES 182

L ~ 10
4
 km

I
L
~100 md~30 m

S
1

I
L
~100 m d~30 m

S
2

Figure 7.8: The proposed setup for a satellite experiment. Two satellites S1 and S2

house the lasers and atom sources. The atoms are brought a distance d ∼ 30 m from
the satellites at the start of the interferometer sequence. The dashed lines represent
the IL ∼ 100 m path travelled by the atoms during the interferometer sequence. The
gray lines represent the paths of the lasers along the axis between the satellites. In
practice it is desirable to have a third satellite in a LISA-like constellation with such
a pair of interferometers operated along each arm.

caused by time variations in the applied bias field and the Earth’s magnetic field.

The current source used to create the bias field may be made stable to 6 digits in

the 1 Hz band, resulting in 1 Hz variations due to the 100 nT bias field smaller than

1 nT√
Hz
. Magnetic fields from external sources like the Earth can be shielded to the

required 1 nT√
Hz

level by following the techniques of [78].

7.5 Satellite Based Experiment

The search for gravitational waves in the sub-Hertz band on the Earth is impeded

by time varying local gravitational fields due to seismic and atmospheric activity.

Additionally, the atom interferometer is maximally sensitive to a gravitational wave

of frequency ω when the interrogation time T of the experiment is such that T ∼ 1
ω
.

Interrogation times larger than 10 s are difficult to achieve in a terrestrial interfer-

ometer, since the atoms are in free fall. We are thus lead to consider satellite-based

interferometer configurations to search for gravitational waves in the sub-Hertz band.
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7.5.1 Experimental Setup

The atom interferometer configurations discussed in section 7.3 can be realized in a

satellite experiment by using two satellites (S1 and S2 in Figure 7.8) separated by a

long baseline L. As we will show, the satellites can act as base stations (housing lasers

and atom sources) to operate IL ∼ 100 m interferometers along the axis between

the satellites. The atoms are brought a distance d ∼ 30 m from the satellites at

the start of the interferometer sequence. The atoms travel a distance IL ∼ 100 m

during the course of the interferometry executed by the lasers in the satellites. As

in the terrestrial interferometer, the experiment measures the differential phase shift

∼ keffhL between two interferometers separated by L and operated by common lasers

in order to suppress backgrounds from low frequency vibrations and phase noise of

the lasers. The satellites could be placed in heliocentric or geocentric orbits.

It is desirable to operate the atom interferometers outside the satellites. As we

will show, this suppresses backgrounds, resulting in significantly reduced satellite re-

quirements. Importantly, it ameliorates the control required over the position of the

spacecraft. The gravitational force on the atom from the spacecraft will vary in time

due to uncontrolled motion of the spacecraft and will mimic a gravitational wave

signal. If the atoms are far from the spacecraft, the magnitude of this acceleration

is reduced and makes the interferometer less sensitive to fluctuations in the position

of the spacecraft. Additionally this increases the available interferometer region, im-

proving sensitivity by allowing longer interrogation times and larger recoil velocities.

The two atom interferometers can be constructed by initially placing atoms a dis-

tance IL + d from S2 towards S1 (Figure 7.8) using laser manipulations. Similarly, a

cloud from S1 can be brought a distance d towards S2. After the clouds are appropri-

ately positioned, the same laser pulses can be used to operate both interferometers.

We will argue (see Section 7.5.1) that it should be possible to run the interferometer

outside the spacecraft to distances ∼ 100 m. With interrogation times T ∼ 100 s, the

length of the interferometer region limits keff ∼ 109m−1.

In order to detect a gravitational wave it is only necessary to have one such base-

line containing a pair of atom interferometers. However, it may be desirable to have a

third satellite in a LISA-like constellation with a pair of atom interferometers operated
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along each baseline. The addition of the third satellite provides another gravitational

wave channel. As discussed in sub section 7.4.2, since the gravitational wave signal

in each detector depends upon the orientation of the detector relative to the incident

direction and the polarization of the gravitational wave, the cross-correlated sensi-

tivity of the constellation will be set by the stochastic noise floor. The addition of

the third satellite can be useful in further suppressing laser phase noise (see Section

7.5.2). Additionally, independent correlated measurements would increase the confi-

dence of detection. Detecting a stochastic background of gravitational waves requires

cross-correlating the output from two independent gravitational wave detectors. Fur-

themore, with three such single-axis gravitational wave detectors whose axes point

in different directions, it is possible to determine information on the direction of the

gravitational wave source.

The signal in the interferometer is directly proportional to the size of the baseline

L and the effective momentum keff transferred by the atom optics. The transfer of a

large momentum will impart a large recoil velocity to the atom. The operation of the

interferometer with a large recoil velocity requires the interferometer region IL to be

long and hence the limit on IL imposed by the satellite will limit keff. The detection

of a time varying signal from a gravitational wave of frequency f requires a data

taking rate fd & 2f . As discussed in sub section 7.4.1, this requires the operation of

concurrent atom interferometers along the common satellite axis. In the following,

we examine the limits imposed on these quantities in a satellite experiment.

Baseline Limit from Atom Optics

Gravitational wave experiments benefit from long baselines since the signal increases

linearly with the baseline. The most stringent limit on the baseline is imposed by the

need to drive the atomic transitions that create the beamsplitter and mirror pulses

using a laser that is a large distance away on the far satellite. The laser field from

the nearby satellite can be intense, but at large distances the laser field from the far

satellite will necessarily spread and lose intensity.

To find this limit, consider an atom in the presence of the laser field from the

nearby satellite with intensity In and from the far satellite with intensity If . The
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Rabi frequency Ωst of stimulated 2-photon transitions in Fig. 2.3(a) is [109]

Ωst =

∣∣∣∣⟨e|d ·En|1⟩⟨e|d · Ef |2⟩
2∆

∣∣∣∣ ≈ Γ2

4∆

√
InIf

I
(e1)
sat I

(e2)
sat

(7.14)

where ∆ is the detuning from the intermediate state |e⟩ and Γ is the decay rate of the

excited state. The saturation intensity, Isat is defined by I

I
(e1)
sat

= 2
(
Ωe→1

Γ

)2
where Ωe→1

is the resonant two-level Rabi frequency between the excited state and state |1⟩ [109].
Note that Isat is an atomic property independent of laser intensity. For simplicity we

assume that the decay rate and dipole matrix element are independent of the choice

of state |1⟩ or |2⟩, i.e. I(e1)sat ≈ I
(e2)
sat . The intensity If of the far satellite decreases as

the baseline is increased, decreasing Ωst. The width of the 2-photon atomic transition

is set by Ωst and if Ωst becomes too small, the transitions can become very velocity

selective due to Doppler detuning. To avoid loss of SNR, the initial thermal velocity

spread of the atoms must be smaller than the velocity selection imposed by Ωst. Thus

the lowest attainable temperature sets a lower limit on Ωst. With cloud temperatures

∼ 0.1 nK, the Rabi frequency Ωst must be & 2π (102Hz).

To maximize sensitivity, a significant fraction of the atoms should not undergo

spontaneous 2-photon transitions during the time the atom is in the presence of the

light. A spontaneous 2-photon transition can occur when one laser field (in practice

the more intense one) drives the atom up to the intermediate state and this state then

decays due to spontaneous emission. In this case the atom gets a momentum kick

in an arbitrary direction and will be lost from the interferometer. The spontaneous

transition rate due to the near laser is [101, 103]

R =
Γ
2

In
Isat

1 + 4
(
∆
Γ

)2
+ In

Isat

. (7.15)

The detuning can be eliminated using Eqn. (7.14). The total time for which the the

atom is in the presence of the light must be smaller than 1
R
. Since we wish to use

LMT beamsplitters that deliver N photon kicks to the atom, the atom will be in the

presence of the transition light for time ∼ N
Ωst

. The need to suppress spontaneous
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emission yields R . Ωst

N
.

With stimulated Rabi frequency Ωst ∼ 2π (102Hz) and spontaneous emission rate

R ∼ (10 s)−1, we find that baselines L ∼ 103 km can be achieved with lasers of

waist ∼ 0.5m and power ∼ 1W. We have assumed atomic parameters (e.g. for

Rb or Cs) λ ≈ 1µm, Isat ≈ 1 mW
cm2 , and Γ ≈ 3 × 107 rad

s
[101, 103], thus requiring

a detuning ∆ ≈ 20 GHz to reach this limit. This configuration would allow the

interferometer to use N ∼ 100 LMT beamsplitters. This is the main limitation on

the distance between the satellites. Improvements on this limit, either through higher

laser power, an optimized choice of atom transitions or improved cooling techniques

that can allow the transitions to proceed at smaller Rabi frequencies should allow

direct enhancements in the final sensitivity.

Environmental Constraints on the Interferometer Region

The length of each interferometer must be at least vrT (where vr is the recoil velocity

of the atom) since the two arms of the interferometer will separate by vrT during the

course of the experiment. The recoil velocity vr is equal to
(

keff
Ma

)
, where keff is the

momentum transfered to the atom andMa is the mass of the atom. For a fixed length

IL, an interrogation time T requires vr <
IL
T
. Since the signal scales linearly with keff,

we would like to make IL as large as possible. If the atom trajectories are restricted

to lie within the spacecraft, then IL has to be smaller than the typical dimensions of

spacecraft ∼ 1 m. The atom interferometer requires the laser and the atom source be

placed inside the satellite, near their power sources. However, the diffuse atom cloud

trajectories that form the arms of the interferometer need not be inside the satellite.

Collisions of the atoms with background gas (e.g. solar wind) and photons are

the major problem posed by the environment to the atom interferometer. These col-

lisions cause decoherence and atoms that undergo such interactions cannot engage in

quantum interference. Collisions are therefore not a source of noise since they do not

cause phase shifts. However, by knocking atoms away from the atom cloud, collisions

reduce the number of atoms available to do the experiment, thereby decreasing the

sensitivity of the instrument.

Solar photons are a source of decoherence. The interaction cross section of the
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photon with the atom is appreciable only if the frequency of the photon is within

the width of an atomic transition. For example, for Rubidium the most important

transition in this band is the 780 nm line with a width of a few MHz. At a distance

of 1 AU, the solar spectral intensity around 780 nm is ∼ 1 W
m2 nm

. Thus the intensity

within the atomic linewidth is ∼ 10−5 W
m2 . The number density of photons within

this line is then n ∼ 105 m−3. The resonant photon-atom scattering cross section is

σ ∼ λ2 = (780 nm)2. The mean photon scattering rate for an atom in the sun’s light

is then nσc ∼ 10 s−1. This is a severe limit on the possible interrogation time for the

atom interferometer and so must be avoided. There are several possible solutions.

Satellite experiments like the James Webb Space Telescope (JWST) mission rely

on the use of large ∼ 200 m2 ultra-light sunshields (∼ 2.5 kg) to protect the satellite

from solar radiation. These shields can reduce the solar intensity from ∼ 1000 W
m2

to ∼ 10 mW
m2 [110, 111]. The decoherence time scale due to the residual solar flux

is ∼ 10−4 s−1 which is significantly longer than the time scales of interest to this

experiment. In this case the size of the shield would be one limit on the size of the

atom path. Another possibility is to place the satellites in a lunar or geocentric orbit.

If the experiment is done in such an orbit, then the satellites will spend an order one

fraction of the time on the dark side of the moon/earth where there is no problem

(a similar estimate for a 300 K blackbody spectrum gives a very low scattering rate).

This leads to an order one loss of duty cycle and a small loss of statistical sensitivity.

It might also be possible to perform the experiment farther from the sun to reduce

the solar intensity, though this would presumably increase the difficulty and expense

while still limiting interrogation times.

The environment outside the satellite is dominated by the solar wind composed

of protons and electrons with a number density ∼ 107 particles
m3 moving at velocities

∼ 500 km/s. The typical interaction cross-section of these particles with the atom is

∼ 10−18 m2 leading to mean collision times ≫ 103 s. The local environment near the

spacecraft is less pristine than the space vacuum due to emissions from the spacecraft.

In order to make use of the local space environment to run the interferometer, the

craft must be designed so that such emissions are not in the direction of the atom

trajectories.
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The atom will be subjected to the interplanetary magnetic field if the experiment

is done outside the spacecraft. In order to suppress phase shifts from magnetic fields,

the atom must be placed in a magnetically insensitive m = 0 state in the direction

set by the field. The Rabi frequency of the atomic transition is set by the internal

state of the atom and the laser must be tuned to match this frequency. Since, in the

random interplanetary magnetic field, the atom’s spin precesses rapidly, the spin of

the atom will change as the direction of the magnetic field changes. If the direction of

the magnetic field changes over the length of the interferometer, the atom will evolve

away from the original m = 0 state. The laser’s frequency is however tuned to the

original m = 0 state. The interaction between the laser and the atom will excite,

for example, m = ±1 states along the new axis of quantization. Pollution into these

states will cause phase shifts that are a background to the experiment.

The interplanetary planetary magnetic field at 1 AU is ∼ 5 nT and has a correla-

tion length ∼ 0.01 AU. The drift in the direction of the field is smaller than 5◦ over

10 minutes during an average time interval but can be as large as 10◦ over 10 minutes

during noisier times [112]. The phase shift due to these direction changes in the mag-

netic field are smaller than the shot noise requirements of this experiment (see sub

section 7.5.2). In addition to this slow drift, the magnetic field also exhibits sharp

discontinuities in its direction. These sharp directional discontinuities are separated

by periods of an hour [112] and are not a problem to an interferometer with interroga-

tion time smaller than 100 s. The direction of the magnetic field in the interferometer

region can be further stabilized by attaching a permanent magnet to the spacecraft,

coaxial to the atomic trajectory. A bar magnet of size 1 m × 10 cm × 10 cm with

magnetization ∼ 107 A/m can provide magnetic fields ∼ 20 nT out to distances ∼ 100

m. This field is larger than the interplanetary magnetic field ∼ 5 nT and can enhance

the stability of the direction of the magnetic field in the interferometer. The experi-

ment relies on differential measurement strategies which requires both interferometers

to be operated by the same set of lasers. The correlation length of the interplanetary

magnetic field is significantly larger than the baseline L ∼ 103 km of this experiment.

With the addition of the ∼ 20 nT bias field, the magnetic field direction in the two

interferometers can be sufficiently aligned to enable the same lasers to operate both
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interferometers.

The torque on the spacecraft from the action of the interplanetary magnetic field

on the external magnet is ∼ 10−4 Nm, which is of the same order of magnitude as the

torque produced by solar pressure on the satellite. Since the forces on the spacecraft

due to the external magnet are comparable to the force from solar pressure, the

addition of the magnet will not significantly alter the dynamics of the spacecraft

control system. With the addition of the bias field from the permanent magnet, the

interferometer can be run over at least IL ∼ 100 m. Interferometer lengths longer

than 100 m may be achievable when the interplanetary magnetic field is quiet.

The hardware required to measure the phase shift in the interferometer has to be

housed in the spacecraft. A normalized measurement of the phase shift is done by

counting the number of atoms in each final state of the atom after the interferometer

pulse sequence. If the experiment is performed outside the spacecraft, the counting

must be performed with detectors located on the spacecraft. Remote detection of an

atom in a given internal state can be done using absorption imaging wherein a light

beam, whose frequency is tuned to an atomic resonance accessible from the internal

state of interest, is pulsed from one spacecraft to the other. The atoms that are in

the internal state of interest will absorb these photons. A photodetector on the other

spacecraft will measure the change in the intensity of the initial beam measuring the

number of absorbed photons and hence the number of atoms in the internal state of

interest.

The absorption detection technique must be sufficiently sensitive to detect the

required phase sensitivity ∼ 10−4 (see section 7.7) of this experiment. With Na ∼ 108

atoms in the cloud, a phase sensitivity ∼ 10−4 requires the detection scheme to

measure changes in the number as small as
√
Na ∼ 104 atoms. The absorption

cross-section of the atom with the resonant laser light of wavelength λ is σabs ∼
λ2 ∼ (1µm)2. If the detection is done over a period δτ , then the total number

of photons scattered by
√
Na ∼ 104 atoms is Ns ∼

√
Na

(
If
k

)
σabsδτ where k ∼

10−19 J is the energy of the detection photon. This number must be larger than

the photoelectron shot noise ∼
√(

If
k

)
Aδτ over the detection area A. The size of

the detection area (e.g. the size of a lens) must be as big as the typical size of the
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atom clouds used in this experiment A ∼ (10 cm)2. With these parameters, a satellite

experiment with a baseline L ∼ 103 km and a detection laser with intensity ∼ 10−8 W
cm2

laser and a ∼ 1 m waist housed on the distant satellite can image the atom cloud

with the necessary precision in a detection time δτ ∼ 0.1 s. Each atom undergoes(
If
k

)
σabsδτ ∼ 102 absorptions during this imaging time. Since the atom undergoes

rapid spontaneous emission upon excitation, absorption imaging must be performed

between atomic states that have ∼ 100 cycling transitions to prevent loss of atoms

through spontaneous emission into other atomic states.

These arguments suggest that it should be possible to run the interferometer

outside the spacecraft to distances ∼ 100 m.

Limit on Data Taking Rate

The detection of a time varying signal from a gravitational wave of frequency f

requires a data taking rate fd & 2f . As discussed in sub section 7.4.1, this requires

the operation of concurrent atom interferometers along the common satellite axis.

Concurrent operation of atom interferometers requires that the laser fields that trigger

interferometry in one interferometer not cause transitions in the other interferometers

in the common beam axis. This can be achieved by launching the interferometers with

different launch velocities so that the interferometers are all doppler detuned from

one another. The width of a 2-photon transition is equal to the Rabi frequency Ωst

of the transition. Two interferometers are doppler detuned if the relative velocity

between them is ∼ 10−4m/s
(

Ωst

2π (102 Hz)

)
. While doppler detuning prevents unwanted

stimulated transitions, the laser field can drive spontaneous 2-photon transitions,

as discussed in subsection 7.5.1. Following the discussion in subsection 7.5.1, the

spontaneous emission rate is R ∼ (10 s)−1 in a configuration with baseline L ∼
103 km, with ∼ 1W lasers and stimulated Rabi frequency Ωst ∼ 2π (102 Hz). The

operation of q concurrent atom interferometers with transition times ∼ N
Ωst

requires

q N
Ωst

/ 1
R
. With the beam parameters described above, we can operate q ∼ 10

concurrent interferometers.

The interferometers will be operated outside the satellites with the phase shift in
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each interferometer measured through absorption detection. The process of measur-

ing the phase shift in one interferometer through this technique should not affect the

other interferometers operating in the beam line. This can be achieved by initially

performing a velocity selective stimulated Raman transition that takes the atom state

at the end of the interferometer (the ‘interferometer state’) into another long lived

ground state of the system (the ‘detection state’), detuned from the original interfer-

ometer state. The phase shift can be measured by imaging the detection state. For

example, in Rubidium, the hyperfine interaction splits the ground state into states

separated by ∼ 2π (6.8GHz). One of these states could be used to run the interfer-

ometer (the interferometer state) and velocity selective stimulated Raman transitions

can be used to populate the other state (the detection state) prior to detection. A

Rabi frequency ∼ 2π (102 Hz) for this stimulated Raman process can be achieved

through laser and beam features described in the preceding paragraph. The sponta-

neous emission rate induced by this process is then ∼ (10 s)−1 which is not a problem

for the operation of the interferometers since this light will be on for only ∼ 0.01 s

during detection. The spontaneous emission rate for the atoms in the interferometer

state due to the ∼ 10−8 W
cm2 detection light tuned to the detection state is ∼ (105 s)

−1

and is also not a problem for the experiment.

With this configuration, the data taking rate fd can be . 1Hz
(
10 s
T

)
where T is

the interrogation time of the experiment, limited by spontaneous emission caused by

the laser light used to operate the interferometers. This is the main limitation on the

data taking rate of the experiment. Improvements on this limit, either through higher

laser power, an optimized choice of atom transitions or improved cooling techniques

that can allow the transitions to proceed at smaller Rabi frequencies should allow

direct enhancements to this rate.

7.5.2 Backgrounds

Our configuration consists of two satellites in orbit separated by L ∼ 103 km. The

satellites act as base stations and run the atom interferometers along their axis using

common laser pulses. With a stabilizing magnetic field & 20 nT provided by a
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permanent magnet housed in the spacecraft, the satellite environment permits the

operation of the atom interferometer out to distances IL ∼ 100m from the satellite

and for interrogation times ∼ 100 s. Prior to launch, the atoms are positioned at

distances d ∼ 30m and d + IL from their base stations S1 and S2 respectively using

laser manipulations (Figure 7.8). The atoms are then launched with a common launch

velocity and the interferometry is performed using common laser pulses.

The differential acceleration caused by a gravitational wave of amplitude h and

frequency ω is hLω2 causing a phase shift keffhLω
2T 2. A L ∼ 103 km long baseline

interferometer can detect gravitational waves of amplitude h ∼ 10−23 with ∼ 106 s

of integration time if it is sensitive to accelerations ∼ 10−19g( ω
10−2 Hz

)2. The strain

sensitivity of such a configuration would be ∼ 10−20
√
Hz

. The proposed experiment could

reach target sensitivity using 200k LMT beamsplitters and atom statistics phase

sensitivity 1√
Na

∼ 10−4 using ensembles of Na ∼ 108 atoms and interrogation times

T ∼ 1
ω
. Phase shifts from noise sources must be made smaller than 10−4. In particular,

acceleration backgrounds should be less than ∼ 10−19g( ω
10−2 Hz

)2. We will assume

that a LISA-like three satellite atom interferomter constellation is placed in orbit. As

discussed in sub section 7.5, the cross-correlated sensitivity of the gravitational wave

channels thus produced is limited by the stochastic noise floor. Thus we can assume

that the noise in the entire set of detectors is stochastic, even if certain noise sources

have long correlation times in any individual detector. In the following, we discuss

these stochastic noise sources and strategies to suppress them to the level required to

detect gravitational waves with strain sensitivity ∼ 10−20
√
Hz

in the 10−2 Hz - 1 Hz band.

Vibrations and Laser Phase Noise

Vibration and laser phase noise issues were discussed in Section 7.4.2. The solu-

tions proposed to address these issues in the terrestrial interferometer can also be

used for the space based experiment. Following the analysis in that section, con-

tributions from the vibration of the lasers to the phase shift are smaller than shot

noise if these vibrations are smaller than 10−5 m√
Hz

(
10−2 Hz

ν

) 3
2
(

103 km
L

)
at frequencies

300 Hz
(

103km
L

)
& ν & 10−2 Hz.
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Additionally, in space, an alternate strategy to handle laser phase noise is to use

the same passive laser to run interferometers along two non parallel baselines in a

LISA-like three satellite configuration. Each baseline consists of two interferometers.

The interferometers along each baseline are operated by a common control laser. The

passive laser is placed at the intersection of the two baselines with appropriate optical

beamsplitters so that the beam from the passive laser is shared by both baselines.

The same pulses from the passive laser can trigger transitions along the interferome-

ters in both baselines if the control lasers along the two baselines are simultaneously

triggered. The laser phase noise in the difference of the differential phase shift along

each baseline is greatly suppressed since phase noise from the control laser is common

to the interferometers along each baseline and the phase noise from the passive laser

is common to the baselines. The gravitational wave signal is retained in this mea-

surement strategy since the gravitational wave will have different components along

the two non parallel baselines.

The contribution to the differential phase shift along each baseline due to a drift

δk in the frequency of the laser is suppressed by the arm length of the baseline (see

Section 7.4.2). The residual contribution of this frequency drift to the difference of

the differential phase shift along each baseline is δkδL where δL is the difference in

the length of the two baselines. The effect of this contribution can be cancelled to

the extent to which the arm length difference δL is known. With ∼ 1 m knowledge

of the arm lengths, these contributions are smaller than shot noise if the frequency

drift δk of the laser is controlled to better than ∼ 104 Hz√
Hz

at frequencies ω ∼ 10−2

Hz. In addition to this effect, differences δT between the timing of the control lasers

that operate the interferometer will also change the phase of the passive laser that

is imprinted along the interferometers in the two baselines. The phase shift due to

this effect is ∼ δkωδTL. With δk . 104 Hz√
Hz

at frequencies ω ∼ 10−2 Hz, this phase

shift is smaller than the per shot phase sensitivity 10−4 of this experiment if the two

control lasers are synchronized with δT . 100µs.

In addition to classical sources of phase noise discussed above, the quantum nature

of the laser field will contribute to noise in the imprinted phase. This quantum noise

was computed in [113] and was found to be ∼ 1√
Nγ

where Nγ is the total number of
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photons that form the coherent state of the laser field. The interferometers in this

experiment are operated with ∼ 1 Watt lasers with transition times ∼ 10−2 s leading

to Nγ ∼ 1017. Phase noise in the interferometer from the quantum nature of light is

negligibly small.

Newtonian Gravity Backgrounds

The gravitational field of the satellite will cause a phase shift in the interferometer.

Since the gravitational field of the spacecraft changes by O(1) over the length of the

interferometer, the spacecraft is a local mass anomaly of mass M at a distance dI /
vRT from the interferometer (subsection 7.4.2) . The phase shift in the interferometer

due to the spacecraft is given by [29]

∆ϕ ∼ keff

(
GM

(dI vRT )

)(
1−

(
vLT

dI

))
T 2 + . . . (7.16)

when the launch velocity vL of the atom cloud satisfies vLT ≪ dI and the recoil

velocity vR is such that dI / vRT .

The relative distance between the spacecraft and the atom will change due to ran-

dom motions of the spacecraft. Additionally, the average initial position of the atom

clouds with respect to the spacecraft will also change from shot to shot due to ther-

mal variations in the atom clouds and vibrations of the trap. A variation δR in this

distance due to these effects will cause an acceleration ∼ GM
dI vRT

δR
dI
. This acceleration

is smaller than ∼ 10−19g( ω
10−2 Hz

)2 if δR(ω) / 10 µm√
Hz
( ω
10−2 Hz

)
3
2 ( dI

30 m
)2(1000 kg

M
). With

Na ∼ 108 atoms, shot to shot variations in the central position of the atom clouds due

to thermal fluctuations can be made smaller than 10 µm√
Hz

by confining the atoms within

traps of size ∼ 1 cm
√

Na

108
. The atom trap and the spacecraft must be engineered so

that their vibrations at frequency ω are smaller than 10 µm√
Hz
( ω
10−2 Hz

)
3
2 ( dI

30 m
)2(1000 kg

M
).

The average launch velocity vL of the atom cloud will change from shot to shot

due to thermal variations in the atom clouds. These variations δvL will change the

trajectory of the atoms in the gravitational field of the spacecraft. Due to the non-zero

gradient of this field, these trajectories will experience different gravitational fields

resulting in time varying accelerations ∼ GM
dI vRT

δvLT
dI

. This acceleration is smaller than
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10−19g( ω
10−2 Hz

)2 if δvL(ω) / 100 nm/s√
Hz

( ω
10−2 Hz

)
5
2 ( dI

30 m
)2(1000 kg

M
). The atom cloud used

in this experiment will contain Na ∼ 108 atoms. Thermal fluctuations in the average

velocity of this cloud are smaller than 100 nm/s√
Hz

if the cloud is cooled to temperatures

∼ 100 pK
√

Na

108
. Thus the thermal velocity of the atoms do not limit the detection of

gravitational waves in the frequency band and sensitivities of interest in this paper.

We note that the control over the position and velocity of the spacecraft required

by this experiment are weaker than the requirements of the LISA mission. LISA’s

inertial masses need to be placed inside the spacecraft since these masses must be

shielded from the external environment. This increases the gravitational force of the

spacecraft on the inertial masses making the inertial masses more sensitive to fluctua-

tions in the position of the spacecraft. In the atom interferometer, the inertial atoms

do not require the protection of the spacecraft and the experiment can be performed

at distances dI ∼ 30 m from the spacecraft thereby decreasing the gravitational ac-

celeration of the atoms by a factor of 104 relative to LISA [114]. The decreased

gravitational acceleration makes the interferometer less sensitive to vibrations of the

spacecraft.

Timing Errors

The effect of asymmetries in the time between the π
2
− π and π − π

2
pulses were

discussed earlier under backgrounds for the terrestrial interferometer. A timing error

δT causes a differential phase shift ∼ keff∆vLδT where ∆vL is the relative launch

velocity between the atom clouds. This phase shift must be smaller than the per shot

phase sensitivity of the instrument ∼ 10−4. With picosecond control over δT , this

background is smaller than shot noise if the atoms are launched such that ∆vL <

10 cm/s. If the spacecrafts are in solar orbits separated by a distance L ∼ 103 km,

then the relative velocity between the spacecrafts is ∼ 10 cm/s( L
103 km

). But, this

velocity is transverse to the interferometer baselines and hence the atoms can be

launched with relative velocities smaller than 10 cm/s along the baseline.
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Effects of Rotation

The angular velocity of one spacecraft relative to the other is equal to its orbital

angular velocity ωS ∼ 10−7 rads/s around the sun at ∼ 1 AU. The atom clouds are

also in orbits around the sun and will therefore rotate around the passive laser housed

in the spacecraft S2 with the same angular velocity ωS. The laser axis will always be

kept along the line between the satellites. If this axis rotates with angular velocity ωS,

transverse velocities vT of the atom cloud result in Coriolis accelerations ∼ ωSvT . In

an atom cloud with Na ∼ 108 atoms cooled to 100 pK
√

Na

108
temperatures, the average

transverse velocity of the clouds will change from shot to shot by ∼ 10−8 m/s. These

thermal variations cause accelerations ∼ 10−16g which are higher than the required

∼ 10−19g( ω
10−2 Hz

)2 acceleration tolerance of this experiment.

This problem can be tackled by fixing the direction of the laser’s axis with respect

to an inertial reference. The Coriolis acceleration due to the thermal velocity vT ∼
10−8 m/s of the atom cloud is smaller than the shot noise 10−19g( ω

10−2 Hz
)2 of this

experiment if the residual rotational velocity δω of the laser axis is smaller than 10−10

rads/s. Control over the rotation axis at the level of 10−14 rads/s has been achieved

[115]. However, if the laser axis is inertial, the satellite at distance L away from it

will have a transverse velocity LωS ∼ 10 cm/s
(

L
103 km

)
with respect to the laser axis.

The residual rotational velocity δω of the laser axis couples to this transverse velocity

and causes a Coriolis acceleration ∼ LωSδω which is smaller than 10−19g( ω
10−2 Hz

)2 if

δω is smaller than 10−17 rads/s
(

L
103 km

)
. The control required over the rotation axis

can however be relaxed by applying forces on one satellite while using the other as an

inertial reference to cancel the relative rotation between them. The gravitational tidal

force on the satellites due to the Sun is ∼ 10−4 N
(

M
1000 kg

) (
L

103 km

)
while the force on

the satellites due to solar radiation pressure ∼ 10−5 N. These forces are small enough

to be compensated by FEEP and colloid thrusters [114]. The application of these

forces cancels the relative transverse velocity between the laser’s axis and the distant

satellite. The residual transverse velocity vT of the atom clouds due to their thermal

velocity and vibrations of the atom trap can also cause Coriolis accelerations. If the

atoms are cooled to ∼ 100 pK
√

Na

108
temperatures, their thermal velocities are smaller

than 10−8 m/s. The Coriolis acceleration is then smaller than 10−19g( ω
10−2 Hz

)2 if δω
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is controlled better than 10−10 rad/s and the transverse vibrations of the atom clouds

are smaller than 10 nm/s ( ω
10−2 Hz

)2.

In addition to the Coriolis acceleration, any instability δω in the laser’s angu-

lar velocity (e.g. in the rotation servoing mechanism) causes a differential cen-

trifugal acceleration ∼ L(δω)2. This acceleration is smaller than 10−19g( ω
10−2 Hz

)2

if δω / 10−11 rad/s√
Hz

√
(10

3 km
L

)( ω
10−2 Hz

)
1
2 at frequency ω. The control over the rotation

of the laser’s axis can be potentially further relaxed by tuning the radius of curva-

ture of the laser beam. Since the atom senses the local phase of the laser beam,

the atoms will not sense rotations of the laser’s axis if the phase fronts are appro-

priately curved. If the radius of curvature R of the beam is equal to the distance L

between the atom and the laser then the atom is insensitive to centrifugal accelera-

tions ∼ L(δω)2. The control over the rotation of the laser’s axis can be relaxed to

the extent to which the radius of curvature of the beam at the distant interferometer

can be tuned to equal the distance between that interferometer and the laser. The

differential setup proposed in this experiment requires one interferometer to be close

to the laser at a distance IL ∼ 100 m while the other is at a distance L ∼ 103 km.

The centrifugal acceleration of the atoms near the laser will produce accelerations

∼ IL (δω)
2. These accelerations set the minimal control required over the laser’s

rotation to δω / 10−9 rad/s√
Hz

√
(100 m

IL
)( ω

10−2 Hz
)
1
2 .

In this configuration, due to the finite radius of curvature of the laser beam, the

interferometer is sensitive to transverse vibrations of the lasers. The effects of these

vibrations on the two interferometers will not be entirely common if the radii of

curvature of the laser beams that interact with the two interferometers are not equal.

The phase shift from a transverse vibration δy to a single interferometer is ∼ keff
δy2

R

where R is the radius of curvature of the beam. This phase shift can be made smaller

than shot noise even without relying on common mode cancellation by damping the

transverse vibrations of the laser below 100µm
√

R
103km

over the frequencies of interest.

The need to reference the axis of the laser to an inertial reference emerged from the

demand to suppress Coriolis accelerations due to the thermal velocity of the atom

cloud. Another way to deal with this problem is to operate the interferometer in

the multiloop configurations described in sub section 7.4.2. The Coriolis acceleration
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caused by a laser rotating with a constant angular velocity and an atom cloud moving

with a constant transverse velocity is constant. The phase shift due to such a constant

acceleration is completely cancelled in these multiloop configurations. In this config-

uration, the interferometer has a smaller bandwidth but has the same sensitivity to

gravitational waves at its resonant frequency as the Mach Zender configuration.

Rotational backgrounds in this multi-loop setup can be controlled by servoing the

laser to track the rotation of the satellites. An instability δω in the angular velocity of

the axis will cause a centrifugal acceleration L (δω)2. Moreover, the transverse velocity

vT of the atom cloud caused by the thermal velocity of the atom and vibrations of

the trap used to confine the atoms will cause accelerations δωvT . These backgrounds

can be made smaller than 10−19g( ω
10−2 Hz

)2 by making δω smaller than 10−10 rads/s

as discussed earlier in this section.

Effects of Magnetic Fields

A time variation δB in the magnetic field B0 produces a phase shift ∼ αZCB0δBT in

the interferometer as discussed in sub section 7.4.2. This phase shift must be smaller

than 10−4. Time variations in the interplanetary magnetic field at ∼ 1 AU have been

measured to be ∼ 0.1 nT√
Hz
(10

−2 Hz
ω

) [116]. The applied bias magnetic field B0 is ∼ 100

nT over the interferometer region IL and αZC ∼ 1kHz
G2 (for Rubidium). With these

values, αZCB0δBT ∼ 10−5 for T / 100 s.

Note this is true only if the atom interferometer is operated using Raman transi-

tions, so the atom is in different internal levels during the course of the interferometer.

This phase shift will be absent if the interferometer is operated using Bragg transi-

tions, since the phase accrued along each arm is the same. However, there will still

be a phase shift that goes like ∼ αZC∇ (B0δB) (vRT )T .

The atoms are in magnetically insensitive (m = 0) states and they move through

a non-uniform magnetic field. The gradient ∇B of the magnetic field causes a force

∼ αZCB∇B on the atom due to the second order Zeeman effect. The atom experiences

a gradient ∇B ∼ 100 nT
30 m

from the external bias magnet in the configuration considered

in this experiment. With this gradient, time variations δB ∼ 0.1 nT√
Hz
(10

−2 Hz
ω

) [116]

in the interplanetary magnetic field cause accelerations ∼ 10−19g which is equal to
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the shot noise requirement of the experiment. The time varying acceleration caused

by fluctuations in the position of the bias magnet are smaller than ∼ 10−19g if these

fluctuations are smaller than ∼ 1 mm√
Hz

in the 10−2 Hz band.

The atom is placed in a m = 0 state with respect to the external magnetic field

at the start of the interferometer to minimize the effects of accelerations from time

dependent magnetic fields. The Rabi frequency of the atomic transition is set by the

internal state of the atom and the laser is tuned to match this frequency. Changes

to the direction of the external magnetic field during the interrogation time of the

experiment are adiabatic compared to the rapid precession rate of the atom’s spin.

If the direction of the magnetic field changes, the quantization axis of the atom’s

spin will track this direction change. Since the laser is tuned to the original m = 0

state, the atom-laser interaction will excite m = ± 1 states along the new axis of

quantization. The phase shift from these states is a background.

The m = ±1 components developed by the atom as a result of a misalignment by

an angle θ between the magnetic field and the quantization axis are proportional to

sin(θ). The probabilities induced by this mixing are therefore proportional sin2(θ).

The contributions of this mixing to the phase shift in the interferometer are smaller

than 10−4 when θ / 10−2. The direction of the interplanetary magnetic field was

characterized by [112]. During an average time, the drift in the direction of the

magnetic field was found to be smaller than 5◦ over 10 minutes. In the presence of a

∼ 100 nT bias field over the interferometer region, these angular variations of the ∼
5 nT interplanetary magnetic field will change the overall direction of the magnetic

field in the interferometer by less than 10−2 in 100 seconds.

The above arguments indicate that the effects of time varying interplanetary elec-

tromagnetic fields on the atom interferometer are naturally small and close to the

shot noise floor of the experiment. The effects of these fields can be additionally sup-

pressed to the extent to which these fields can be measured. The response of the atom

interferometer to a given electromagnetic field is determined by known quantities like

the magnetic moment of the atom and its polarizability. Since these quantities are

known to several digits, a measurement of the electromagnetic fields will enable us to

predict the effect of these fields on the atom interferometer. These effects can then
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be subtracted out from the measured phase shift.

We note that the effects of electromagnetic forces on the atom interferometer are

significantly suppressed compared to their effects on LISA’s inertial test masses. Spu-

rious electromagnetic forces on the test masses due to charge transfer between the

test masses and the satellite environment is a major background for LISA. The test

mass acquires a random charge from its environment and its response to time varying

electromagnetic fields cannot be predicted even if the electromagnetic fields them-

selves are measured. Since the atom interferometer is operated using magnetically

insensitive atomic states, electromagnetic forces on the atom are greatly diminished.

The response of the atom interferometer to electromagnetic fields can be predicted to

the extent to which these fields are measured providing additional immunity to the

atom interferometer from time varying electromagnetic fields.

The Radius of Curvature of the Beam

The temperature of the atom cloud will cause the atom to have thermal velocities

along the direction transverse to the laser fields propagating along the interferometer

axis. This velocity will cause the atoms to move in a direction transverse to the

laser beam. Owing to the finite radius of curvature R of the beam, an atom that

is slightly off-axis by δy from the center of the beam will see an additional phase

keff(
δy2

R
). With Na ∼ 108 atoms in the cloud, shot to shot variations in this phase

are ∼ 1√
Na
keff(

δy2

R
) and these must be smaller than ∼ 10−4. With thermal velocities

∼ 100µm/s, the maximum transverse distance travelled by the clouds is δy ∼ 1cm

over an interrogation time T ∼ 100 s. The phase shift 1√
Na
keff(

δy2

R
) is then smaller

than 10−4 if the radius of curvature R of the beam is greater than ∼ 100 km
(

109 m−1

keff

)
.

Blackbody Clock Shift

Black body radiation shifts the hyperfine transition frequency of the atom by ∼
10−4 Hz

(
τ

300 K

)4
[117]. The ambient temperature τ at 1 AU is ∼ 300 K. Time

variations δτ in the temperature of the interferometer region during the interrogation

time T of the experiment will change the hyperfine transition frequency by δν ∼ 4×
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10−4 Hz
(

τ
300 K

)4 ( δτ
τ

)
causing a phase shift δν T ∼ 10−2

(
τ

300 K

)4 ( δτ
τ

) (
ω

10−2 Hz

)
. This

phase shift is smaller than 10−4 if the temperature fluctuations δτ in the frequency

band ω are smaller than ∼ 1 K
(

ω
10−2 Hz

)
. Time dependence in the temperature of

the interferometer is caused by variations in the solar output and fluctuations of the

spacecraft temperature. Time variations of the solar output typically occur over the

time scale of a day at distances ∼ 1 AU[118]. The solar output changes by ∼ 1 Watt

during this period leading to a temperature change ∼ 0.05 K in the time scale of a

day. These variations are therefore not a problem for the interferometer.

The effects of the thermal variation of the satellite on the interferometer are

suppressed since the interferometer is operated at a distance dI ∼ 30 m away from the

satellite. Temperature variations of the satellite at frequency ω have to be larger than

∼ 10 K
(

ω
10−2 Hz

) (
dI

30 m

) 1
2 in order to change the temperature of the interferometer

region by 1 K. The spacecraft receives heat from the Sun and the solar wind. As

discussed above, variations in the solar output are small over the time scale of interest.

The solar wind is composed of 2 keV protons and electrons with density ∼ 5
cm3 moving

at speeds ∼ 400 km/s. The change in temperature of the satellite from an order one

change in the flux of the solar wind is ∼ 1 mK. The environment of the satellite will

therefore not cause its temperature to fluctuate at levels of interest to this experiment.

The satellite will also establish a spatial thermal gradient over the interferometer

region due to its shadow. This spatial gradient will contribute to the phase shift

in the interferometer. The natural time scale for the variation of this phase shift is

equal to the orbital period of the satellite ∼ 1 year and is therefore not a problem

for the current experiment. Time variations of this spatial gradient are also created

by random motions of the satellite during the interrogation time of the experiment.

However, these motions need to be well controlled to suppress Newtonian gravity

backgrounds which are much larger than the small phase shift produced by the spatial

thermal gradient. The variations in this phase shift due to the residual random

motions of the spacecraft will therefore be smaller than shot noise.
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7.5.3 Comparison with LISA

The detection of gravitational waves requires techniques that are sensitive to the

miniscule effects of gravitational waves and can simultaneously suppress noise in the

measurement bandwidth to permit the extraction of the signal. The atom interferom-

eter configurations discussed in this paper can probe the same frequency spectrum as

satellite based light interferometers like LISA with comparable sensitivity (see Section

7.7). However, as discussed in subsection 7.5.2, these configurations may naturally

permit significant suppression of several serious backgrounds faced by LISA, see Table

7.2.

LISA aims to detect gravitational waves by measuring the relative distance be-

tween two inertial proof masses separated by an arm length ∼ 5 million kilometers.

Position noise of these masses is a background for LISA. The significant gravitational

coupling between random motions of the satellite and the proof mass is a dominant

cause of this position noise. In order to sufficiently suppress this noise, LISA requires

satellite position control at ∼ 1 nm√
Hz

in its measurement bandwidth [114]. However, as

argued in subsections 7.5.1 and 7.5.2, since the atom interferometer can be operated

outside the satellite over a ∼ 100 m region from the satellite, the effects of position

noise of the satellite on the interferometer are significantly suppressed. For gravita-

tional wave sensitivity similar to LISA, our atom interferometer setup would require

satellite position control at ∼ 10 µm√
Hz

in the measurement bandwidth.

In addition to random motions of the satellite, spurious electromagnetic forces on

the LISA proof mass also contribute to its position noise. These forces are caused by

direct collisions between the proof mass and the background gas and due to charge

accumulation on the proof mass from interactions with cosmic rays and the solar

wind. The test mass acquires a random charge from its environment and its response

to time varying electromagnetic fields cannot be predicted even if the electromagnetic

fields themselves are measured. Since the atoms are neutral and the atom interferom-

eter is operated using magnetically insensitive (m = 0) states, electromagnetic forces

on the atom clouds are naturally small. The response of the atom interferometer to

electromagnetic fields can be predicted to the level at which these fields are measured.
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This provides additional immunity from time varying electromagnetic fields. Colli-

sions of the atoms with background particles from the solar wind or cosmic rays lead

to particle deletion from the cloud and not charging of the cloud. These deletions

result in a minor reduction in the sensitivity (for interrogation times . 1000 s) but

do not cause phase shifts to the remaining atoms and hence are not a background for

this experiment.

Laser phase noise is another major background for gravitational wave detectors.

This noise can be suppressed by the simultaneous operation of interferometers along

the arms of a three-satellite constellation. In this configuration, the effects of laser

phase noise are cancelled up to knowledge of the arm lengths (see subsection 7.5.2).

Both LISA and the atom interferometer can benefit by exploiting this idea. However,

due its long (∼ 5 million km) arm length, LISA faces unique challenges in determin-

ing the absolute distance between its satellites [119, 120]. Owing to these difficulties,

LISA requires control over the frequency drift of its lasers at ∼ 1 Hz√
Hz

at 10−2 Hz. The

atom interferometer setup considered in this paper can reach sensitivities comparable

to LISA with significantly smaller arm lengths ∼ 103 km. The compactness of this

baseline might allow for the determination of the arm lengths of the atom interfer-

ometer constellation with better precision than LISA. If these arm lengths are known

to within ∼ 1 m, our experiment can reach sensitivities similar to LISA with control

over laser frequency ∼ 104 Hz√
Hz

at 10−2 Hz.

The atom interferometer setup discussed in this paper might significantly relax the

requirements on several major backgrounds faced by light interferometers like LISA

while achieving comparable sensitivity. We have attempted to consider the relevant

backgrounds introduced by the atom interferometer setup in section 7.5.2 and show

that they could be controlled with practical technology in a realistic setup. Since

many of these backgrounds require careful engineering, further study is necessary.

However, the experiment appears to be feasible and exciting enough to merit more

serious consideration.
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Attribute AGIS LISA

baseline 103 km 5× 106 km

satellite control (at ∼ 10−2 Hz) 104 nm/
√
Hz 1 nm/

√
Hz

laser frequency control (at ∼ 10−2 Hz) 104 Hz/
√
Hz 1 Hz/

√
Hz

rotational control (at ∼ 10−2 Hz) 10−2 nrad/
√
Hz 1 nrad/

√
Hz

electromagnetic forces atoms neutral, EM forces naturally small, cosmic ray charging
predictable response to measured EM field of proof mass

collisions with background gas delete atoms, not a noise source cause acceleration noise

Table 7.2: A comparison between specifications for a three satellite AGIS configu-
ration that could potentially allow comparable sensitivity to LISA, and the LISA
requirements. There are many caveats and details that cannot be captured in a ta-
ble and are discussed in Sections 7.5.2 and 7.5.3 and in the LISA papers (see e.g.
[114, 121]).

7.6 Gravitational Wave Sources

There are many known and potential sources for gravitational waves from astrophysics

and cosmology. Here we will discuss only a few, including the well-known compact

object binaries, which give a coherent oscillatory gravitational wave signal, and more

speculative cosmological sources, which give a stochastic background of gravitational

waves. There are many reviews of this subject that discuss other sources including

gamma-ray bursts, supernovae, and spinning neutron stars (see, for example, [28,

122]).

7.6.1 Compact Object Binaries

One of the most promising sources of observable gravitational waves is a binary star

where both components are compact objects such as white dwarfs, neutron stars, or

black holes [28]. These compact binaries emit strongly in gravitational waves because

they contain large mass stars relatively close to each other. The amplitude of the
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gravitational waves emitted is

h ∼ Gµ
(GMΩ)

2
3

r
∼ (GM1)(GM2)

rR
(7.17)

where M1,2 are the masses of the components, M = M1 +M2 and µ = M1M2

M
are the

total and reduced masses, R is the radius of the binary, Ω is the orbital frequency of

the binary, and r is the distance from the binary at which the wave is observed. As

neutron stars and white dwarfs are both roughly 1 solar mass, M⊙, we will primarily

be interested in compact binaries composed of two 1M⊙ mass components as sources.

The amplitude of the emitted gravitational waves then depends only on the orbital

period and the distance to the star. For a binary with Ω = 1 s in our galaxy we

expect h ∼ 10−18, in our local cluster h ∼ 10−21, and in a Hubble volume (i.e. out to

redshifts z ∼ 1) h ∼ 10−23.

The main frequency component of the emitted gravitational wave is at twice the

binary’s orbital frequency, ω ∝ 2Ω [123]. This is clear for equal mass stars, and can

also be seen for unequal masses from the fact that gravitational radiation arises from

the second time derivative of the quadrupole moment of the binary.

Near the end of its life, the dominant energy loss mechanism for a compact binary

is gravitational radiation. As a compact binary loses energy, the stars spiral inward,

increasing the orbital frequency. This can bring the emitted gravitational waves into

the observable part of the spectrum for gravitational wave detectors. This process

ends when the two compact objects collide. Thus, the highest gravitational wave

frequency emitted depends on the radii of the compact objects. A neutron star

binary can reach frequencies of over 100 Hz while a white dwarf binary can only

reach roughly 0.5 Hz before collision. The power emitted in gravitational waves is

P ∼M2
planckh

2. Because this power depends mainly on a few variables like the masses

and orbital period of the binary, the inspiral of a compact binary near the end of

its life is consistent and predictable and therefore so is the waveform of the emitted

gravitational waves. Using the power emitted in gravitational waves, the remaining
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lifetime of a compact binary is [123]

τ ∼ 1

50Gµ(GM)
2
3Ω

8
3

. (7.18)

As the orbital frequency increases, the rate of energy loss increases and the remaining

lifetime decreases rapidly. This means that at any given Ω most of the remaining life

of the binary will occur near that frequency.

There are thus two main advantages to being able to observe gravitational waves

at lower frequencies. First, the population of binary stars that are potentially observ-

able is increased, both because new classes of stars such as white dwarf or high-mass

black hole binaries are observable and because a greater fraction of any given class,

such as neutron star binaries, is at lower frequencies than at higher ones. Indeed, for

a gravitational wave detector such as LISA which can observe waves with frequencies

as low as 10−3 Hz, the large number of white dwarf binaries creates a stochastic back-

ground of gravitational waves for the detector in this frequency band [124]. Second,

a lower frequency binary has a longer time left to live which increases the observation

time and thus the sensitivity of the detector for this source.

7.6.2 Stochastic Sources

In addition to a large number of white dwarf binaries, several potential cosmological

sources can produce a stochastic background of gravitational waves including inflation

and reheating, a network of cosmic strings, or phase transitions in the early universe.

A period of inflation can produce a fairly flat (scale-invariant) stochastic gravita-

tional wave background [125]. This could be as high as ΩGW(f) ≈ 10−13, as limited

by the COBE bound [126], though slow-roll inflation models probably give a smaller

value and a tilted spectrum [122]. This is fairly difficult for planned experiments to

detect, but reheating after inflation can give a more peaked spectrum of gravitational

waves with a higher value of ΩGW. For example, reheating after hybrid inflation

[127] or preheating [128, 129], can give a spectrum of gravitational waves with ΩGW

several orders of magnitude higher than that from the period of inflation itself. The

frequency of the peak is model-dependent, proportional to the scale of reheating. It
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probably lies within a range from roughly 1 Hz to 109 Hz. There is then a possi-

bility that this enhanced strength of gravitational waves from reheating will allow a

detection by interferometers. There are also other possibilities such as pre-big bang

[130] or extended [131] inflation that can lead to much higher values of ΩGW(f) in

the phenomenologically interesting frequency range for interferometers.

A first-order phase transition in the early universe can produce gravitational waves

through bubble nucleation and turbulence [132, 133]. The frequency of the gravita-

tional waves today is given by redshifting the frequency at which they were produced,

which is proportional to the Hubble scale at the phase transition. There are, however,

significant uncertainties in the calculations of these frequencies (see [122]). The best

expectation is that a phase transition at the electroweak scale is likely to produce

gravitational waves with a frequency today in a range near 10−3 Hz. Earlier phase

transitions at higher temperatures produce gravitational waves with proportionally

higher frequencies. In some models with new physics at the weak scale [134], in-

cluding some supersymmetric [135] and warped extra-dimensional [136] models, the

electroweak phase transition can produce gravitational waves with very large ΩGW,

well above the threshold for detection by atom interferometers.

A network of cosmic strings produces a stochastic background of gravitational

waves from vibrations of the strings. Cusps and kinks in the strings produce bursts of

gravitational waves which could be seen individually or as a stochastic background.

Unfortunately, even in the simplest models there are large uncertainties in the calcula-

tion of the formation and subsequent gravitational radiation of such string networks.

Thus, it is very difficult to get a precise prediction from theory about the strength

of gravitational waves coming from a network of cosmic strings. Using the current

understanding of cosmic string networks, the sensitivities of atom interferometers on

earth and in space to a stochastic gravitational wave background (see Figs. 7.12 and

7.13) could allow detection of cosmic strings with Gµ ∼ 10−8 to 10−11 (µ is the string

tension) or lower, depending on the sensitivity achieved and the uncertainties in the

cosmic string calculations. For a recent review of this subject see for example [137].

There are many other possible sources for gravitational waves from fundamental

physics in the early universe including Goldstone modes of scalar fields [138], or radion
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modes and fluctuations of our brane in an extra dimensional scenario [139, 140].

There are also other astrophysical sources that may lead to an interesting stochastic

gravitational wave background (for a review see [122]).

The possibility of accessing these cosmological and astrophysical sources makes

gravitational waves a very interesting avenue for exploring the universe and probing

fundamental physics. Indeed, observing gravitational waves could be one of our only

ways of getting information about the universe before the last scattering surface.

7.7 Sensitivities

In this Section we find projected sensitivity curves for the terrestrial and satellite

experiments. There is always significant uncertainty in projecting the sensitivity of a

proposed experiment. We have attempted to give a range of sensitivities to show more

conservative and more aggressive assumptions about what may be experimentally

achievable. There is also some uncertainty in these sensitivity curves because we

have not attempted to perform a careful statistical study of the exact sensitivity for

a particular configuration. Especially in the case of the stochastic gravitational wave

background, this can make important differences that have been worked out carefully

be many authors for laser interferometers. We leave such considerations to future

work.

7.7.1 Binary Sources

The inherent limit on the sensitivity to a gravitational wave due to shot noise can

be found from Eqn. (7.8). This limit, equivalently the power spectrum of the shot

noise in the experiment hn(f), is shown in Figure 7.9 for an example configuration, as

described in Sections 7.5.1 or 7.4.1. Here we have taken the two atom interferometers

to be a distance L = 1 km apart, with interrogation time T = 1 s, 100~k LMT

beamsplitters, and a per shot phase sensitivity of 10−5 rad. We have also assumed a

data-taking rate of 10 Hz. The plot is cutoff at the Nyquist frequency of 5 Hz. There

would in actuality be some sensitivity to higher frequencies but they will be aliased
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Figure 7.9: An example sensitivity curve to a gravitational wave of frequency f .
It is a shot noise power spectrum in the response of the atom interferometer to a
gravitational wave of amplitude h. Here we have taken the two atom interferometers
to be a distance L = 1 km apart, with interrogation time T = 1 s, 100~k LMT
beamsplitters, a per shot phase sensitivity of 10−4 rad, and a data-taking rate of
10 Hz.
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to look like lower frequencies potentially also leading to confusion with backgrounds.

At low frequencies the sensitivity rises as f−2 as is clear from Eqn. (7.9). For

higher frequencies, the sensitivity flattens out because a longer interrogation time

does not increase the response of the interferometer once it is longer than the period

of the gravitational wave T > f−1. The sensitivity then reaches it’s maximum when

sin2
(
ωT
2

)
= 1, i.e. when there are an odd number of periods of the gravitational wave

in the entire time 2T of the interferometer. This agrees with the intuition that the

interferometer is sensitive to changes in the relative timing of the laser pulses caused

by the stretching of the metric and therefore maximally sensitive when there is the

greatest change in the distance to the laser (the clock) between each successive laser

pulse.

The singularities in the sensitivity curve in Figure 7.9 come at frequencies which

are integral multiples of f = T−1, when an integral number of periods of the gravita-

tional wave fit in the interrogation time T . Roughly the periods when the gravitational

wave is causing a ‘stretch’ exactly equal the periods when it is causing a ‘squeeze’.

The net integrated effect of the gravitational wave is then zero and the phase shift

response of the atom interferometer goes to zero. Thus the atom interferometer has

no sensitivity to such frequencies.

Note that the best sensitivities in Figure 7.9 come at frequencies halfway between

the singularities, when there are an odd, integral number of periods of the gravita-

tional wave in the entire atom interferometer (a time of 2T ). This can be understood

since the atom interferometer is essentially taking the difference between the phases

accrued by the atom in the first and second halves of the sequence. The maximal

difference arises when the ‘stretch’ part of the gravitational wave (which is when the

coefficient of the dx2 term in Eqn (7.2) is greater than 1) occurs during one of the

halves and the ‘squeeze’ during the other. These are the frequencies to which the

atom interferometer responds maximally.

A longer interrogation time for the experiment does not actually improve the

peak sensitivity in the sense of lowering the curve in Figure 7.9. Instead, it slides

the curve left, lowering the frequency at which the maximum sensitivity is reached.

Of course, a larger length L or higher momentum beamsplitters improves the entire
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Setup L keff T IL Phase Sensitivity fd
Terrestrial 1 1 km 1.6× 109 m−1 1.4 s 10 m 10−4 rad 10 Hz
Terrestrial 2 4 km 1.6× 1010 m−1 4.5 s 100 m 10−5 rad 10 Hz
Satellite 1 100 km 1.6× 109 m−1 10 s 100 m 10−4 rad 1 Hz
Satellite 2 103 km 3.2× 109 m−1 100 s 200 m 10−4 rad 1 Hz
Satellite 3 104 km 1.6× 109 m−1 100 s 100 m 10−5 rad 1 Hz

Table 7.3: The experimental parameters chosen for the benchmark sensitivity curves
in Figures 7.10 and 7.11. The phase sensitivity is the per shot sensitivity. L is the
length of the baseline, fd is the data-taking or shot repetition rate, keff is the effective
momentum transfer of the beamsplitters, T is the interrogation time of each shot, IL
is the length of each interferometer region.

sensitivity curve linearly. We have cut off the sensitivity curve above the Nyquist

frequency. In reality there will be a slightly more gradual loss of sensitivity before

this frequency and even some sensitivity to higher frequencies, although they will be

aliased. Assuming a constant number of atoms per second that can be cooled and run

through the interferometer, a faster data-taking rate does not improve sensitivity. It

would merely improve the high frequency cutoff. Thus it seems unnecessary to strive

for a data-taking rate faster than O(10 Hz). The sensitivity would also decrease as

the frequency of the gravitational wave approached the light travel time (or really

the gravitational wave travel time) across the whole experiment, namely L. However

this frequency is much higher than the frequency of maximal sensitivity for an atom

interferometer. This would not be true for a light interferometer where the light

travel time across the device is also the time length of a ‘shot’, the analogue of

the interrogation time. For example, this explains why LISA loses sensitivity above

∼ 0.05 Hz while the atomic interferometer’s sensitivity curve remains flat (see, for

example, Figure 7.10).

The projected sensitivities for two possible configurations of the proposed earth-

based experiments are shown in Figure 7.10. The choice of experimental parameters

for these two configurations, shown in Table 7.3, is meant to illustrate the range

of possible sensitivities that could be achievable. These are the envelopes of curves

similar to the one in Figure 7.9. We have chosen to remove the singularities that
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Figure 7.10: The thick (red) curves show projected sensitivities of our proposed terres-
trial experiments to a gravitational wave of frequency f . The choices of experimental
parameters for these two configurations are shown in Table 7.3. These are only pro-
jected shot noise power spectra in the response to a gravitational wave of amplitude
h. They do not include other backgrounds, since as we have argued, these may be
reduced below shot noise. Possible sources are shown. Expected noise curves are
shown for initial LIGO and LISA.
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Figure 7.11: The thick (blue and purple) curves show the projected sensitivities of our
proposed satellite experiments to a gravitational wave of frequency f . The choices
of experimental parameters for these three configurations are shown in Table 7.3.
The lowest (purple) curve, satellite 3 in Table 7.3, is an aggressive possibility that
might be realizable in the future. These are just projected shot noise power spectra
in the response to a gravitational wave of amplitude h. Possible sources are shown.
Expected noise curves are shown for initial LIGO and LISA.
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appear in Figure 7.9 to emphasize the frequency scaling for a general AI detector. In

an actual experiment, the entire area of the envelope curve can be swept out by in-

creasing the interrogation time T by a factor of roughly two. The sensitivities plotted

are only the inherent sensitivity of the atom interferometer, i.e. the power spectra of

the expected shot noise. We have argued in Section 7.4.2 that other backgrounds are

smaller than this level. The one exception is time-varying gravity gradient noise and

so the sensitivity curves are shown dashed below the frequency at which we expect

gravity gradient noise to become the dominant noise source (see Figures 7.4 and 7.5).

The upper sensitivity curve assumes a L = 1 km distance between two 10 m atom

interferometers, with, therefore, an interrogation time of T = 1.4 s. Each interferom-

eter has 100~k LMT beamsplitters, a per shot phase sensitivity of 10−4 rad, and a

data-taking rate of 10 Hz. The more aggressive curve assumes L = 10 km, 1000~k
LMT beamsplitters, 100 m interferometers with T = 4.5 s, a per shot phase sensitiv-

ity of 10−5 rad and the same data-taking rate. The curves are cut off at the Nyquist

frequency. The sensitivity of initial LIGO [141] and the projected sensitivity of LISA

[142] are also shown.

Figure 7.11 shows the projected sensitivities for three possible configurations of

the proposed satellite experiment, with parameters shown in Table 7.3. The most

conservative curve assumes L = 100 km, 100~k LMT beamsplitters, T = 10 s, per-

shot phase sensitivity of 10−4 rad and data-taking rate of 10 Hz. The middle curve is

the same except it assumes L = 104 km, 100~k LMT beamsplitters, and T = 100 s.

The most aggressive curve assumes the same length, beamsplitters, and interrogation

time as the middle curve but assumes an extra factor of 10 in the per shot phase

sensitivity, either from a larger number of atoms or from squeezed states.

7.7.2 Stochastic Gravitational Wave Backgrounds

A stochastic background of gravitational waves would be undistinguishable from any

other background noise in a single gravitational wave detector. A single detector

means for example one of the LIGO sites or one AGIS configuration (i.e. two atom

interferometers with a long laser baseline in between as in Figures 7.1 or 7.8). With
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Figure 7.12: The projected sensitivity in ΩGW of our proposed Earth based exper-
iments, thick (red) curves, to a stochastic background of gravitational waves. The
parameter choices are as in Fig. 7.10. These curves only take into account shot noise.
The limit from LIGO Science Run 4 and the projected limits from initial and ad-
vanced LIGO are shown [143]. The limits from BBN [144] and the CMB [145] apply
to the integral of the stochastic gravitational wave background over frequency. The
possible region of gravitational waves produced by a period of inflation (not including
reheating) is shown. The upper limit on this region is set by the COBE bound [126].
The gray band shows a prediction for the stochastic gravitational wave background
from extragalactic white dwarf binaries; its width shows an expected error [124].
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Figure 7.13: The projected sensitivity in ΩGW of our proposed satellite experiments,
thick (blue and purple) curves, to a stochastic background of gravitational waves.
The parameter choices are as in Fig. 7.11. These curves only take into account shot
noise. The limit from LIGO Science Run 4 and the projected limits from initial and
advanced LIGO are shown [143]. The limits from BBN [144] and the CMB [145] apply
to the integral of the stochastic gravitational wave background over frequency. The
possible region of gravitational waves produced by a period of inflation (not including
reheating) is shown. The upper limit on this region is set by the COBE bound [126].
The gray band shows a prediction for the stochastic gravitational wave background
from extragalactic white dwarf binaries; its width shows an expected error [124].
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two gravitational wave detectors it is possible to cross-correlate the measurements and

obtain sensitivity to a stochastic background of gravitational waves. It is preferable

if these two detectors are far apart either on the earth or in space since a stochastic

background of gravitational waves coming from astrophysical or cosmological sources

would be common to both detectors, but other sources of noise (nearby motions of

the earth for example) would not. Thus a single gravitational wave detector can never

detect a stochastic background of gravitational waves (or at least can never prove that

is what is being detected) but more than one detector allows sensitivity to a stochastic

background of gravitational waves. This standard strategy is also employed by LIGO

and is described for example in [143].

As is standard, the sensitivity to such gravitational waves is shown in Figures 7.12

and 7.13, plotted in the variable

ΩGW(f) =
f

ρc

dρGW

df
(7.19)

where ρc is the critical energy density of the universe and ρGW is the local energy

density in gravitational waves. These curves follow from the standard analysis, so

we plot the 95% confidence limit on the spectrum of stochastic gravitational waves.

Following [146] (but see also [147, 148]) we estimate this limit by

ΩGW(f) =
πc2f 3

ρcG|γ (x⃗1, x⃗2, f) |

√
2

τint∆f
(1.645)h2n(f) (7.20)

where τint is the total time length of the experiment, γ is a geometric factor taking

into account the positions of the two detectors which we take equal to its maximum

value 8π
5

(it will probably be slightly smaller in a real configuration), and hn is the

power spectrum of the noise in the gravitational wave detector as plotted for example

in Figure 7.9. To produce the curves in Figures 7.12 and 7.13 we use the hn from

Figures 7.10 and 7.11, respectively. As is standard, we assume a τint ∼ 1 yr integration

time for the experiment. This is only a benefit if two detectors can be cross-correlated.

Otherwise, the sensitivity to a stochastic background is no better than the noise on

each shot and it is only possible to place limits on and not to detect such a background.
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It is advantageous to measure at lower frequencies to gain sensitivity in the variable

ΩGW because it scales favorably with low f . Further, there is a cutoff in γ and thus

the sensitivity when the two gravitational wave detectors are father apart than the

wavelength of the gravitational waves, f−1. For frequencies belowO(10 Hz) this is not

a problem for our detectors, but for LIGO this is an issue. The sensitivity of LIGO to

stochastic gravitational waves is reduced because of the large distance between their

two detectors, ∼ 3000 km [147].

There is predicted to be a stochastic background of gravitational waves from the

large number of galactic and extragalactic close binaries, mainly white dwarf binaries.

There are significant uncertainties in the calculation of the spectrum from this source

due to uncertainty in stellar population models. Figures 7.12 and 7.13 show one

prediction [124] for this background with the approximate uncertainty represented by

the size of the band. This background is reduced to some extent by the ability to

measure and subtract known binary sources. It can limit the ability of gravitational

wave detectors to see other, cosmological sources of gravitational waves in this low

frequency band.

New Physics Signals

Figure 7.14 shows several possible new physics sources of gravitational waves. An ex-

ample spectrum from the TeV scale phase transition in RS1 taken from [136] is shown

to illustrate roughly what the spectrum from an electroweak scale phase transition

might look like. It shows a peak at frequencies around 10−2 Hz and can certainly

be strong enough to be visible in these interferometric detectors. Of course there is

much model dependence in this spectrum; for example, only a first order weak scale

phase transition will produce gravitational waves at all.

Two example spectra are shown for cosmic strings with tensions Gµ = 10−10 and

10−16 from [149]. It is important to note that not only is there model dependence in

the spectrum from cosmic strings, but there is also much uncertainty in the calculation

and so these should probably be considered to be upper limits on the spectrum of

gravitational waves from such cosmic string networks. However, given these optimistic

assumptions, it may be possible to detect a network of cosmic strings with tension
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Figure 7.14: The same plot as in Figures 7.12, 7.13 with possible new physics sources
of stochastic gravitational waves. The (green) curve labeled RS1 corresponds to an
example spectrum of gravity waves from a TeV scale phase transition, in this case
in RS1 [136]. The (orange) lines labeled with Gµ correspond to one prediction for
a network of cosmic strings with tensions Gµ = 10−10 and 10−16 (with α = 0.1 and
γ = 50) [149]. Note that these cosmic string estimates have large uncertainties and
may be optimistic assumptions.
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as low as Gµ = 10−16 using these interferometers. This is becoming limited by the

white dwarf background, whose calculation itself has large uncertainties.

The region labeled ‘inflation’ in the figure is really the upper limit on the possible

inflation spectrum assuming it is perfectly flat from the low frequency CMB bound.

However, realistic models of inflation give Ω . 10−15 in our frequency band with the

highest values of Ω from the highest scale models of inflation. Low scale inflation

models will not directly give observable gravitational wave spectra, but could give

observable gravitational waves from reheating (see e.g. [129]).

7.8 Conclusion

7.8.1 Comparison with Previous Work

Previous studies on the role of atom interferometers in gravitational wave detection

concluded that they would be of limited use in probing the gravitational wave spec-

trum. Our proposal differs significantly from these efforts owing to the central role

played by light pulse interferometry in our setup.

The work of [150], [151] and [152] used material mirrors like diffraction gratings

to execute the interferometer. The gravitational wave signal in the configurations

considered in these papers is ∼ khd where k is the momentum of the atom, h the

amplitude of the gravitational wave and d the distance between the mirrors. It is

experimentally difficult to make the distance between these mirrors bigger than ∼ 1

m. Even if the distance between the mirrors were to be increased, the experiment

would still be difficult since the separation between the two arms of the atom’s wave

function must also be equally scaled. These considerations forced the authors to

conclude that an unrealistic atom flux would be needed to see a gravitational wave.

The use of material mirrors suffers from the additional drawback that the mirrors

would be subject to vibration noise. The mirrors would have to be placed on vibration

isolation stacks so this interferometer would be subject to the same limitations as light

based interferometers like LIGO.

The work of [153] and [102] described atom interferometers which used light pulse
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interferometry. However, these authors did not consider the effect of the gravitational

wave on the light pulses used to execute the interferometry. Without this effect, the

phase shift in the interferometer is ∼ khd where d is the separation between the

two arms of the interferometer (see discussion in Section 7.3.2). Since the separation

between the two arms of the interferometer cannot be easily scaled, these authors

were also forced to consider unrealistic atom fluxes. Moreover, these papers did not

discuss strategies to handle crucial backgrounds to gravitational wave detection like

vibration and laser phase noise.

In this paper, we point out that the effect of the gravitational wave on the light

pulses used to execute the interferometer is crucial and can be easily scaled to increase

the signal. When the interferometer is operated by a laser at a distance L, a gravita-

tional wave of amplitude h causes a phase shift ∼ khL. This signal increases as long

as L is smaller than the wavelength of the gravitational wave. Unlike the separation

between the two arms of the atom’s wave function, the distance between the atom

and the laser can be easily scaled. With L ∼ 10 km, the signal in this interferometer

is 104 larger than the signal in the configurations previously considered. In addition

to boosting the signal, the configuration considered in this paper offers an effective

way to deal with vibration and laser phase noise. By using the same laser to run two

widely separated interferometers and measuring the differential phase shift between

the two interferometers, this setup drastically suppresses the effects of vibrations and

laser phase noise. Our setup thus achieves a large, scaleable enhancement in the

signal while simultaneously suppressing backgrounds thereby making it possible to

search for gravitational waves with current technology.

The SAGAS [154] project that uses atom interferometry and ion clock techniques

to explore gravity in the outer solar system was proposed. SAGAS will improve

current bounds on stochastic gravitational waves in the frequency band 10−5 Hz −
10−3 Hz but is not expected to be sensitive to known sources of gravitational radiation.

In contrast, our proposal will search for gravitational waves in the 10−3 Hz − 10 Hz

band at sensitivities that can detect gravitational waves from expected sources.
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7.8.2 Summary

We have proposed two experiments, terrestrial and satellite-based, to observe gravita-

tional waves using atom interferometry. Both experiments rely on similar underlying

ideas to achieve a large, scaleable enhancement to the gravitational wave signal while

naturally suppressing many backgrounds. A differential measurement is performed

between two atom interferometers run simultaneously using the same laser pulses.

The lasers provide a common ‘ruler’ for comparison of the two interferometers. The

distance between the interferometers can be large because only the light travels over

this distance, not the atoms. The signal still scales with this distance and so can be

competitive with light interferometers. In a sense, the atom interferometers are the

analogue of the mirrors in a light interferometer and it is the distance between them

that determines the size of the signal.

Further, many backgrounds are naturally suppressed by this method. Laser phase

noise, which must be cancelled between the two arms of a light interferometer, is

here cancelled by the differential measurement between the two atom interferometers.

Since this subtraction is between two interferometers along the same laser axis with

only vacuum in between, vibrations of the lasers (and any optics) are cancelled as well.

The atoms themselves, the analogues of the mirrors in a light interferometer, are in

free fall and are unaffected by vibrations. This removes one of the major backgrounds

which prohibits terrestrial light interferometers from achieving sensitivity to lower

frequencies. For example, Advanced LIGO will lose sensitivity below ∼ 10 Hz due

to direct (non-gravitational) coupling to vibrations (see e.g. [107]). Similarly, in the

satellite-based experiment the atoms can be far from the satellite, greatly reducing the

engineering requirements on the control of the satellites. Satellite position control and

laser noise are two of the major hurdles for an experiment such as LISA. For similar

gravitational wave sensitivity, these requirements are significantly reduced for our

atom interferometer proposal.

Of course, new backgrounds may enter in an atomic experiment. We have at-

tempted to consider all the relevant backgrounds and show that they are controllable

with practical technology in a realistic setup. Many backgrounds will require careful

engineering, just as for any gravitational wave detector. We are certainly not experts
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in every relevant area of expertise necessary for such experiments, but this experiment

seems possible and exciting enough to merit more serious consideration.

An interesting consequence of having a differential measurement between two

interferometers along the same baseline is that this setup would have sensitivity to

scalar-type perturbations, that would, for example, change the length of the perimeter

of the LISA triangle. LIGO lacks sensitivity to these signals since two perpendicular

laser arms are used to remove backgrounds including laser phase noise. Our setup

confers sensitivity to overall changes in the length of a single arm since each arm is

a laser phase noise free combination. In LISA these Sagnac channel events would be

vetoed. One interesting signal of this type would arise from large mass dark matter

particles passing near the detector [155, 156].

There are many avenues for improvement of these proposals in the future. The

atom statistics may be improved with improved cooling techniques, ultimately limited

only by the limit on the density of the cloud from atom-atom interactions and on the

total number of atoms from opacity of the cloud. The use of squeezed atom states may

also allow significant improvements in atom statistics beyond the standard quantum

limit. Improved sensitivities could also come from better classical and atom optics

including multi-photon LMT beamsplitters, higher laser powers and larger laser waist

sizes. There may also be clever ideas for improved atomic systems, for example

which suppress the spontaneous 2-photon transition rate without suppressing the

stimulated rate. It is difficult to predict what advances will be made in the future.

Nevertheless, the rapid advance of atom interferometry motivates us to consider a

range of sensitivity curves that illustrate the possibilities not just for current but also

near future technology.

The proposed gravitational wave detectors may allow the observation of low fre-

quency sources in the band 10−3−10 Hz. This is a very exciting range for astrophys-

ical and cosmological sources. Compact binaries including black holes, neutron stars,

and white dwarfs live for a long period in this band. Such low frequencies also al-

low enhanced sensitivity to a stochastic background of gravitational waves, assuming

at least two such AGIS detectors are built. Many cosmological sources arising from

physics beyond the Standard Model could be present in this range including inflation
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and reheating, early universe phase transitions, or cosmic strings. The observation

of gravitational waves has the potential to reveal significant information about new

physics at both the shortest and longest length scales.



Chapter 8

Conclusion

This work has made great strides towards an ambitious new class of fundamental

physics tests. A 10-meter tall atomic fountain gravimeter has been designed and

built that is expected to reach record levels of acceleration sensitivity. In the near

future, this apparatus will enable a test of the Equivalence Principle at the 10−15g

level.

There are many systematic errors that must be controlled and characterized at this

previously unexplored sensitivity which this work has addressed in great detail. We

created a comprehensive error model for the experiment and then used it to design the

critical aspects of the apparatus. We developed viable strategies for suppressing the

most challenging perturbations, including the coriolis force, magnetic fields, gravity

inhomogeneities, and laser wavefront non-uniformity.

In addition to our experimental effort to test the Equivalence Principle, we have

theoretically analyzed the potential impact of atom interferometry in other tests of

general relativity. For instance, the current generation apparatus will have the sen-

sitivity to measure non-trivial GR effects – such as velocity dependent forces and

non-linear gravity – in a laboratory environment. We also proposed a new config-

uration for the detection of gravitation waves using atom interferometry, including

a detailed, realistic consideration of the experimental backgrounds. Gravity wave

sensors using atom interferometry offer access to a new, astrophysically interesting

frequency band that complements the range accessible to LIGO-like sensors. These
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theoretical studies represent a serious effort to explore the potential science applica-

tions that will soon be possible with atom interferometry.

While our initial test of the Equivalence Principle remains very important in its

own right, we also see the EP apparatus developed in this work as the prototype for

a series of exciting new experiments. Since its inception, atom interferometry has

promised to advance gravitational science, and we now appear even closer to seeing

that promise realized.



Appendix A

Testing Atom and Neutron

Neutrality

A.1 Introduction

Charge quantization and atom neutrality in the Standard Model (SM) are mysteries

which are automatically solved when the theory is embedded in a Grand Unified

group. Even then, Witten has shown [157] that in the presence of CP non-conservation

magnetic monopoles acquire an electric charge that is proportional to the amount of

CP violation, a non-quantized quantity. This suggests that we have to rethink our

notion of atom neutrality even in the presence of a unifying group.

The first experiments to test charge cancelation between the constituents of the

atom came at the turn of the twentieth century [158]. These experiments placed

a bound on e+p
e

of 10−21, a value that is only an order of magnitude larger than

the bound set by recent experiments [158, 159]. Experiments to detect individual

neutron charges independently required different technology, took longer to develop,

and have eventually reached a sensitivity of 10−21e, similar to that of atom neutrality

experiments [158, 159]. Over eighty years after the first precision experiment on

atom neutrality was performed, atom interferometry pushes the precision frontier, and

provides a new tool for testing fundamental physics by measuring effects on individual

atoms [109]. An experiment to test the equivalence principle and modifications of

227



APPENDIX A. TESTING ATOM AND NEUTRON NEUTRALITY 228
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Figure A.1: The experimental setup including particle trajectories. The upper and
lower electrode tubes are operated at potentials V/2 and −V/2 respectively, as de-
scribed in the text.

gravity is already under construction [34]. In this Letter, we propose a modification

of that experiment based on the scalar Aharonov-Bohm effect [160] that can detect

atom and, independently, neutron charges down to 10−28e.

Because of the topological nature of the Aharonov-Bohm effect, the atoms are

under the influence of pure gauge electromagnetic potentials; all electric and magnetic

fields are zero. As a result, there are ideally no forces acting on the atoms, and

systematics from the finite atom polarizability are avoided. If the atom carries a

small charge ϵe, its wave-function will acquire a phase ϵe
~ V t, where e is the electron

charge, t is the time spent in the region of electric potential V , and ϵ is the ratio of

atom charge compared to the electron charge.

We begin with the experimental setup, and analyze possible systematics as well

as the ultimate sensitivity of the experiment with different upgrades. We end with a

discussion on the theoretical motivation behind infinitesimally charged atoms.

A.2 Experimental Setup

The proposed apparatus is based on a 10 m interferometer designed to test the equiv-

alence principle [34]. Evaporatively cooled 87Rb atoms are launched vertically with
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Figure A.2: The atom wave function trajectories as a function of time. The areas in
dark and light gray indicate when the fast and slow atom wavefunctions are traveling
in a region of voltage V/2 and -V/2, respectively. Below are shown the trajectories
for a second atom cloud launched at the same time, in order to control systematics
from laser phase noise.

an initial velocity vL ∼ 10 m
s
. A series of laser pulses (π

2
− π − π

2
sequence) acts

as beamsplitters and mirrors for the atoms, splitting the atom wave-function into a

superposition of space-time trajectories with momentum difference ~keff, and then

recombining them in order to interfere. This momentum difference also sets the

maximum spatial separation of the wave-packets at the maxima of their trajecto-

ries. Within the next few years, the application of Large Momentum Transfer (LMT)

beamsplitters [36, 44, 161] in atom interferometry will likely be realized. With LMT,

a velocity splitting of ~keff
matom

∼ 1 m
s
may be possible and would result in a separation of

1.07 m between the fast and the slow wave-function component at the highest points

of their trajectories.

Taking advantage of this large spatial separation, we can introduce regions of po-

tential V/2 and −V/2 in the trajectories of the fast and slow components respectively,

as illustrated in Fig. A.1. Both the fast and slow trajectories extend vertically along

the axis of the lower cylindrical electrode of radius r. Only the fast-component tra-

jectory extends upwards into a second cylindrical electrode of radius r. An axial gap

d separates the two cylindrical electrodes, and the trajectory of the slow-component

does not extend into the gap region. Assuming d ∼ cm, strong electric fields of order
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V/d ∼ 107 V
m

are present in the gap. To avoid these, the voltage is applied only when

the atoms are well inside the electrode tubes.

A.3 Sensitivity

If the atom carries a small charge ϵe, the phase difference between the fast and slow

component of the atom wave-function is:

ϵe

∫
V

~
dt. (A.1)

For V = 105 Volts and an interaction time of 0.7 s, the phase shift becomes ∼ 1020ϵ.

With 106 atoms, assuming shot-noise limited phase sensitivity of 10−3 rad per trial

and integrating over 106 trials, the experiment can probe phase shifts of 10−6 rad

and measure atom charges down to ϵ ∼ 10−26. These bounds are usually expressed

in terms of the average charge per nucleon, η ≡ ϵ
A
, where A is the total number of

nucleons in the atom. In this language, the experimental reach is η ∼ 10−28. The

current laboratory limit is η = 10−22 [159].

Future prospects for atom interferometry involve increasing the number of atoms

per trial to 107 − 108 and/or using entangled states of atoms. In experiments with

entangled atoms, the atom phases add coherently in each shot and the sensitivity

becomes Heisenberg-limited [162, 40, 41]. These prospects combined could allow an

improvement of at least two orders of magnitude, bringing the experimental reach

down to η ∼ 10−30.

A measurement of ϵ determines a linear combination of the proton, electron and

neutron charges. An independent bound on the charge of the neutron can be placed

by performing a differential measurement between 87Rb and 85Rb atoms in the same

atom cloud. In this case, the ultimate sensitivity is 10−28e, an approximate 7 orders

of magnitude improvement on current bounds. This experiment, combined with the

measurement of the individual Rb atom charges, will give independent measurements

of the neutron charge and the sum of the proton and electron charges. Measuring

the charges of different atoms will improve the neutron charge measurement, but is
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always sensitive to the sum of the proton and electron charges.

To obtain the desired experimental sensitivity, other stochastic sources of interfer-

ometer phase noise must be kept below the fundamental atom noise limit. Examples

of such sources include laser phase noise and the fluctuating initial positions zi of

the atomic clouds, which couple to gravity gradients Tzz and lead to a phase shift

−keffT 2Tzzzi ≈ 7 rad
mm

, where T = 1.16 s is the interrogation time of the experiment,

the time interval between the laser pulses in the π
2
− π − π

2
sequence. To suppress

laser phase noise, we consider operating a second interferometer in the same tube,

vertically separated from the primary interferometer by approximately 2 meters to

avoid the high voltage electrodes, and subject to the same laser pulses. We then

compare the differential phase shift between the two interferometers as a function of

the tube voltage in the primary interferometer; laser phase noise is the same for both

interferometers and cancels as common mode. For the neutron charge measurement,

the differential measurement is between the two collocated Rb isotopes and there is

no need for the additional interferometer. Assuming the local gravitational gradient

can be reduced to 10% by an engineered local mass distribution, the initial position

fluctuations between the interferometers must be controlled at the 1 µm level to allow

shot-noise-limited sensitivity, and at the 10 nm level for a Heisenberg-limited inter-

ferometer. Also, variations in the initial launch velocity can contribute to the noise

through a gravity gradient phase shift −keffT 3TzzvL ≈ 104 rad. The launch velocity

vL must therefore be maintained consistent at the level of 1 µm
s

for shot-noise limited

sensitivity and 10 nm
s

to reach the Heisenberg-limit.

A.4 Systematics

The potential is a control parameter that distinguishes the scalar Aharonov-Bohm

effect from other systematic phase shifts. Assuming stochastic noise sources can be

controlled at the shot-noise level, only systematic phase shifts that depend on the

voltage can potentially limit sensitivity. Such an effect comes from the electric field

gradient near the openings of the tube electrodes, which induces a dipole force on the

atoms. To reduce this effect below detection, the voltage is turned on when the atoms
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are at least 10 radii inside the tube electrodes. Since the atoms spend most of their

time at the highest point of their trajectories, this procedure does not significantly

affect the experimental sensitivity.

Turning the potential on and off involves transient currents which result in tran-

sient magnetic fields. We consider a linear voltage ramp to V0 = 100 kV in a time

τ = 0.1 s. For a 1-meter long electrode of radius r = 1 cm surrounded by the coaxial

grounded tube of radius 2r, the transient current flowing during the charging pro-

cess is approximately 8× 10−5 A. Any asymmetry in the transient currents creates a

magnetic field inside the tube. Assuming complete asymmetry the magnitude of the

field along the axis of the tube is at most Btr ∼ µ0

2r
Itr ∼ 50 µG. Since the atoms are

in the mF = 0 state along the z axis, they interact to second order with magnetic

fields along z: −1
2
αmB⃗

2 = −1
2
αm(B⃗tr + B⃗0)

2, where B⃗0 = (1 mG) ẑ is a constant bias

magnetic field used to define the axis of quantization for the atoms. The transient

field produces an additional acceleration along the direction of motion:

a = αm
∂z(2B⃗tr · B⃗0 + B⃗2

tr)

m
∼ 10−11m

s2
, (A.2)

assuming significant variation of the transient field over 1 cm and αm = 2π × 575Hz
G2

for 87Rb.

One of the advantages of the aforementioned voltage-symmetric (V/2 and −V/2)
design is that, as long as both the fast and slow atoms experience similar transient

field gradients, the induced magnetic phase shift will partially cancel. To make a

quantitative estimate, we separately consider the following set of magnetic fields and

their gradients: the background bias field B0, the additional transient magnetic fields

present in the upper (V/2) and lower (−V/2) electrodes while the voltage is being

ramped up (Bt1 and Bt2, respectively), and the additional transient magnetic field

present in the upper and lower electrodes while the voltage is being brought back to

ground (Bt3 and Bt4, respectively).

To properly estimate the transient field effects we conduct the full phase calcula-

tion, as [47]:

∆ϕtotal = ∆ϕpropagation +∆ϕlaser +∆ϕseparation. (A.3)
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Aharonov-Bohm Signal phase shift(rad) Scaling
ϵeV (toff − ton)/~ 1020ϵ V

Systematic phase shift(rad) Scaling
Magnetic (symmetric)

− 1
3~gtoffvLαmτ

3
2 (

∂Bt4

∂z
)2 −1× 10−3 V 2τ2

1
3~gtoffvLαmτ

3
2 (

∂Bt3

∂z
)2 1× 10−3 V 2τ2

1
6~g

2t2offαmτ
3
2 (

∂Bt4

∂z
)2 7× 10−4 V 2τ2

− 1
6~g

2t2offαmτ
3
2 (

∂Bt3

∂z
)2 −7× 10−4 V 2τ2

− 1
3~gtonvLαmτ

3
1 (

∂Bt2

∂z
)2 −5× 10−4 V 2τ1

1
3~gtonvLαmτ

3
1 (

∂Bt1

∂z
)2 5× 10−4 V 2τ1

Magnetic (non-symmetric)

− 1
3m
gkeff(toff − ton)αmτ

3
1 (

∂Bt1

∂z
)2 −5× 10−5 V 2τ1

− 1
m
B0keffαmτ

2
1
∂Bt1

∂z
−9× 10−5 V B0τ1

Electric polarizability 10−14 V 2

Table A.1: Estimated voltage-dependent signal and systematic phase shifts. V is the
voltage applied on the tubes. ton and toff are the times when the voltage is turned on
and off, respectively. The magnetic systematics are divided into terms that vanish
for perfect upper-lower symmetry (∂zBt1 = ∂zBt2, ∂zBt3 = ∂zBt4) and equal ramping
times (τ1 = τ2) and terms that do not.

The primary voltage-dependent contributions to the phase shift are listed in Table

A.1. Terms of order 10−4 rad may persist even with perfect upper-lower symmetry

and equal ramp times. These terms may be present even when using two collocated

Rb isotopes, since their respective αm values are significantly different.

Both the symmetric and non-symmetric terms are suppressed by reducing the

ramp times τi, and improving the symmetry of the electrode geometry so that the

transient fields Bti and their gradients are reduced. The transient magnetic fields

vanish for current flow uniform on the tube surface and parallel to the tube axis during

the charging process. In our estimate appearing in Table A.1 we have maximally

exaggerated the asymmetry to demonstrate the most conservative case. B⃗2
tr and

There is another potential source of voltage dependent systematics: the walls

of the high-voltage tube electrode experience a small deformation that depends on

voltage due to electrostatic pressure. This deformation affects the diffraction of the

laser from the walls of the tube and creates a small spurious voltage dependent phase
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shift. This systematic can be pushed below the Heisenberg statistics sensitivity level,

by reducing the laser beam waist below 5 mm for an electrode tube of 1 cm radius.

An earlier proposal to test matter neutrality [163] already employs the scalar

Aharonov-Bohm effect. The apparatus is based on a Mach-Zehnder atom interferom-

eter and the design sensitivity is η ∼ 10−21
√
Hz

, compared to η ∼ 10−27
√
Hz

for the current

proposal.



Appendix B

Gravity Inhomogeneities

Gravity inhomogeneities are an important background for the Equivalence Principle

(EP) measurement. For this experiment, we use two Rb isotopes to measure the

local gravitational acceleration g of the Earth. We simply drop the atoms and then

perform atom interferometry as they freely fall, thereby precisely measure the accel-

eration of each isotope. Then we compare the two acceleration measurements derived

from the isotopes to test the Equivalence Principle. This conceptually simple tech-

nique is unfortunately complicated by the fact that g varies with position in the lab.

Therefore, it is easy to measure two different values of g simply by starting the two

isotopes at different locations, resulting in an apparent EP violation. To combat this

potential source of systematic error, the two isotope clouds must precisely follow the

same trajectories so that they experience the same position dependent gravitational

acceleration. The purpose of this appendix is to quantify how sensitive the inter-

ferometer is to gravitation perturbations at different length scales. This ultimately

helps determine how well the isotope trajectories must coincide in order to suppress

this background.

To proceed, we must calculate the sensitivity of an atom interferometer to gravity

inhomogeneities. The observable quantity in an atom interferometer is the phase

shift ∆Φ that accumulates between its two arms. This phase shift depends on the

local gravitational field that each arm experiences as it propagates. To a significant

extent, the response of the interferometer is dominated by the constant piece of the

235



APPENDIX B. GRAVITY INHOMOGENEITIES 236

the gravitational field. This effect gives the main signal for the EP measurement

and is calculated in Chapter 4. However, for this analysis, we are instead concerned

with the small ripples in the gravitational field that are superimposed on this large

constant piece. Since the gravitational inhomogeneities considered here are small, we

can use perturbation theory to calculate the phase shift that they induce in the atom

interferometer.

The next two sections deal with calculating the response of the atom interferometer

to these ripples in the gravitational field. In order to make the analysis more general,

we compute the response in the Fourier domain (k-space). Our main result is a

transfer function for gravity inhomogeneities. Conceptually, this transfer function

gives the phase shift response of the interferometer to gravity perturbations as a

function of the spatial wavelength of the perturbation. Quantitatively, the transfer

function then provides a general mechanism for computing the phase shift caused

by any arbitrary gravitational perturbation simply by summing up the contributions

from each spatial frequency component of the perturbation weighted by the value of

the transfer function at that frequency.

B.1 Perturbation theory phase shifts

We model gravitational inhomogeneities as a small position-dependent potential en-

ergy δU(r). The presence of this perturbation modifies the atom’s Lagrangian so that

it becomes

L = L0 − ϵδU(r) (B.1)

where L0 is the unperturbed Lagrangian. Here the dimensionless parameter ϵ is used

to keep track of the order of the perturbation. To first order in ϵ,[46] the phase shift

is found by integrating the perturbing part of the Lagrangian over the unperturbed

path of the interferometer:

∆Φ = − ϵ

~

{∫ tf

ti

δU(ru)dt−
∫ tf

ti

δU(rl)dt

}
+O(ϵ2) (B.2)
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Here ru(t) and rl(t) are the upper and lower paths, respectively, of the unperturbed

(ϵ = 0) interferometer. The limits of the integral run from the first beamsplitter

pulse of the interferometer at time ti to the final beamsplitter at time tf . In this

formalism, the paths ru(t) and rl(t) are piecewise functions representing the entire

trajectory during the interval {t|ti ≤ t ≤ tf} which spans all of the beamsplitter and

mirror pulses of the interferometer.

Note that the perturbation introduced here will in fact modify the interferometer

paths at O(ϵ), but it just so happens that the resulting contributions to the phase

shift are only O(ϵ2). This approximation allows for a tremendous simplification of

the calculation which holds up as long as the perturbation δU(r) remains sufficiently

small such that O(ϵ2) terms can be neglected. This condition is easily met by the

small gravitational ripples we consider here.

B.2 Transfer function for gravity inhomogeneities

The gravitational perturbation for an atom of mass m may be written

δU(r) = mδϕ(r) (B.3)

with δϕ(r) the gravitational potential. The first order phase shift formula from above

then becomes

∆Φ = −1

~

∫ tf

ti

m (δϕ(ru)− δϕ(rl)) dt (B.4)

where we dropped the parameter ϵ to simplify the notation. Consider the Fourier

decomposition of the potential:

δϕ(r) =

∫
d3k

(2π)3
δ̃ϕ(k)eik·r (B.5)

δ̃ϕ(k) =

∫
d3rδϕ(r)e−ik·r (B.6)

Here δ̃ϕ(k) is the amplitude of the Fourier component with spatial wavevector k. The

functions δϕ(r) and δ̃ϕ(k) form a Fourier transform pair. Substituting Eq. B.5 into
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Eq. B.4 gives

∆Φ = −m
~

∫ tf

ti

dt

∫
d3k

(2π)3
(
eik·ru − eik·rl

)
δ̃ϕ(k). (B.7)

We can then exchange the order of these integrals and define the transfer function

response to gravitational potential perturbations:

Tϕ(k) ≡ −m
~

∫ tf

ti

dt
(
eik·ru(t) − eik·rl(t)

)
(B.8)

The phase shift can then be expressed as

∆Φ =

∫
d3k

(2π)3
δ̃ϕ(k)Tϕ(k) (B.9)

which is just a sum over all spatial frequencies of the response transfer function times

the size of the perturbation of the potential at that frequency.

The above formula (Eq. B.9) is conceptually the main result of this section.

Although Eq. B.9 encompasses all of the physics necessary to study the effect of

gravitational ripples on the interferometer, we will find it useful to develop several

additional versions of this result. In particular, the main shortcoming of Eq. B.9 is

that it is expressed in terms of the gravitational potential. While computationally

convenient, the potential is conceptually less useful than the gravitational field. We

will therefore reexpress this result in terms of the field instead of the potential. This

will allow for more intuitive comparisons to other know acceleration backgrounds.

We begin with the standard definition of the gravitational field in terms of the

gradient of the potential:

δg(r) ≡ −∇δϕ(r) = −
∫

d3k

(2π)3
(ik)eik·rδ̃ϕ(k) (B.10)

Notice that the gradient brings down an (ik) in the frequency domain representa-

tion. The gravitational field δg(r) forms a Fourier transform pair with its k-space
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representation δ̃g(k):

δg(r) =

∫
d3k

(2π)3
δ̃g(k)eik·r (B.11)

δ̃g(k) =

∫
d3rδg(r)e−ik·r (B.12)

Comparison of Eqs. B.10 and B.11 allows for the identification

δ̃g(k) = −ikδ̃ϕ(k) (B.13)

which relates the Fourier components of the potential to the gravitational field. In-

verting this expression yields

δ̃ϕ(k) =
ik

k2
· δ̃g(k) (B.14)

which can now be substituted into Eq. B.9:

∆Φ =

∫
d3k

(2π)3

(
ik

k2
· δ̃g(k)

)
Tϕ(k). (B.15)

Finally we arrive at the gravitational field version of Eq. B.9

∆Φ =

∫
d3k

(2π)3
δ̃g(k) ·Tg(k) (B.16)

where the field transfer function is given by

Tg(k) ≡
ik

k2
Tϕ(k). (B.17)

It is worth reiterating that Eqs. B.9 and B.16 express the same physics and are

simplify different formulations of the same result. Also notice that while this analysis

so far has been very general, our result is somewhat cumbersome due to the three-

dimensional nature of the problem. To gain further insight, it is useful to consider a

one-dimensional version of the problem.
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In this case, the atom interferometer configurations we are interested in are in-

trinsically one-dimensional. Ideally, the atoms should be freely-falling along the ẑ

direction in order to maximize sensitivity to gravity. In any real experiment there

will be unavoidable transverse motion arising from imperfect initial conditions and

small transverse forces present during the interferometer. However, these effects are

usually quite small. In a typical experiment, motion in the ẑ direction spans many

meters while motion in the transverse direction is limited to the millimeter scale.

Thus the dominate contribution to Eq. B.16 comes from ẑ component of the path.

Consider a perfectly one-dimensional interferometer along the ẑ-direction with

ru(t) ≡ zu(t)ẑ and rl(t) ≡ zl(t)ẑ being the upper and lower paths, respectively. The

transfer function for the potential is then reduced to

Tϕ(k)
1D
= −m

~

∫ tf

ti

dt
(
eikzzu(t) − eikzzl(t)

)
= Tϕ(kz) (B.18)

which only depends on kz, the ẑ-component of the spatial wavevector. The phase

shift for the one-dimensional problem is

∆Φ1D =

∫
d3k

(2π)3
δ̃ϕ(k)Tϕ(kz) (B.19)

=

∫
dkz
2π

Tϕ(kz)

∫ ∫
dkxdky
(2π)2

(∫
d3rδϕ(r)e−ik·r

)
(B.20)

where in the second line we have inserted the transform of δ̃ϕ(k) using Eq. B.6. Next,

we can evaluate the kx and ky integrals since Tϕ only depends on kz:

∆Φ1D =

∫
dkz
2π

Tϕ(kz)

∫
d3rδϕ(r)e−ikzz

(∫
dkx
2π

e−ikxx

)(∫
dky
2π

e−ikyy

)
(B.21)

=

∫
dkz
2π

Tϕ(kz)

∫
d3rδϕ(r)e−ikzzδ(x)δ(y). (B.22)

Here the Dirac delta function is given by

δ(x) ≡
∫
dkx
2π

e−ikxx. (B.23)
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The integrals over x and y are now trivial and we are left with

∆Φ1D =

∫
dkz
2π

Tϕ(kz)

(∫
dzδϕ(0, 0, z)e−ikzz

)
(B.24)

where the term in parenthesis is just the Fourier transform of the potential along the

ẑ axis. Defining the one-dimensional scalar potential Fourier transform pair,

δ̃ϕ(kz) =

∫
dz δϕ(0, 0, z) e−ikzz (B.25)

δϕ(0, 0, z) =

∫
dkz
2π

δ̃ϕ(kz) e
ikzz (B.26)

we then arrive at the one-dimensional analog of Eq. B.9,

∆Φ1D =

∫
dkz
2π

Tϕ(kz)δ̃ϕ(kz). (B.27)

To convert this result from the potential to the field, we once again begin with

the definition of the field but consider only the ẑ component:

δgz(z) ≡ ẑ · δg(0, 0, z) = −∂zδϕ(0, 0, z) (B.28)

In this case the derivative brings down a factor of (ikz) in the Fourier domain giving

δgz(z) = −
∫
dkz
2π

(ikz)δ̃ϕ(kz) e
ikzz. (B.29)

As before, the one-dimensional field can be written as a Fourier transform pair:

δgz(z) =

∫
dkz
2π

δ̃gz(kz)e
ikzz (B.30)

δ̃gz(kz) =

∫
dz δgz(z)e

−ikzz. (B.31)

Combining Eq. B.29 and B.30 gives the one-dimensional analog of Eq. B.13

δ̃gz(kz) = −ikz δ̃ϕ(kz) (B.32)
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The one-dimensional phase shift expressed in terms of the field is then given by

∆Φ1D =

∫
dkz
2π

Tgz(kz)δ̃gz(kz) (B.33)

where the one-dimensional field transfer function is

Tgz(kz) ≡
i

kz
Tϕ(kz) = ẑ ·Tg(0, 0, kz). (B.34)

We conclude this section by expressing the above result for the one-dimensional

phase shift in terms of the spatial wavelength λ which is related to the wavevector

by kz = 2π
λ
. This conversion requires a simple change of variables for the integral

in Eq. B.33. It can be shown that for an integral over any function f(kz) that this

substitution gives ∫ ∞

−∞

dkz
2π

f(kz) =

∫ ∞

−∞

dλ

λ2
f(2π/λ). (B.35)

Applying this identity results in

∆Φ1D =

∫
dλ

λ2
Tgz(2π/λ) δ̃gz(2π/λ) . (B.36)

We now make the following definition for the spectral components of the field as a

function of wavelength:

δg(λ)z (λ) ≡ 1

λ2
δ̃gz(2π/λ) . (B.37)

The field δgz(z) and δg
(λ)
z (λ) then form a transform pair given by

δg(λ)z (λ) =
1

λ2

∫
dz δgz(z) e

−i 2πz
λ (B.38)

δgz(z) =

∫
dλ δg(λ)z (λ) ei

2πz
λ (B.39)

which has the desirable property that δg
(λ)
z (λ) is the amplitude of the Fourier coeffi-

cient with wavelength λ. The final result expressed in terms of wavelength is then

∆Φ1D =

∫
dλT (λ)

gz (λ) δg
(λ)
z (λ) (B.40)



APPENDIX B. GRAVITY INHOMOGENEITIES 243

where the field transfer function versus wavelength is defined as

T (λ)
gz (λ) ≡ Tgz(2π/λ) =

iλ

2π
Tϕ(2π/λ) . (B.41)

B.3 Applications to specific interferometer config-

urations

The phase shift response of an atom interferometer depends critically on the space-

time trajectories of the interfering paths. For the light-pulse atom interferometers

that we consider here, these paths depend on the laser pulses used to manipulate

each atom during the interferometer. These light pulses are used to implement the

atom beamsplitters and mirrors. During each interaction with the laser, an atom

can exchange momentum with the light, resulting in either an increase or decrease in

velocity. This light-induced velocity change is called the recoil velocity and is given

by

vR = ~keff/m (B.42)

where keff is the effective wavevector of the light. The specific value of keff depends

on the details of the atom-light interaction that implements the atom optics. For

example, in the commonly used two-photon Raman or Bragg atom optics we have

keff = 2k where k = 2π/λ is the normal wavevector of the light with wavelength

λ. However, in the case of large momentum transfer (LMT) beamsplitters we have

keff = Nk where N may be 10 or even 100.

B.3.1 Three pulse sequence

The simplest version of an atom-interferometer accelerometer that we consider is

based on a three pulse sequence (π
2
−π− π

2
). The sequence consists of a beamsplitter

(π
2
) pulse at time t = t0 followed by a mirror (π) pulse at t = t0+T and finishes with

a final beamsplitter (π
2
) at t = t0 + 2T . As a result, the three-pulse sequence is the

atom equivalent of a Mach-Zehnder interferometer. The dominate phase shift of this
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Figure B.1: Atom trajectory for a (π
2
-π-π

2
) three pulse sequence.

sequence is the accelerometer response, which for acceleration g is

∆Φ
(0)
3 pulse = keff · gT 2 (B.43)

Figure B.1 shows the space-time trajectories of the upper and lower paths in a three-

pulse sequence. At each of the three times when light pulses occur, the velocity of

the atom changes discontinuously due to the recoil velocity.

The field transfer function for the three pulse sequence is shown in Fig. B.2. At

very long wavelengths (λ→ ∞) the response asymptotes to the constant gravity phase

shift given by Eq. B.43. For short wavelengths (λ . L), the response is cutoff since

the interferometer effectively averages over many oscillations of those perturbations

with wavelength smaller than its characteristic size L.

For the EP experiment, we are interested in the differential response between the

two isotopes of Rubidium. The differential field transfer function versus wavelength

is defined as

∆T (λ)
gz (λ) ≡

[
T (λ)
gz (λ)

]
85Rb

−
[
T (λ)
gz (λ)

]
87Rb

(B.44)

Figure B.3 shows the differential gravity transfer function for the EP measurement.
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Figure B.2: Magnitude of the gravity transfer function as a function of wavelength
for 87Rb. The plot is for a symmetric interferometer in which the launch velocity
vL = gT = 13 m/s (see Fig. B.1).

Notice that the long wavelength differential response is suppressed since both interfer-

ometers have the same response to a constant acceleration (assuming the EP holds).

The residual differential response is due to differences in the trajectories of the two

isotopes during the interferometers. Their trajectories vary both as a result of dif-

ferences in initial conditions (launch kinematics) and because of the different recoil

velocity of each isotope due to their unequal mass.

B.3.2 Four pulse sequence

More complicated interferometer sequences can be used to suppress certain systematic

errors. For example, a four pulse (π
2
−π−π− π

2
) sequence suppresses phase shifts due

to a linear gravity gradient.[48] As discussed in Chapter 4, the differential gravity

gradient phase shift in the EP measurement is a challenging systematic error to

control because it requires nm-level overlap of the isotope trajectories. A four pulse

sequence can reduce these requirements by rendering the interferometer insensitive

to the gravity gradient perturbation.
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Figure B.3: Magnitude of the differential gravity transfer function as a function of
wavelength for the EP measurement using a three-pulse sequence. The blue curve
assumes conventional 2~k atom optics while the red curve assumes 50~k LMT atom
optics.

The four pulse sequence consists of a beamsplitter (π
2
) pulse at time t = t0, a

mirror (π) pulse at t = t0 + T1, another mirror (π) pulse at t = t0 + T2, and a final

beamsplitter (π
2
) at t = t0 + 2T , where 0 < T1 < T2 < 2T . The specific choice of T1

and T2 determines the shape of the interferometer which affects its phase response.

For example, the symmetric case T1 = T/2 and T2 = 3T/2 results in an interferometer

that is insensitive to uniform acceleration.

The gravity gradient phase shift1 is suppressed for the choice T1 = (
√
5−1)
2

T and

T2 =
(
√
5+1)
2

T . The trajectories that result from this choice are shown in Fig. B.4. In

this case, the uniform acceleration response is reduced to[48]

∆Φ
(0)
4 pulse = (

√
5− 2)keff · gT 2 ≈ 0.24∆Φ

(0)
3 pulse (B.45)

which means that the insensitivity to the gravity gradient comes at the expense of a

reduced sensitivity to uniform acceleration compared to the three pulse sequence.

1More precisely, this choice for T1 and T2 eliminates all phase shifts that are proportional to T 3.
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Figure B.4: Atom trajectory for a (π
2
-π-π-π

2
) four pulse sequence. The choice of

T1 = (
√
5−1)
2

T and T2 = (
√
5+1)
2

T shown here makes the interferometer insensitive to
gravity gradient induced phase errors.

Figure B.5 shows the differential gravity transfer function for the EP measurement

for the case of a four pulse sequence with T1 and T2 chosen to eliminate the gravity

gradient response. Notice that, as expected, the sensitivity of the four pulse sequence

is smaller at long wavelengths than the three pulse sequence. This reflects the fact

that a linear gravity gradient acts like a λ & L wavelength perturbation within the

interferometer region.

B.4 Phase shift response for a discrete source spec-

trum

The theoretical treatment developed here so far has been limited to working with

continuous functions for the gravitational field. This model is only directly applicable

in the rare case when the gravitational field is known analytically. In the physically

relevant case that the gravitational field is experimentally measured, g(r) will only

be known at a discrete set of points limited by the necessarily finite spatial separation
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Figure B.5: Magnitude of the EP differential gravity transfer function using a four
pulse sequence with π pulse times chosen to cancel gravity gradients (red). The
blue curve is the three pulse sequence EP response shown for reference. Both curves
assume equal launch kinematics for 85Rb and 87Rb, with vL = 13 m/s and 2~k atom
optics. The response of the four pulse sequence to wavelengths λ & L ≈ 10 m is
suppressed because these long wavelengths approximate a linear gravity gradient in
the interferometer region.
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between each measurement. This same situation applies for a numerically modeled

gravitational field since the field can only be calculated on a finite grid of points, e.g.

in a finite-element model(FEM). In both cases we must adapt the result of Eq. B.40

for a gravitational field that is only known at discrete points.

To begin, it is convenient to work with the single-sided spectrum:

∆Φ1D =

∫ ∞

−∞
dλT (λ)

gz (λ) δg
(λ)
z (λ) (B.46)

=

∫ ∞

0

dλT (λ)
gz (λ) δg

(λ)
z (λ) +

∫ ∞

0

dλT (λ)
gz (−λ) δg

(λ)
z (−λ) (B.47)

Here we split the integral into a positive and negative half and then changed variables

so that the range of each integral is the same. Next, direct inspection of the definitions

of T
(λ)
gz (λ) and δg

(λ)
z (λ) lead to the identities

T (λ)
gz (−λ) = T (λ)∗

gz (λ) (B.48)

δg(λ)z (−λ) = δg(λ)∗z (λ) (B.49)

where the asterisk indicates the complex conjugate. Combining the two integrals,

∆Φ1D =

∫ ∞

0

(
T (λ)
gz (λ) δg

(λ)
z (λ) + T (λ)∗

gz (λ) δg(λ)∗z (λ)
)
dλ (B.50)

= 2

∫ ∞

0

Re
[
T (λ)
gz (λ) δg

(λ)
z (λ)

]
dλ (B.51)

where we used Re[z] = (z + z∗)/2. Now the phase shift is expressed in terms of an

integral over only the positive half of the spectrum.

The above integral can be approximated by a Riemann sum over a finite set of N

points. Let λn ≡ L
n
for 1 ≤ n ≤ N be the points where the integrand is evaluated.

The integral is then approximately given by

∆Φ1D ≈ 2
N∑

n=1

Re
[
T (λ)
gz (λn) δg

(λ)
z (λn)

]
(λn − λn+1) (B.52)

where λ1 = L is chosen to be large enough so that the contribution to the integral
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from the range [L,∞) can be safely ignored. Also, the number of discrete sampling

points N must be sufficiently large to ensure that the Riemann sum converges to

the integral within some allowable error. This essentially requires that the Nyquist

wavelength λN = L/N is small enough so that all the significant frequency content

of the integrand is properly sampled. The final result for the discrete version of the

phase shift response is

∆Φ1D = 2
N∑

n=1

Re
[
T (λ)
gzn δg

(λ)
zn

]
(B.53)

where we have made the following definitions:

T (λ)
gzn ≡ T (λ)

gz (λn) (B.54)

δg(λ)zn ≡ δg(λ)z (λn) · (λn − λn+1) (B.55)

Notice that g
(λ)
zn has the units of gravitational acceleration and should be interpreted as

the amplitude of the Fourier component at wavelength λn in the sampling bandwidth

(λn − λn+1).

Next, Eq. B.38 can also be approximated by a Riemann sum over the discrete

values of the gravitational field:

δg(λ)zn =
(λn − λn+1)

λ2n

N∑
j=1

(zj+1 − zj)δgz(zj)e
−i(2πzj/λn) (B.56)

Here zj ≡ ∆z · j are the positions where the field is known and L ≡ N∆z is chosen to

be the size of the measurement region. Thus we have λn = N∆z
n

which finally leads

to

δg(λ)zn =
1

N

n

n+ 1

N∑
j=1

δgz(zj)e
−2πijn/N (B.57)

where the sum is just the usual formula for the discrete Fourier transform of the

measured field.



Appendix C

Broadband Optical Serrodyne

Frequency Shifting

Optical frequency shifting has broad commercial and scientific applications. For ex-

ample, optical telecommunication FSK protocols can be implemented using single-

sideband (SSB) frequency shifters[164]. In spectroscopy and laser cooling experi-

ments, agile frequency shifts from the MHz through the GHz range are often required[165,

166].

Acousto-optic modulators (AOMs) are commonly used for MHz-level shifts, but

a given AOM has a limited tuning range which is only a small fraction of its fixed

center frequency. AOMs that can deliver GHz-level shifts typically offer this in-

creased bandwidth by sacrificing diffraction efficiency. Broadband electro-optic phase

modulators (EOMs) avoid many of the bandwidth and tuning range limitations of

AOMs. Commercially available fiber phase modulators can have modulation band-

widths > 10 GHz. However, typical sinusoidal phase modulation is an inherently

inefficient method of frequency shifting. At best, the fraction of the power in the

first-order sideband is η = (J1(βmax))
2 ≈ 0.34, where Jn(β) are the Bessel functions

of the first kind. Also, the presence of large undesirable frequency spurs at other

harmonics can cause problems in some applications.

In this appendix, we use a serrodyne phase modulation signal[167] to demon-

strate broadband electro-optic frequency shifting with high efficiency into the desired

251
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sideband and correspondingly small undesirable spurs.

We briefly review the theory of serrodyne phase modulation[168]. The electric

field for the light exiting the EOM is E(t) = E0 cos (ωt+ ϕ(t)) where ω is the optical

frequency and ϕ(t) is the phase imprinted by the modulator. A direct frequency shift

can be imparted by applying a linear phase ramp,

ϕ(t) = (mδ) · t mod 2πm (C.1)

where ϕ̇ = mδ is the desired shift and m is an integer. This phase ramp need only

extend from 0 to 2πm before resetting since cosine is 2π-periodic. The resulting

waveform is a sawtooth with angular frequency δ and amplitude 2πm. The first order

(m = 1) condition results in a frequency shift δ, but higher order shifts (m > 1)

are also possible. Although a serrodyne signal can theoretically mimic a linear phase

ramp within a finite tuning range, it requires a high bandwidth to faithfully reproduce

the discontinuities at the end of each period.

The usefulness of the serrodyne technique is limited by the quality of the sawtooth

waveform that can be produced within an experimentally accessible bandwidth, and

this gets increasingly difficult for higher frequency shifts. Early work was done with

MHz-level frequency shifts[167, 169], and more recently improved spur suppression has

been demonstrated at these frequencies[168, 170, 171, 172]. Higher frequency serro-

dyne shifts were achieved with photonic arbitrary waveform generation (PAWG) using

mode-locked lasers[173, 174], but these techniques are complicated and have limited

tunability. In addition, PAWG based on spatial-spectral holography[175, 176] as well

as commercially available conventional arbitrary wave generators with > 10 GS/s

sampling rates could conceivably be used to produce high-quality GHz sawtooth

waves.

Here we generate high frequency (200 MHz - 1.6 GHz) sawtooth waveforms with

good fidelity by using a Non-Linear Transmission Line (NLTL). In an NLTL, an elec-

tronic signal experiences an amplitude-dependent propagation speed[177]. This effect

results in a steepening of the input waveform as the higher amplitude components
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catch up with the lower amplitude components. A sinusoidally driven NLTL there-

fore outputs an approximate sawtooth waveform at the drive frequency. The NLTLs

that we use are commercially available, passive components and generate harmonic

content out to > 20 GHz.

We directly drive a LiNbO3 fiber phase modulator (Photline Technologies NIR-

MPX850-LN08, > 8 GHz bandwidth) with the serrodyne signal generated by an

NLTL and analyze the resulting spectrum with a Coherent model 240 Fabry-Perot

spectrometer (Fig. C.1a). We drive the NLTLs by amplifying the output of a signal

generator (HP83712A) with a broadband RF amplifier (Mini-Circuits ZHL-42W).

The NLTLs produce high output power serrodyne signals, and since the fiber phase

modulators have a low Vπ ≃ 8 V, we can directly drive the modulator without post-

amplifying, and thus further bandwidth limiting, the NLTL output.

We generate 780 nm narrow-linewidth (∼ 1 MHz) laser light using a MOPA laser

setup (New Focus Vortex injecting an Eagleyard Tapered Amplifier). A small fraction

of the light (30 mW) is coupled into the fiber phase modulator, providing up to 14 mW

of output light. We couple a fraction of this power into the Fabry-Perot cavity (FSR

7.5 GHz, resolution ∼ 25 MHz).

(a) (b)

NLTL

MOPA

φΜ

AOM

φΜNLTL -1

ν1

ν2
NLTL

MOPA

φΜ

Fabry-

Perot

Figure C.1: Experimental setup. (a) A single phase modulator (ϕM) measured with a
Fabry-Perot cavity. (b) Two phase modulators in a push-pull configuration measured
via a heterodyne beat with the reference beam shifted 194 MHz by an AOM.

The serrodyne output of the NLTL varies with input frequency and amplitude.
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We characterized three NLTLs manufactured by Picosecond Pulse Labs with different

frequency ranges and rated input powers: 7112-110 (300−700 MHz @ 29 dBm), 7113-

110 (600− 1600 MHz @ 29 dBm) and 7102-110 (300− 700 MHz @ 24 dBm, requiring

a ZHL-42W post-amplifier). Each NLTL was swept through its frequency range, and

the input amplitude was varied at each point to determine the optimum serrodyne

signal. We captured a data spectrum and a reference spectrum (no RF drive applied

to the NLTL) at each drive frequency with a digital oscilloscope. Example traces

are shown in Fig. C.2. Note that since the fiber phase modulator is electrically

floating, we can reverse the signal and ground connections to apply a minus sign to

the serrodyne signal (a balun could also be used).
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Figure C.2: Optical spectrum with and without serrodyne modulation normalized to
the unmodulated carrier. The center (blue) curve shows the optical spectrum with
no RF modulation. The right (red) and left (yellow) curves are the spectrum with a
serrodyne modulation of +1.1 GHz and -1.1 GHz, respectively. The inset shows the
applied 1.1 GHz serrodyne waveform in volts versus time in nanoseconds as measured
by a 63 GHz oscilloscope.

The efficiency η of the serrodyne is the fraction of the unmodulated carrier power

shifted into the desired sideband. Our serrodyne frequency shift has η > 0.6 from
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200 MHz to 1.2 GHz as shown in Fig. C.3. Of particular interest are the regions from

400− 500 MHz and from 1− 1.1 GHz which maintain η ∼ 0.8. This is comparable to

a well-aligned single pass AOM. Similarly, we also characterize the cleanliness of the

resulting spectrum by its spurious sideband fraction SF, defined as the ratio of the

largest spurious frequency component to the desired signal. We measure SF < 0.2

from 200 MHz to 1.2 GHz as shown in Fig. C.3. In the region from 700 MHz to

1.1 GHz we find SF < 0.1. Figure C.2 (left trace) shows a shift with η = 0.82 and

SF = −16 dB.
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Figure C.3: Serrodyne modulation efficiency. The upper and lower curves show η and
SF, respectively.

As a consistency check of the observed spectra, we made a time domain measure-

ment of the applied sawtooth waveform V (t) using a 63 GHz Agilent Infiniium DCA

86100B oscilloscope (Fig. C.2 inset). We then calculated the implied serrodyne spec-

trum using ϕ(t) = αV (t) and fit the result to the observed spectrum shown in Fig.

C.2 with a single free parameter α. The predicted spectrum matches the observations

very well, with an RMS peak height difference of < 2% relative to the carrier.
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In addition to the first order serrodyne results, we demonstrated second order

shifts (m = 2 in Eq. C.1) by increasing the amplitude of the sawtooth waveform

using the post-amplified 7102-110. This allows for a larger serrodyne frequency shift

of 2δ without exceeding the frequency range of the NLTL. We observed second order

shifts with η2 > 0.5 and SF2 < 0.25 for a frequency shift range of 800 MHz to 1 GHz.

These results were likely limited by the 4.2 GHz bandwidth of the post-amplifier.

To obtain smaller frequency shifts, we arranged two identical fiber phase modu-

lators in a push-pull configuration (Fig. C.1b). The two modulators are driven by

NLTLs supplied by independently tunable amplified function generators running at

frequencies ν1 and ν2, respectively. With this flexible setup we can continuously scan

the serrodyne output at ∆ν = ν1−ν2 from positive to negative frequencies out to the

maximum frequencies of the NLTLs. We used a heterodyne measurement to charac-

terize the push-pull spectrum for ∆ν smaller than the linewidth of the Fabry-Perot

(Fig. C.4). An AOM in the reference arm of the interferometer shifted the carrier

by a fixed frequency of 194 MHz so that we could distinguish positive frequency beat

notes from negative frequency beat notes with respect to the unshifted carrier. We

find that higher-order harmonics of ∆ν are suppressed by at least 25 dB compared

to the desired shifted signal.

We investigated the phase noise of the serrodyne-shifted light by comparing the

unmodulated heterodyne beat note signal to that of the push-pull signal out to 1 MHz

with a resolution bandwidth of 1 kHz. The phase noise of the unmodulated signal was

−95 dBc/Hz at 150 kHz offset. During serrodyne modulation we observe no increase

in phase noise above this noise floor.

Optical SSB modulation using a dual Mach-Zehnder geometry[178] is another

well-known solution for frequency shifting in the GHz range. However the maximum

efficiency is ηSSB = (J1(βmax))
2 ≈ 0.34, at which point the −3δ spur is only suppressed

by SFSSB =
(

J3(βmax)
J1(βmax)

)2
≈ −15 dB. Our measured efficiency is better than this limit,

and in some frequency ranges the spur suppression is better as well. Additionally,

the NLTL serrodyne scheme needs only a single phase modulator compared to the

four that must be integrated into an SSB modulator. Finally, the multiple path

Mach-Zehnder geometry is a potential source of low-frequency drift.
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Figure C.4: Heterodyne spectra of push-pull frequency shift. (a) No modulation (b)
∆ν = +1 MHz (c) ∆ν = −5 MHz.

The serrodyne technique can potentially be improved to offer cleaner frequency

shifts and a larger tuning range. The fall time is the principle performance driver[168],

and NLTLs can generate sub-picosecond transients[179]. This is more than 50 times

faster than our measured fall time. Additionally, the serrodyne could be improved by

adding a passive network to adjust the phase and amplitude of the existing frequency

components.

Although the dual modulator push-pull configuration allows for a much larger

tuning range, it does so at the expense of an additional modulator. In principle, the

two serrodyne drive signals could be subtracted using a high-frequency balun and

then applied to a single modulator.

It is interesting to compare these NLTL results to what could be achieved with

state-of-the-art commercially available AWGs. An AWG with a 24 GS/s sampling

rate can in principle generate sawtooth waveforms with fall times as short as 35

ps which would allow for GHz serrodyne shifts with spurious sideband fraction and
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phase noise similar to what we observe with the NLTLs1. However, an AWG-based

scheme would most likely require high-power, broadband (∼1 W, BW ≈ 10 GHz)

post-amplification to achieve efficient phase modulation, and the cost and overhead

associated with high frequency arbitrary synthesis is a disadvantage.

Serrodyne frequency shifting using NLTLs offers several advantages over tradi-

tional optical frequency manipulation. Unlike an AOM, the serrodyne phase modu-

lator does not spatially shift the beam and is thus immune to temperature induced

alignment changes. An NLTL-driven phase modulator offers a greater than three

octave dynamic tuning range, and using a push-pull configuration we have demon-

strated continuous tuning from −1.6 GHz to +1.6 GHz. This is more flexible than

previous frequency shifting techniques in this band.

A similar implementation of the serrodyne technique recently appeared in [180].

Many thanks to the Fejer group for lending us the Infiniium oscilloscope.

1Tektronix AWG7122B, 35 ps fall time @ 1 Vpp, phase noise −85 dBc/Hz @ 10 kHz offset.



Appendix D

Picosecond Optical Switching using

RF Non-Linear Transmission Lines

To keep pace with the demand for digital content, optical data rates are being pushed

toward 1 Tb/s. High speed Optical Time Division Multiplexing (OTDM) using

a single wavelength is an attractive option to achieve these transmission speeds.

OTDM requires fast optical switches and short pulse generators, and these ele-

ments have been implemented in a variety of manners [181]. Electro-optic[182] and

electroabsorptive[183, 182] modulators can directly apply an electronic switching sig-

nal to an optical carrier. Alternatively, non-linear effects have been used to modulate

a short clock pulse to implement an all-optical mux and demux at 160 Gb/s [184]. A

variety of OTDM schemes use an interferometer as an intensity modulator by induc-

ing a phase shift between the arms via some non-linear interaction (e.g., cross phase

modulation)[185, 186]. These require short (∼ 1 ps) optical gate pulses, typically gen-

erated by mode-locked laser diodes (MLLD). These schemes are either complicated,

or have not been shown to be capable of sub-psec switching speeds.

In this appendix, we propose a novel switching scheme that is simple and robust

and has the potential to be competitive with current technology and could conceiv-

ably support a Tb/s OTDM network. Our proposed sub-picosecond optical switch

is composed of an interferometer in which the phase difference between the arms

is controlled by a pair of electro-optic modulators (EOMs) driven by a non-linear

259
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transmission line (NLTL). An NLTL can passively generate the THz-level harmonic

content needed for sub-ps switching, and as a result we do not need a fast control

pulse.

In an NLTL, an electronic signal experiences an amplitude-dependent propa-

gation speed that causes an input sinusoidal wave with period T to steepen as it

propagates[177]. The output approximates a sawtooth wave that periodically grows

linearly for a time (T − tF ) and then returns to zero in a short fall time tF at the end

of each cycle. Commercially available NLTLs have fall times in the picosecond range

which are necessary for sawtooth generation in the GHz range[33]. When this signal

is used to drive an electro-optic phase modulator, the short fall time is imprinted on

the light as a phase shift ϕ(t) provided that the modulator RF bandwidth is larger

than ∼ t−1
F .

In order to implement an optical switch, we apply NLTL-generated phase shifts

to both arms of an interferometer using two independent phase modulators ϕM1 and

ϕM2 (Fig. D.1). The interferometer output depends on the phase difference between

the two arms given by

δθ = ϕ(t−∆T )− ϕ(t) + δθ0 (D.1)

where ∆T is an added time delay between the drive signals and δθ0 is any (slowly

varying) phase difference not induced by the modulators. The intensity at the output

port is then proportional to sin2(δθ/2). For ∆T = 0, the ϕ(t) signals are temporally

overlapped and cause no phase shift. Choosing ∆T = tF results in a narrow window

of time 2tF at the end of each sawtooth period during which the two waveforms do not

cancel, leading to a rapid variation in δθ. The output intensity of the interferometer

then depends on δθ0. Setting δθ0 = 0 gives a dark port condition for all times except

during the interval 2tF when light can emerge as a short pulse.

NLTLs with fall times around 500 fs have already been demonstrated in GaAs[179,

177], and sub-300 fs fall times should be possible[177]. However, phase modulators

are limited by their finite RF bandwidth, which typically can be no greater than 100−
200 GHz due to the dielectric loss tangent[187] or electrode surface resistance[188].
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It may be possible to mitigate these RF coupling losses by directly integrating an

NLTL into the traveling-wave modulator instead of putting them in series. This

could be accomplished by periodically loading the modulator waveguide with Schottky

diodes. If the modulator’s RF waveguide acts as an NLTL in the region where the

light and RF co-propagate, then the rapidly falling edge that develops on the RF

signal should be directly imprinted on the light, avoiding any coupling loss. This

could allow for sub-picosecond phase modulation features that would enable Tb/s

optical switching. Note that the performance of GaAs-based traveling wave EOMs

is comparable to the LiNbO3 modulators employed here[189, 190], and waveguide

dimensions and doping profiles of GaAs modulators[191] are very similar to state-of-

the-art NLTL designs[192].

We implement this scheme in a proof-of-concept experiment where we demonstrate

70 ps optical switching using commercially available NLTLs driving LiNbO3 travel-

ing wave EOMs. Previously, the output of a silicon-based NLTL driven at 10 GHz

followed by a pulse forming network (PFN) was applied to a LiNbO3 modulator,

resulting in a 27 ps optical pulse train[193]. This corresponds to a time reduction

of 3.7 as compared to the factor of 30 that we demonstrate here. In addition, our

switch operates by subtracting two sawtooth modulation signals optically instead of

differentiating the NLTL output electronically, thereby avoiding the need for a PFN

and any bandwidth limits that it may impose.

We built optical switches based on both Mach-Zehnder and Sagnac interferometer

geometries (Figs D.1a and D.1b, respectively). The Mach-Zehnder interferometer

(MZI) has the advantage that both its output ports are accessible. Therefore the

MZI can be used as a directional switch allowing input light to transfer to either of its

output ports. However, the spatially separated arms of the Mach-Zehnder make the

interferometer sensitive to uncontrolled drifts in the optical phase δθ0 and so it must

be actively stabilized. The Sagnac interferometer geometry is intrinsically insensitive

to drifts in δθ0 since all optical elements are common to both arms. Furthermore the

output port of the Sagnac is naturally dark. Since the Sagnac interferometer only

has one output port distinct from its input, it acts as a toggle switch. If both ports

are required, a non-reciprocal element (e.g., an optical isolator) can be used to access



APPENDIX D. PICOSECOND OPTICAL SWITCHING USING NLTLS 262

the other port.
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Figure D.1: Experimental setup. (a) Mach-Zehnder interferometer. Each arm con-
tains a phase modulator (ϕM). An additional phase modulator ϕM3 applies PID
feedback to actively stabilize the interferometer. The sawtooth RF signal is split (S)
and then goes through a delay line (∆T ). (b) Sagnac interferometer. The two phase
modulators are connected back-to-back with a fiber-fiber coupler to form a Sagnac
loop. The symmetry of the Sagnac loop allows for stable operation without active
feedback. PBS: polarizing beam-splitter; λ/2: half waveplate.

We demonstrate these two switches using a sinusoidal RF drive to create an optical

pulse train from a CW laser source. The pulse spacing is then given by the period T

of the input RF signal and the pulse width is determined by the time delay ∆T .

For the MZI switch, we generate the sawtooth waveform with an NLTL (Picosec-

ond Pulse Labs 7102-110) driven with a 450 MHz RF signal at 26 dBm from an

amplified (Mini-Circuits ZHL-1W) function generator. We divide the NLTL output

using a power splitter (Mini-Circuits ZN2PD2-50), send one signal through a tunable

RF delay line, and then apply the two resulting 20 dBm sawtooth waves to sepa-

rate fiber phase modulators (Photline Technologies NIR-MPX850-LN08, > 8 GHz
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bandwidth).

For the input light, we use a 780 nm narrow-linewidth (1 MHz) MOPA laser setup

(New Focus Vortex injecting an Eagleyard tapered amplifier). A small fraction of the

light (25 mW - this power level is set by technical limitations of our setup and it

is not fundamental) is coupled into each fiber phase modulator and the outputs are

then overlapped and interfered on a beam splitter. We detect the intensity modulated

light at the dark port of the interferometer using a 25 GHz-bandwidth photodiode

(New Focus 1431 VIS-IR).

Mechanical and thermal noise cause phase variations in δθ0. In order to remain

at the dark port we actively stabilize the relative phase between the two arms using

a dither lock. An additional phase modulator ϕM3 in one interferometer arm serves

as a feedback actuator. We generate the error signal by dithering ϕM3 at 10 MHz

with small modulation depth and then demodulating the bright port response at the

dither frequency. This error signal is sent through a PID controller, combined with

the dither signal using a bias-tee and applied to ϕM3.

We measure the time domain photodiode signal of the stabilized MZI using a 63

GHz Agilent Infiniium DCA 86100B oscilloscope. The measured pulses were averaged

64 times. By optimizing the time delay ∆T for short pulses, we obtained a 70 ps pulse

train at a repetition rate of 450 MHz as shown in Fig. D.2. Choosing ∆T correctly

is crucial for generating short pulses. In Fig. D.2, the optimized MZI pulse train

is shown in comparison to the case where ∆T = ∆Toptimal + 130 ps. Not only are

the resulting pulses longer, they are also asymmetric due to ripple on the sawtooth

time-domain waveform [33].

We built a Sagnac interferometer by placing two phase modulators back-to-back

as shown in Fig. D.1b. The Sagnac geometry relies on the direction-dependent mod-

ulation efficiency of the traveling wave EOMs to impart a differential phase shift to

the counter-propagating arms. Since the modulators rely on phase velocity matching

between the RF signal and light for efficient phase-modulation, ϕM1 and ϕM2 are

arranged with opposite RF propagation directions so that each modulator predomi-

nately affects only one direction of the Sagnac loop. Still, even with this phase velocity
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Figure D.2: MZI pulse train. A 450 MHz repetition rate, 70 ps FWHM pulse train
generated by subtracting two sawtooth waveforms with an MZI (black). Appropriate
choice of ∆T is required to obtain these short pulses. The longer (150 ps) pulses
(gray) have ∆T = ∆Toptimal + 130 ps.

mismatch, each modulator imprints an undesired phase shift on the non-phase veloc-

ity matched arm. However, the counter-propagating modulator is not efficient above

the corner frequency fc = c
2πnL

≈ 680 MHz, and its modulation is completely sup-

pressed whenever f = πmfc for positive integer m, where n is the index of refraction

and L is the length of the electro-optic crystal[194]. This allows for asymmetric RF

modulation between the two directions.

Again we optimized the time delay ∆T and NLTL drive frequency for short pulses,

obtaining a 100 ps pulse train at a repetition rate of 617.9 MHz as shown in Fig. D.3.

To avoid damage to the phase modulators, the light power in either direction of the

Sagnac is less than in either arm of the MZI. The data in Fig. D.3 is averaged 256

times.

The power reduction in the Sagnac configuration is not fundamental and can con-

ceivably be improved. In principle, a single phase modulator with RF propagating in
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both directions could reduce fiber coupling and insertion losses by up to ∼ 3 dB. Ap-

propriate choice of NLTL drive frequency and electro-optic crystal length can further

suppress modulation crosstalk from the non-phase-velocity-matched direction.
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Figure D.3: Sagnac interferometer pulse train. A 617.9 MHz repetition rate, 100 ps
FWHM pulse train generated by subtracting two sawtooth waveforms with a Sagnac
interferometer.

With appropriate RF control over the input to the NLTL, the switches demon-

strated here can be incorporated into an OTDM system. Although the data shown

in Figs. D.2 and D.3 was taken using a continuous RF drive signal, in principle the

switch only requires a single RF cycle to operate. The NLTL passively reduces the

pulse length of the RF waveform from the initial period T to the fall time tF . In our

case, a 2.2 ns period sine wave is converted into a 70 ps pulse train, corresponding to

a time reduction of ∼ 30. In an OTDM system, this would allow the electronic data

rate to be 30 times slower than the optical data rate, allowing many channels to be

multiplexed using the same wavelength.
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