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CHAPTER 22 Eggiii

Turing Machines

At the beginning of the 20th century, mathematicians became interested in the
possibility of finding algorithmic techniques for proving mathematical theorems
mechanically. In an address before the International Congress of Mathematicians in
1928, the eminent German mathematician David Hilbert formulated what he called
the Entscheidungsproblem, for which the clearest English translation is decision
problem. The essence of the Entscheidungsproblem can be expressed in the
following question:

Is it possible to find a mechanical procedure that can determine,
given a specific proposition in a formal system of symbolic logic,
whether that proposition is provable within that system?

David Hilbert

A few years later, a 23-year-old graduate student at Cambridge named Alan
Turing became intrigued by Hilbert’s problem. After working on the problem for
several months, Turing was able to show that Hilbert’s dream of finding such an
algorithmic process was to remain forever unfilled. In his 1936 paper entitled “On
computable numbers, with an application to the Entscheidungsproblem,” Turing
was able to show that there can never be a mechanical procedure that will always be
able to decide whether a proposition is provable. The details of Turing’s proof are
beyond the scope of this book, but you will have a chance to learn some of the
central ideas in the discussion of uncomputable functions in Chapter 23.

Today, Turing’s paper is remembered less for its mathematical contribution to
the Entscheidungsproblem —which had actually been settled earlier in 1936 by
Alonzo Church at Princeton—than it is for the abstract model of computation
Turing developed to carry out his proof. That model, which has ever since been
known as a Turing machine, has played an essential role in the development of
computer science and serves as a foundation for the theory of computability.
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22.1 Turing’s model of computation

Because Turing’s paper on the Entscheidungsproblem appeared in a mathematical
journal, it is hardly surprising that parts of it are difficult to follow without advanced
mathematical training. Several parts of the paper, however, are extremely easy to
read. In the section reprinted as Figure 22-1, Turing offers a general description of
the computing process by appealing to the reader’s intuition as to how one does
computation by hand. In that description, Turing uses the word computer to refer to
a human being engaged in computation; humans, after all, were the only computers
around in Turing’s day.

One of the central purposes of Turing’s intuitive description of computing is to
identify those aspects of the process that are fundamental, which in turn makes it
possible to simplify computing to its essential elements. In doing so, Turing
developed a model in which all computation is carried out on a one-dimensional
tape divided into squares, like this:

The dots at each end of the diagram indicate that the tape extends arbitrarily far in
each direction. It is not necessary that the tape be infinite, which would of course
make it impossible to build a physical realization of the machine. It is sufficient for
the tape to be unbounded. If, in the process of carrying out some computation, you
discover that the tape is running out, it must always be possible to splice on
additional tape. Intuitively, as problems become more complex, the Turing machine
used to solve them will require more computational space, which is precisely what
the squares on the tape represent. If you want to assess—as Turing did—the
fundamental limits of computing, you can’t allow yourself to be constrained by any
arbitrary physical limitations. In particular, you should never conclude that a
problem is unsolvable simply because you run out of scratch paper or, in the Turing
machine model, the machine runs out of tape.

Each square on the tape holds a single symbol chosen from a finite collection,
which is called the alphabet of the machine. In his informal description, Turing
argues that restricting the alphabet to a finite set of symbols does not fundamentally
limit the computational power of his machine, noting that “it is always possible to
use sequences of symbols in the place of single symbols.” The same argument
suffices to reduce the number of symbols to two. As long as there are two symbols
in your alphabet—using only one would mean that every square on the tape would
of necessity contain the same symbol—you can encode other symbols in precisely
the same way that modern computers encode characters as a sequence of bits. In
another section of his paper, Turing himself suggests using the binary digits 0 and 1
as the symbols for the machine. Today, the idea that computers should use binary
representation for their internal arithmetic is firmly established, although it was a
subject of intense controversy during the 1940s, when most of the early computers
relied on decimal arithmetic. In a sense, Turing’s paper anticipated—and may
perhaps have guided—the subsequent evolution of computer architecture toward
binary arithmetic.
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Excerpt from Turing’s essay “On computable numbers”

Computing is normally done by writing certain symbols
on paper. We may suppose this paper is divided into
squares like a child’s arithmetic book. In elementary
arithmetic the two-dimensional character of the paper is
sometimes used. But such a use is always avoidable, and I
think it will be agreed that the two-dimensional character
of paper is no essential of computation. I assume then that
the computation is carried out on a one-dimensional
paper, i.e. on a tape divided into squares. I shall also
suppose that the number of symbols which may be printed
is finite. If we were to allow an infinity of symbols, then
there would be symbols differing to an arbitrarily small
extent. The effect of this restriction on the number of
symbols is not very serious. It is always possible to use
sequences of symbols in the place of single symbols. Thus
an Arabic numeral such as 17 or 999999999999999 is
normally treated as a single symbol. . . . The differences
from our point of view between the single and compound
symbols is that the compound symbols, if they are too
lengthy, cannot be observed at one glance. This is in
accordance with experience. We cannot tell at a glance
whether 9999999999999999 and 999999999999999 are
the same.

The behaviour of the computer at any moment is
determined by the symbols which he is observing, and his
“state of mind” at that moment. We may suppose that
there is a bound B to the number of symbols or squares
which the computer can observe at one moment. If he
wishes to observe more, he must use successive
observations. We will also suppose that the number of
states of mind which need be taken into account is finite.
The reasons for this are of the same character as those
which restrict the number of symbols. If we admitted an
infinity of states of mind, some of them will be
“arbitrarily close” and will be confused. Again, the
restriction is not one which seriously affects computation,
since the use of more complicated states of mind can be
avoided by writing more symbols on the tape.

Let us imagine the operations performed by the
computer to be split up into “simple operations’” which are
so elementary that it is not easy to imagine them further
divided. Every such operation consists of some change of
the physical system consisting of the computer and his
tape. We know the state of the system if we know the
sequence of symbols on the tape, which of these are
observed by the computer (possibly with a special order),
and the state of mind of the computer. We may suppose
that in a simple operation not more than one symbol is
altered. Any other changes can be split up into simple

changes of this kind. The situation in regard to the squares
whose symbols may be altered in this way is the same as
in regard to the observed squares. We may, therefore,
without loss of generality, assume that the squares whose
symbols are changed are always “observed” squares.

Besides these changes of symbols, the simple
operations must include changes of distributions of
observed squares. The new observed squares must be
immediately recognizable by the computer. I think it is
reasonable to suppose that they can only be squares
whose distance from the closest of the immediately
previously observed squares does not exceed a certain
fixed amount. Let us say that each of the new observed
squares is within L squares of an immediately previously
observed square. . . .

The simple operations must therefore include:

(a) Changes of the symbol on one of the observed
squares.

(b) Changes of one of the squares observed to another
square within L squares of the previously observed
squares.

It may be that some of these changes necessarily
involve a change of state of mind. The most general
single operation must therefore be taken to be one of the
following:

(a) A possible change (a) of symbol together with a
possible change of state of mind.

(b) A possible change (b) of observed squares, together
with a possible change of state of mind.

The operation actually performed is determined, as
has been suggested above, by the state of mind of the
computer and the observed symbols. In particular, they
determine the state of mind of the computer after the
operation is carried out.

We may now construct a machine to do the work of
this computer. To each state of mind of the computer
corresponds an “m-configuration” of the machine. The
machine scans B squares corresponding to the B squares
observed by the computer. In any move the machine can
change a symbol on a scanned square or can change any
one of the scanned squares to another square distant not
more than L squares from one of the other scanned
squares. The move which is done, and the succeeding
configuration, are determined by the scanned symbol and
the m-configuration. The machines as defined here can be
constructed to compute the same sequence computed by
the computer.
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The Turing machines described in this book use 0 and 1 as their alphabet. The
symbol 0, moreover, is used to represent blank tape. The symbol 1 appears only as
part of the input to the machine or the results of computation. Every square that is
not specifically set to contain a 1 is assumed to contain a 0 by default. Thus, a
completely blank tape is represented by a sequence of 0 symbols, extending
arbitrarily far in each direction.

Reasoning from his analogy to the processes undertaken by human computers,
Turing concludes that computation need not focus on the entire tape at once. Just as
a person computing on paper looks at only part of the computation at any one time,
a Turing machine should be able to limit its focus to a finite set of squares; later in
his paper, Turing argues that a single square will suffice. Any computation that
could be carried out by looking at a larger set of squares can also be done—with a
little more work—by limiting one’s attention to a single square at a time. Thus, the
conceptual model of the Turing machine includes the notion of a tape head, which
focuses on a particular square. In the diagrams that follow, the tape head is
indicated by a bold square outlining one of the squares on the tape, like this:

--[ofooJofoJoJofofofo]o]

All activity of the Turing machine is limited to the symbol marked by the current
position of the tape head, which is called the current symbol. In making decisions
as to which operations to perform, a Turing machine program can look only at the
current symbol and not at the contents of any other tape square. Turing machine
programs, however, can change the symbol in the current square and thereby change
the configuration on the tape. Moreover, each instruction in a Turing machine
program moves the tape head left or right one position so that it scans a new square.
Thus, the focus of a Turing machine shifts as the computation proceeds.

The one remaining concept expressed in Turing’s description of his idealized
computational model is the notion of a “state of mind.” Here, Turing expresses the
idea that the behavior of his machine depends not only on the current symbol, but
also on some internalized computational state maintained by the computer, whether
that computer is a human or a machine.

A simple way to understand this concept of a state of mind is to imagine that the
instructions for the machine are printed in a book. Each page in the book contains a
pair of instructions: one to be executed if the current symbol is a 0 and another to be
executed if that symbol is a 1. The instructions specify whether the machine should
write a new symbol on the tape and which direction the tape head should move; in
addition, however, they specify a page number. Some instructions may specify
staying on the same page, in which case the machine will execute the same set of
instructions in the new configuration. Others will specify a different page number
that contains other instructions. The current page number represents the current
state of the machine.

Thus, each instruction in a Turing machine program must specify three things:

1. The new symbol to be written to the tape, overwriting the current symbol
2. The direction—left or right—in which the tape head should move
3. The new current state for the machine after executing this instruction
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22.2 A simple Turing machine program

So far, the description of the Turing machine—while it follows closely from
Turing’s own discussion in his 1936 paper—remains relatively abstract. Like most
concepts in computer science, Turing machines make the most sense after you’ve
had a chance to play with them, and particularly when you start to write programs
on your own. It is therefore useful at this point to introduce a simple Turing
machine program.
Although there are many ways to describe Turing machine programs, I find that
they are easiest to follow when presented in a tabular form, like this:
0 1
1| 1RrR2 1RO
2| 1L2 1L1

In these examples, the numbers running down the left-hand side represent the state
numbers in the program. This Turing machine program, for example, has two states
and therefore corresponds in the instruction-book metaphor to a two-page book of
instructions. The 0 and 1 at the top of the columns indicate the two possible
symbols one might find in the current tape square. Whenever the Turing machine
executes an instruction, it finds the entry in the row and column of the table
corresponding to the current state and symbol and executes the instruction it finds
there. Each instruction is a string consisting of three parts: the new symbol to be
written on the tape (0 or 1), the direction in which the tape head should move (L or
R), and the new state number. The Turing machine always begins execution in state
1 and continues executing instructions until it reaches state 0, which is used as the
halting state for the machine.

What happens if you execute this Turing machine program on a blank input
tape? The initial configuration of the tape looks like this:

--[ofofofoofoJofofofofo]--

Because the machine begins in state 1 and the current symbol is 0, the first

instruction executed is the one that appears at the intersection of the row for state 1
and the column for the 0 symbol, as shown:

0 1

1§ 1R2 1RO

2| 1L2 1L1

The instruction 1R2 in that box indicates that the Turing machine should write a 1
on this square, move right, and enter state 2, leaving the tape in the following
configuration:

~--[ofofofoo]1]ofofofofo]--

At this point, the current symbol is once again 0, but the Turing machine is now
in state 2. Thus, the instruction that gets executed is now the 1L2 in the entry for
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state 1 and symbol 0. This instruction, writes a 1, moves right, and remains in state
2, leaving the tape looking like this:

--[ofofoJofoi]s]ofofo]o] -

The Turing machine is now in state 2, scanning the symbol 1. The instruction for
this entry is 1L1. Since there is already a 1 on the current tape square, this
instruction doesn’t need to change the contents of the tape; it simply moves left and
reenters state 1 with the following tape configuration:

--[ofofoJofos]s]ofofo]o] -

The machine is now in state 1 scanning a 0 —just as it was at the beginning of its
operation. Thus, the machine again executes the 1R2 instruction, leaving the
machine in state 2 and the tape looking like this:

--[ofofoJofa]i]s]ofofo]o] -

In this configuration, the Turing machine executes the 1L1 instruction, so that the
machine returns to state 1, with the tape looking like this:

--[ofofofofi]s]s]ofofo]o]

The Turing machine is still going. The active instruction in the current state is 1RO,
which causes the machine to keep the 1 on the current tape square, move right, and
halt its execution. The final state of the tape is therefore

--[ofofoJofa]i]s]ofofo]o] -
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~4 To understand how Turing machines work, it helps enormously to trace through their [z
=1 operation by hand. Using pencil and paper, simulate the execution of the following Turing =z
2 machine programs, starting with the input tape shown: e >
Z/i () 0 1 © 0 1 z
1| ORO OR2 1| ORO OR2
b 2| 1L1 | OR1 2| ORO [ OR3 ]
< 3| or4 | 1Rr3 ]
<= lofafsfafafs]of- a[ 15 [ 1Rra ul
= 5[ oL6 | 1L5 <]
<~ ® e - 1 6| or1 [ 116 ]
] R2 | 1LO )
- 2| OR3 | 1R2 olofofafafafafafafofof - |
L 3 113 | 111 L
S=d <2
s> F<>




22-8 Turing machines

22.3 Computing mathematical functions

Traditionally, computation has been concerned primarily with arithmetic and
various higher-level operations from mathematics. If a Turing machine is to offer a
useful model of computation, it must prove its worth in the mathematical domain.
Thus, it must be possible, for example, to implement simple mathematical
operations like addition as Turing machine programs.

To simplify the representation, the Turing machine programs in this book will
limit their attention to the natural numbers, which consist of the nonnegative
integers 0, 1, 2, 3, and so on. Although it is tempting to represent such numbers in
binary notation using 0s and 1s, that approach doesn’t really work. Given that 0 and
1 can each appear in binary notation, there is no way to tell where a particular
number starts and stops. With only two symbols, the usual approach is to represent
numbers in unary notation, in which a particular number is recorded as a sequence
of that many 1s. In unary notation, the symbol 0 can serve as a numeric separator,
making it much easier to record a series of numbers on the Turing machine tape.
For example, if you wanted to prepare an input tape containing the numbers 5 and 3,
you would do so as follows:

olofafafasfafofafafafo]--

By convention, numeric input tapes are positioned with the tape head scanning the
leftmost 1 in the first number, as illustrated by the preceding example. Moreover, if
more than one input value appears on the tape, each value will be separated from the
next by a single 0 symbol.

Given this representation for input values, how would you write a Turing
machine program that added two numbers recorded on the tape? Intuitively, all you
need to do to add two numbers is pick up the 1 at the beginning of the number and
carry it over to the 0 that separates the two values. The following Turing machine
program implements most of the necessary solution:

0 1
OR2
1RO 1R1

The bug symbol attached to this program is there to warn you that the program is
not correct as written, even though it seems to work on most examples. If you run it
starting with the tape containing the representation of the numbers 5 and 3, the final
configuration of the tape is

-lofofafafafafafafafafo]--

which contains the desired eight 1s. The program, however, fails if either of the
numbers is 0, which is represented by a string containing no 1s at all.

This implementation of the addition program, however, has a more subtle
problem. When you add the numbers 5 and 3, as in this example, what you would
like to see as the output is the number 8. The final configuration of the tape shown
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in the preceding example has the correct number of 1s, but does not display the
value 8 in the optimal form. If you prepared an input tape representing the number
8, the tape head would be over the leftmost 1 and not at some seemingly random
place in the middle of the number. To make it possible to string programs together,
as discussed in the section on “Functions and composition” later in this chapter,
Turing machine programs that represent mathematical functions will move the tape

head back to the beginning of the result so that the configuration on the tape at the 0 1

end of execution. 1| oro | or2
The Turing machine program labeled M,44 that appears to the right includes 2] 1.3 | 1Rr2

instructions to move the tape head back to the beginning of the output value. It also 3 oro | 113

produces the correct result if either or both of the input values are zero. -
The M 4dd machine

Nonterminating machines

Turing machine programs can be buggy in a more dramatic way. Consider, for
example, the following program:

0 1
1[(Tni w1 ]

What happens if you execute this program, starting with blank tape, for example?
The answer is that the machine just keeps moving right, writing down 1s forever on
the unbounded tape. Such a program is an example of a nonterminating Turing
machine. The following machine is also nonterminating, even though it never
moves more than one square from its initial position:

0 1
1| OR2 1R2
2| OL1 1L1

No matter what symbols are on the input tape, this machine simply oscillates back
and forth between the initial square and its neighbor to the right—stuck in an
infinite loop.

The fact that Turing machines can fail to halt for some or all inputs is an
important property of their design. Although this property might initially seems like
a flaw, it turns out that any machine powerful enough to serve as a general model of
computation will have this property. Nonterminating Turing machines also play a
central role in establishing the limits of computability, as discussed in Chapter 23.

The doubler function

Turing machine programs can perform operations that are more complex than
addition. The M,, machine shown at the top of the next page, for example, doubles
the value shown on the input tape, which must consist of a single unary number.
Even though this machine has only six states, it is hard to get an idea of how it
works without going through the program in some detail. The general strategy,
expressed in English but following the structure of the Turing machine, looks like
this:
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0 1 1. If you’ve reached the end of the input number, move right—which will
1| oro | or2 position the tape head over the first digit of the result—and halt. If more 1s
2] or3 | 1R2 remain in the input, erase the first, start moving right, and go on to step 2.
3| 1R4 | 1R3 2. Move to the right, skipping any 1s that remain in the input value. When you
4 1L5 reach the 0 that marks the end of the number, move to the right, and proceed
5| OL6 1L5 to step 3.

6 OR1 | 1L6 . . . . D .
The M. machine 3. In tbls step, the goal is to find the right end of the resu.lt,. \.Nhl?h is being bgllt
* up in stages as the program processes each 1 in the initial input. The first
time around, the result will start immediately after the 0 separator. On
subsequent iterations, the program will need to skip any 1s it has already
written. In any case, this step moves to the right, skipping over 1s, until it
finds the end of the result. At that point, it writes a new 1 to the result,
moves right, and goes on to step 4.

4. For each 1 in the initial input, the doubler machine must write two 1s to the
result area. The first is written in step 3. Step 4 writes the second of these
1s, starts moving back left, and proceeds to step 5.

5. This step moves left over any 1s that have been written to the result area.
When it reaches the 0 separating the input and result areas, it skips over that
as well and goes on to step 6.

6. This step continues moving left, this time skipping over the 1s in the initial
input. When it reaches the left end of the input, the program turns around,
moves right, and goes back to step 1, where the process starts all over again.

A complete trace of the execution of M,, on the input value 3 is shown in Figure

22-2. Note that the program ends its execution with the tape head positioned over
the first digit of the result, thereby following the convention for mathematical
functions expressed in Turing machine form.

Functions and composition

A Turing machine program like M,, that takes a single numeric input value and
ends its execution at the left edge of a single numeric result acts like a function in a
programming language that takes one argument and returns a result. The M,
machine, for example, computes the function

fx)=2x

o 1 . . .
i[1n2 | 111 Many Turing machine programs other than M,, represent functions as well. The
2l 1n3 M, ; program on the left, for example, adds 3 to its argument. In mathematical

notation, this machine computes the function
3| 1R3 1L0

The M, 3 machine gx)=x+3
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Steps in the invocation of My, on the integer 3
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The principal advantage of the convention that Turing machine functions end
their execution over the leftmost 1 in a number is that Turing machine programs can
then be composed in much the same way that functions are in mathematics.
Suppose, for example, that you wanted to compute the function

g(f(x)=2x+3

0 1 To do so, you first have to compute the function f followed by the function g. You
1| or7 | or2 can accomplish this task using a Turing machine by first executing all the steps for
2] or3 | 1R2 M, and then—instead of halting—going on to execute the steps required to
3[ 1r2 | 1R3 compute M, ;. Putting the machines together is a straightforward process. You
s 115 simply replace the transitions to state O in the first machine with a transition to a

new state beyond the ones required for that machine. You then renumber the states
5| OL6 1L5 . .
e or | 1re from the second machine so that they begin after the states you already have from

R L the first machine. Thus, the M,,,; machine on the left computes the function
7] 1L8 1L7

2x + 3.
8| 1L9 You could similarly construct a machine to multiply a number by 4 simply by
9] 1R9 | 1LO appending two copies of the M,, machine. Although you can certainly accomplish
The M 2.3 machine the same result using a machine with fewer states, the ability to compose Turing

machine functions makes it easy to construct more complicated functions from
simpler building blocks, in much the same way that functions and procedures allow
you to decompose programs into simple components.

22.4 The Church-Turing thesis

If you have taken the time to play with the problems on the preceding page, you
may be wondering why anyone would bother trying to write programs for a Turing
machine. Because they can perform only extremely primitive computational steps,
Turing machines are difficult to program even for the simplest of operations. If you
want to multiply two numbers in a modern programming language like Java, all you
have to do is write an expression like x * y. In the context of a Turing machine,
solving this problem requires a relatively complex program involving a large
number of states. Nonetheless, it is possible to perform multiplication on a Turing
machine, even if the process seems rather tedious.

Given that a Turing machine is, after all, an extraordinarily simple computational
model, it makes sense to wonder whether or not a more sophisticated computing
paradigm, such as programs written in Java for a modern computer, might be able to
perform computations that are beyond the reach of a Turing machine. Although no
one is certain of the answer to this question, it is not hard to establish that Turing
machine programs can do anything you could do in Java or any other programming
language. Most computer scientists believe the following conjecture, which is
known as the Church-Turing thesis after Alan Turing and the Princeton-based
mathematician Alonzo Church:

Alonzo Church

No method of computation carried out by a mechanical process
can be more powerful than a Turing machine.
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The word powerful in this sentence needs to be viewed in a relatively precise way.
Other systems of computation can certainly work faster or more efficiently. The
claim here is simply that no mechanical form of computation can solve a problem
that would not be solvable by a Turing machine, given sufficient time and space.

The Church-Turing thesis is a deeply philosophical idea, and it is not easy to
know exactly what sort of reasoning would constitute a proof of this conjecture.
The strongest arguments in support of the thesis is simply the fact that no more
powerful method of computation has ever been found. Moreover, whenever new
general methods of computation are proposed, they turn out to be precisely
equivalent to—and indeed can be simulated by —a Turing machine.

The idea of simulating one computational model in the context of another is an
important idea in the theory of computation. In Turing’s paper on computable
numbers, he relied heavily on the fact that his machine can simulate its own
operation. By adopting a suitable encoding scheme, one can take any Turing
machine program and represent it as an input tape to another Turing machine that
carries out the operation of the first. A Turing machine that can read and execute
descriptions of other Turing machine programs is called a universal Turing
machine. The details of such machines are beyond the scope of this book, but it is
nonetheless interesting to contemplate the implications of such a machine. The
ability to simulate an arbitrary computation within the framework of that model
turns out to be an essential characteristic of computation that stands at the
foundation of computer science theory.
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