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Tick«-Tack Develepment: Model:
Pipelined-developments I~ 5+year-projects
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Merom? Penryn Nehalem = Westmere

NEW NEW NEW NEW NEW
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65nm 45nm 45nm 32nm 32nm
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A Merom started in 2001, released 2006

A Nehalem started in 2003 (with research even earlier)

A Sandy bridge started in 2005

A Clearly already working on new Tock after Sandy Bridge

A Most of Nehalem uArch was decided by mid 2004
I But most detailed engineering work happened in 2005/06/07

Il ntel E CoreE microarchitecture (formerly Merom)
45nm next generation IntelE CoreE microarchhlfs sotubt feschptrd, Avkidbiky and plans are forecasts and subject to

Intel E CoreE Micr(dehatem)hi t ectur e change without notice.
Intel® Microarchitecture (Westmere)
Intel® Microarchitecture (Sandy Bridge) 3
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The Blind Men and the Elephant

It was six men of Indostan
To learning much inclined,

Who went to see the Elephant

(Though all of them were blind),
That each by observation

Might satisfy his mind

é

é

And so these men of Indostan
Disputed loud and long,

Each in his own opinion
Exceeding stiff and strong,

Though each was partly in the right,
And all were in the wrong!

by John Godfrey Saxe



NConverged Coreo trade
Common CPU Core for multiple uses

AMobile (Laptops)

ADesktop

AServer/HPC

AWorkloads?
AHow tradeoff?



NConverged Coreo trade
AMobile

i 1/2/4 core options; scalable caches

i Low TDP power CPU and GPU

iVery | ow fAaverageo power (great
I Very low sleep state power

I Low V -min to give best power efficiency when active

I Moderate DRAM bandwidth at low power

I Very dynamic power management

i Low cost for volume

|

' Great single threaded performance
I Most apps single threaded

A Desktop

A Server

A Workloads i Productivity, Media, ISPEC, FSPEC, 32 vs 64 bit
A How tradeoff?



NConverged Coreo trade
A Mobile

ADesktop
I 1/2/4 core options; scalable caches
i Media processing, high end game performance
I Moderate DRAM bandwidth
I Low cost for volume
|

I Great single threaded performance
I Most apps single threaded

A Server

A Workloads i Productivity, Media, Games, ISPEC , FSPEC, 32 vs
64 bit

A How tradeoff?



NConverged Coreo trade

A Mobile
A Desktop

AServer
I More physical address bits (speed paths, area, power)
i More RAS features (ECC on caches, TLBs, Metc)
i Larger caches, TLBs, BTBs, multi  -socket snoop, etc
i Fast Locks and multi -threaded optimizations
I More DRAM channels (BW and capacity) & more external links
I Dynamic power management
I Many cores (4, 8, etc) so need low power per core
I SMT gives large perf gain since threaded apps
|

" Low V -min to allow many cores to fit in low blade power
envelops

A Workloads i Workstation , Server, ISPEC, FSPEC , 64 bit
A How tradeoff?



NConverged Coreo trade

A Mobile
T 1/2/4 core options; scalable caches
I Low TDP power CPU and GPU
T Very |l ow Aaverageo power (great partial sleep state pc
T Very low sleep state power
T Low V -min to give best power efficiency when active
T Moderate DRAM bandwidth at low power
T Very dynamic power management
T Low cost for volume
T Great single threaded performance (most apps single threaded)
A Desktop
T 1/2/4 core options; scalable caches
T Media processing, high end game performance
T Moderate DRAM bandwidth
T Low cost for volume
I Great single threaded performance (most apps single threaded)
A Server
T More physical address bits (speed paths, area, power)
More RAS features (ECC on caches, TLBs, Metc)
Larger caches, TLBs, BTBs, multi  -socket snoop, etc
Fast Locks and multi  -threaded optimizations
More DRAM channels (BW and capacity) and more external links
Dynamic power management
Many cores (4, 8, etc) so need low power per core
SMT gives large perf gain since threaded apps
Low V -min to allow many cores to fit in low blade power envelops

orkloads 71 Productivity, Media, Workstation, Server, ISPEC, FSPEC, 32 vs 64 bit, etc
How tradeoff?
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Early Base Core Selection - 2003
A Goals
I Bestsingle threaded perf ?
I Lowest cost dual core?
i Lowest power dual core?
I Best laptop battery life?
I Most cores that fit in server size?
i Best total throughput for cost/power in multi -core?
i Least engineering costs?
A Major options
i Enhanced Northwood (P4) pipeline?
i Enhanced P6 pipeline (like Merom i Core 2 Duo)?
i New from scratch pipeline?
A Why went with enhanced P6 (Merom) pipeline?
I Lower power per core, lower per core die size, lower total effort
i Better SW optimization consistency
A Likely gave up some ST  perf (10 -20%?)
i But unli kely to have been able to do



2004 Major Decision:
Cores vs Vectors vs SMT

A Just use older Penryn cores and have 3 or 4 of them?
I No single threaded performance gains
A Put in wider vectors (like recently announced AVX)?
I 256bit wide vectors (called VSSE back then)
I Very power and area efficient, if_doing wide vectors
I Consumes die size and power when not using
A Add SMT per core and have fewer cores?
I Very power and area efficient
I Adds a lot of complexity; some die cost and power when not using
A What do servers want? Lots of cores/threads
A Laptops? Low power cores
A HE Desktops? Great media/game performance
A Options with similar die cost:
I 2 enhanced cores + SMT + Wide Vectors?
i 3 enhanced cores + SMT?
i 4 simplified cores?



2 cores vs 4 Cores pros/cons

A 2 Cores+VSSE+SMT
Somewhat smaller die size
Lower power than 4 core
Better ST perf
Best media if use VSSE?
T Notclear 1 looks like a wash
I Specialized MIPS sometimes unused

I VSSE gives perf for apps not easily
threaded

I Is threading really mainly for wizards?

T New visible ISA feature like MMX,
SSE

A 4 Cores

Better generic 4T  perf
I TPPC, multi -tasking
Best media perf onlegacy 4T -enabled
apps
Simpler HW design
Die size somewhat bigger
Simpler/harder SW enabling
I Simpler since no VSSE
I No SMT asymmetries
I Harder since general 4T
4T perf is also specialized
I But probably less than VSSE
TDP Power somewhat higher
Somewhat lower average power
i Since smaller single core

More granular to hit finer segments
(1/2/3/4 core options)

More complex power management

Trade uArch change resources for
power reduction




Nehalem Direction

A Tech Readiness Direction
I 4/3/2/1 cores supported

I VSSE dropped
I Saves power and die size
I SMT maintained

A VSSE in core less valued by
servers and mobile

i Casualty of Converged Core

I Utilize scaled 4 core solution
to recover media  perf

A SMT to increase threaded  perf
i Initially target servers

A Spend more effort to reduce
power
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Early goal: Remove Multi - Core Perf tax
(In power constrained usages)

A Early Multi -cores lower freq than single core variants
A When started Nehalem dual cores still 2-3years awaye
I Wanted 4 cores in high -end volume systems 1 A big increase
A Lower power envelopes planned for all Nehalem usages
I Thinner laptops, blade servers, small -form -factor desktops, etc
A Many apps still single threaded
A All cores can have a lot of power - limits highest TDP freq
I If just had one core the highest frequency could be a lot higher
A Turbo Mode/Power Gates removed this multi -core tax
I One of biggest ST perf gains for mobile/power constrained usages

A Considered ways to do Turbo Mode
I Decided must have flexible means to tune late in project
I Added PCU with micro -controller to dynamically adapt



Power Control Unit
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Intel=1® Core'e BicMibriechiloainieh i t e
(Nehalem)Turbo:Mode

Power Gating

Zero power for inactive
cores (C6 state)

No Turbo

Workload Li



Intel=1® Core’'e EicMibrehiocainehi t e
(Nehalem) Turbo: Mode

Power Gating Turbo Mode
Zero power for inactive In response to workload
cores adds additional performance

bins within headroom

No Turbo

Workload Li




Intel=1® Core’'e EicMibrehiocainehi t e
(Nehalem) Turbo: Mode

Power Gating Turbo Mode
Zero power for inactive In response to workload
cores adds additional performance

bins within headroom
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UArch features I Converged Core

A Difficult balancing the needs of the 3 conflicting requirements
A All CPU core features must be very power efficient

I Helps all segments, especially laptops and multi -core servers

I Requirement was to beat a 2:1 power/perf ratio

I Ended up more like 1.3:1 power/perf ratio for perf features added
ASegment specific features candt ac

A Initial Uncore optimized for 4 core DP server but had to scale
down well to 2 core volume part

A Many things mobile wanted also helped servers
I Low power cores, lower die size per core, etc
I Active power management
I More synergy than originally thought



Nehalem Power Efficiency Features

A Only adding power efficient

UArch features | Approximate Relative
I Net power : performance ratio Core Power/Perf

of Nehalem core ~1.3:1
I Far better than voltage scaling

A Reducing min operating voltage /
with linear freq decline
I Cubic power reduction with O / /
~linear perf reduction =
A Implementing C6/Power Gated g /
low - power state @
I Provides sigtgl_ilficant reduction in 8 /7
average mobile power
A Turbo mode e Thhw |
I Allows processor to utilize entire MEROME

available power envelope

I Reduces performance penalty
from multi -core on ST apps
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Designed for Performance

New SSE4.2 Improved Lock
Instructions Support

L1 Data Cache

Execution
Units
Memory Ordering
& Execution

Out-of-Order Instruction
Scheduling & Decode &
Retirement Microcode

Additional Caching
Hierarchy

L2 Cache
& Interrupt
Servicing

Paging

Improved

Branch Prediction Loop

Streaming

Instruction Fetch

& L1 Cache

Simultaneous

Multi-Threading Virtualization

22

etter Branch
Prediction




The First Intel ® CoreE Microarchi

(Nehalem) Processor
viemory Controller

Shared L3 Cache

: Intel® QuickPath
erconnect (Intel® QPI)




