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Abstract

The web space has become enormous and search engines designers are working harder to cover this entire space and to come up with better algorithms to rank and classify the documents in this space. One important factor in being able to do good searches is to present the data in some format that allows the user to determine the relevance of different pages. This is almost always done as ranked lists which generally works well for very specific keyword based searches but it not very useful in finding relevant pages to more general topic based queries.

The aim of the research work presented is to find an effective way of correlating terms and text documents to other text documents and to present this data to the user. This study is targeted at visualizing the results from a web search in a manner that allows the user to choose relevant pages effectively. This should allow search engines to achieve better user perceived accuracy.

Introduction

There are several steps between the initial user query and the satisfaction of their information need. This can be represented using the process shown below.
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This paper looks at how the resulting documents from a search can be analyzed to extract useful information about relationships between the documents and how this information can be visualized in a more complete and informative manner than today’s list based searches.

There have been various attempts at visualizing the documents retrieved in a search result set in an intuitive manner. Kartoo1 has a web search engine that tries to enhance the presentation aspect of a web search by presenting keywords and links between pages. The keywords help the user to gain an understanding of the main topics of a subset of the search. The links provide additional information on the relationship between the pages and is based on the hyperlinks in the pages. The Plumb Design Visual Thesaurus2 works with a very specific set of data. It allows the user to browse through synonyms, antonyms and other words related to an English word. The relationship between the words is clearly defined and the visual interface aims at allowing the user to easily navigate the web formed by these relations. StarTrees4 is an engine that provides a hyperbolic tree representation of collection of documents. The emphasis is on highlighting documents that are closely associated with the currently selected location in the space, while providing a diminishing view of points further away. Each of these implementations has its advantages and drawbacks.

The aim of this study is to understand the problem space and make the user experience during a search as intuitive and productive as possible by defining algorithms to extract information from a set of documents and projecting the information onto some visual space. 

Document Correlation

Given two web documents, there are several ways to judge the similarity of the documents based on their contents, meaning, relationship in the web space etc. It is easier to establish some types of correlations than others. It is always hard to extract semantic information from documents, as it needs language parsing to perform this. One efficient yet effective method to correlate documents is to compare their term vectors. Each term in the term vector represents the length of the document along that particular term. The term vector is then normalized to unit length. One additional customization in the term vector is to add a term importance factor ( that would allow the vector to be biased towards certain words. Biasing the term vector would allow certain words to be highlighted in the correlation.
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Once we establish term vector for a document, the dot product of the term vectors of two documents gives an indication to the correlation between the documents. This is based on the intuition that documents that describe similar topic are more likely to share words.

In theory this seems to work well and seems like a reasonable assumption but in practice, there are a lot of words that do not add meaning to a document but nevertheless occur very frequently in documents. These words can be eliminated in the term vector by projecting the vector orthogonal to those dimensions. The words that are eliminated are called stop words and are not indexed with the term vector of a document. Another factor that affects the effective correlation between documents is the ability of a word to take several forms, for example automotive and automobile. A process known as stemming allows for the reduction of words to their root form and an implementation of Porter’s Stemmer was used to perform stemming. Another feature that would help would be to allow synonyms to match, but this is very computationally expensive and involves some semantic analysis and was not used, as it could not be efficiently implemented. Elimination of stop words and stemming reduces the dimensionality of documents considerably, allowing more effective correlation based on textual content. The correlation between two documents i and j due to textual content is given by
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The fact that we are working with an html documents in a web space allows us to make use of additional information to enhance the correlation between documents. Html documents contain additional information in the form of titles, links and sometimes descriptions and keyword sections. Additional weighting can be given to words in fields such as the title, description and keyword sections since they reflect the contents of the page very strongly. Link based information was also used in correlation. The web contains documents which have links between them and related pages are normally linked so pages that link to each other or pages that contain shared links indicate a stronger correlation between them. An estimate of this correlation due to links is given by
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Physical Model for Projection

Once the collection of documents has been retrieved and the term vector’s generated, we have a set of points in document space that represent the result set. These set of points in document space have to be projected onto the visualization space and from the constraints of viewing technology and from an ease of use perspective, the visual space is generally restricted to two dimensions. Extra information can be provided in this two-dimensional space but the essential projection is from the document space onto a screen space.

One elegant way of reducing the dimensionality of the space is to use an embedded spring approach6. This method was derived from the model of a basic spring mass system. The documents are represented by masses inter connected by springs. The springs each have natural length given by the similarity between the documents. Each of the masses is initially placed in a random position in an n-Dimensional space where n is the dimensionality of the view space. The forces exerted by the springs govern the positions of the masses and they settle into equilibrium in a position where the net force on each of the masses is zero.

We can use the correlation matrix generated from the above described methods, to obtain the similarity between any two documents. If we place a spring between two documents i and j, we want the spring’s natural distance to be based on the similarity between the two documents. The stronger the correlation between the documents, the closer the two documents should be in visual space.


The equation governing the motion of a mass m connected to a spring, where xdes is the natural length of the spring and kf is the spring constant is given by


[image: image4.wmf])

(

x

x

kf

x

m

des

r

r

&

&

r

-

=


When considering two documents, the correlation factor and link factor determine the value of the natural length of the spring. We can write this as
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Several functions were examined to represent the natural length of the spring between two documents. One common factor was that the function f used a linear combination of the correlation and the link factor, with a minimum cap of zero and maximum cap of one. The functions experimented with were linear functions, polynomial functions, exponential functions and logarithmic functions. It was found that linear functions did not result in enough distinction between good and bad correlations. Polynomial functions and exponential functions had similar properties. They would compress the lower range of correlation values and stretch the upper range but this did not produce good results since a lot of pages have bad correlations and we do not want them all to be restricted to a small range of spring lengths. We want to be able to distinguish these and push them as far away as needed. The logarithmic function proved very suitable to achieve this and would compress the upper range of values while greatly expanding the lower range. Since the logarithm of zero is negative infinity, the output was limited to a range of values for easier visualization and solution.
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The final project is obtained by solving the physical system. The spring mass system is inherently neutrally stable and to arrive at a steady state solution, some sort of damping has to be applied. When velocity damping is applied, we get a final system described by
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This describes a stable system that reaches an equilibrium state when the net force on each mass is zero. A first order accurate explicit time marching scheme was used to solve the system of equations, with the time step set to a stable value based on the known kf and kv.

Keyword Extraction

Keywords are words from the result document collection that characterize the contents of the documents. There are several factors that make a word important in a document and some of these factors are

Occurance frequency – If a word occurs frequently in a particular section of text, it is likely to be an important part of the text that it occurs in. We have to ensure that we look at words that are descriptive and meaningful since languages have a lot of words that are required for form, conjunction etc. which occur frequently but do not add any insight into the meaning behind the text.

Occurance position – If a word occurs in the title of the document or in a section that describes the document, it has probably been selected with care, bearing a strong relation to the contents of the document.

Word frequency in language – The frequency of a word in a collection of documents gives some indication to the importance of a word. A word that occurs in almost every document cannot be that special, whereas a word that occurs in a select set of documents probably has some meaning associated with it that gives us some information about those documents. Thus the inverse document frequency can be used to get a measure of the importance of a word. This feature was not used in this analysis since inverse document frequency information was not available.

The above methods describe ways to extract words that are important to specific documents but it was found that these methods do not always guarantee words that characterize the entire result space of documents. It was hard to get a list of keywords that characterize the similarity between the documents in the space.

The final method used to extract keywords was based partially on using the occurrence frequency and position of words in a document combined with the correlation of those words with other documents. Thus the weight of a keyword chosen from a document was not only based on how important it was for that specific document but also how important it was for the result set of documents. Words that produced a lot of correlation were chosen as good keywords to characterize the contents of pages.

The algorithm to generate the list of keywords for a document collection involved each document suggesting a list of keywords based on the correlation of words it contained with other documents. If the same keyword was selected by another document, the keyword’s chance of representing the document collection is reinforced. Finally, the top few keywords that were nominated from the result set were used to characterize the result space. The contribution of each document to the preference of a keyword k is given by 
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where weightik indicates the weighting of term k in document i.

Keywords once extracted have to be placed in the visualization space such that they occupy a location that indicates the contents of the area surrounding them. The placement of keywords uses an embedded spring system as well. Each keyword is attached to every document by a spring. The springs have a natural length of zero and try to move the keywords towards them. However, the strength of the spring connecting the keyword and a document is determined by the weighting factor that the document provided the keyword. Thus documents that strongly recommend a keyword have that keyword closer to them. Again, velocity damping is used to solve the system in a stable manner.

Interface Features

The search interface contains a simple search box that allows the user to specify a plain text query. On the request for a search, the application uses the Google Web API to retrieve a set of search results for the specific query. The retrieval of pages is done in a multi-threaded fashion so as to minimize response time and to make better use of available bandwidth. Pages that are retrieved are also cached on the local machine so as to make future retrievals faster. The caching system uses a randomized name generation scheme based on the page URL to map URLs to unique file names. This results in fast response, making the user experience better.

The visualization interface allows the user to move around in the visual space onto which the result documents have been projected. Each of the documents is represented by a point in this space. The title of the page and its URL can be shown adjacent to this point to show which page is being represented by a point. Lines between points are used to show links between pages.

A document overview is shown when the user moves the selection pointer over a document in the visualization space. The document overview displays page information such as title, URL and other useful information such as a quote where the search query occurs as well as a list of keywords that the document is represented by. This extra information proves extremely useful in letting users make a choice on the relevance of a page.

Similarly, a keyword overview is shown when the user moves the selection pointer over a keyword. The keyword overview shows the user a list of pages that are referred to by the selected keyword. Keyword selection is possible by clicking on a keyword. This feature boosts the term weighting of the selected word in the document term vectors and biases the correlation of documents based on the selected keywords. This was done so as to allow users to select keywords based on which they want to group sites together. The correlation values will be boosted by selected keywords and these pages therefore move closer together.

A screenshot of the final implementation is shown below. The top left contains the query entry and search section. The main window shows the visualization, with keywords in bold and web pages as buttons with their titles below the buttons. The selected page is shown in a different color with details about the page on the lower left window. The details show the title, a snippet from the page as well as some keywords. The lines between the pages show shared or interpage links.
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Results

The primary goal at the outset of this work was to correlate documents and represent the document set in a fashion that allows users to understand the document space and make relevance judgments easily. There are several factors that were analyzed in this process and user studies led to suggestions for refinements in parts of the correlation and visualization engines.

One of the first factors studied was the effect of the function that produces the natural length of a spring based on document correlation factors. As mentioned earlier, several types of functions were tried. User response and analysis lead to the choice of a logarithmic function. As we can see from the below graphs, the logarithmic function distinguishes the region of low correlation very well. The distribution of correlation values is plotted in the graph below. We need to select a function that provides a good contrast in regions where there are a lot of documents. 


The plot on the left shows a scaled version of the various spring distance functions provided by the different function choices. The plot on the right is the derivative of the spring distance function with respect to the correlation factor and is a measure of the contrast provided by each of the functions in different regions. The choice of the logarithmic function seems to match closely with the data and provides a more even overall contrast.

The document correlation has several empirically obtained parameters such as the weighting for terms in the title, text, descriptive regions as well as the weighting given to interlinks and shared links. These parameters were adjusted and user feedback helped tune them further. Further work could be done to find out how to obtain good weights for these factors. The implemented scheme provides a lot of correlation for links and for words occurring in titles and descriptions, as the content did not seem to prove as trustable in several cases.

The interface itself was one of the areas that needed working with to provide the user with a good experience. It required choosing good placement of pages and words so as not to overcrowd the screen. The overcrowding of keywords in the final implementation hampered the users ability to gather useful information from the visualization. Contextual information proved to be one of the most used parts when scanning through the visualization space and users often required information about pages in addition to the position in the space. This was provided in the form of page titles, snippets from the page and keywords. User feedback was easy to obtain on the interface itself, as that is the component that people interact with the most and have suggestions or comments about.

Pages that contained little text body such as pdf files or primarily flash sites did not produce good correlation results and are often not clustered accurately as a result. Some of the things that helped deal with these kind of sites were meta tags with keywords and descriptions, the descriptive snippets available from Google searches as well as link analysis. 

Clustering based on correlation worked very well and users did find pages to be matched reasonably closely by the keywords. A useful feature was the ability to boost the importance of words, which allowed users to find pages more easily in the space. The below example shows the clustering of pages in a query for Stanford, before and after strong clustering based on the keyword ‘school’. The pages from the business school, law school, medical school and school of earth sciences fall very close together.



Conclusion

The success of an implementation that visualizes search results lies in the ability to convince users to adopt it. There is definitely a need for a simple, intuitive interface where selecting from a result set does not need much user effort. User feedback implied that there is a lot to be obtained from the information extracted from intuitive placement of documents and keywords. People found that the keywords that were displayed helped in refining queries and making relevance judgments on pages. Intelligent visualization of search results definitely adds a lot of value to a good search procedure and the results of this study were encouraging in pursuing further refinements to such a visualization procedure.
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				actual		log		x		x^2		e^x								actual		log		x		x^2		e^x

		0		74		1.3010299957		1		1		0.6321205588		0.05				0		4.9333333333		6.0205999133		1		0.1		0.3869021857		0.05

		0.1		48		1		0.9		0.99		0.5934303403		0.1				0.1		3.2		3.0102999566		1		0.3		0.4275930438		0.1

		0.2		36		0.6989700043		0.8		0.96		0.5506710359		0.2				0.2		2.4		1.7609125906		1		0.5		0.4725633967		0.2

		0.3		31		0.5228787453		0.7		0.91		0.5034146962		0.3				0.3		2.0666666667		1.2493873661		1		0.7		0.522263323		0.3

		0.4		23		0.3979400087		0.6		0.84		0.4511883639		0.4				0.4		1.5333333333		0.9691001301		1		0.9		0.5771902362		0.4

		0.5		15		0.3010299957		0.5		0.75		0.3934693403		0.5				0.5		1		0.7918124605		1		1.1		0.6378938632		0.5

		0.6		6		0.2218487496		0.4		0.64		0.329679954		0.6				0.6		0.4		0.6694678963		1		1.3		0.7049817465		0.6

		0.7		8		0.15490196		0.3		0.51		0.2591817793		0.7				0.7		0.5333333333		0.5799194698		1		1.5		0.779125324		0.7

		0.8		3		0.096910013		0.2		0.36		0.1812692469		0.8				0.8		0.2		0.5115252245		1		1.7		0.8610666496		0.8

		0.9		1		0.0457574906		0.1		0.19		0.095162582		0.9				0.9		0.0666666667		0.4575749056		1		1.9		0.9516258196		0.9

		1		0		0		0		0		0		1				1												1
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