CS 224S/ LINGUI ST 281
Speech Recognition and Synt hesis

Dan Juraf sky

Lecture 9: Acoustic Modeling

IP Notice: Some of these slides were derived from Andrew Ng & CS 229 notes,
as well as lecture notes from  Chen, Picheny et al, and Bry an Pellom. | Otry to
accurately give credit on each slide.
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Summary from Last Time

I
¥ We learned the Baum- Welch algorithm for
learning the A and B matrices of an
individual HMM

¥ It doesn® require training data to be
labeled at the state level; all you have to
know is that an HMM covers a given
sequence of observations, and you can learn
the optimal A and B parameters for this
data by an iterative process.
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Outline for Today

¥ The Acoustic Model: Gaussian Mixture Models
(GMMs)
¥ The ASR component of course
b 1/30: Hidden Markov Models, Forward, Viterbi Decoding
b 2/2: Baum- Welch (EM) training of HMMs
¥ Start of acoustic model: Vector Quantization

B 2/7: Acoustic Model estimation; Gaussians. triphones. etc
D 2/9: Dealing with Variation: Adaptation, MLLR, etc

b 2/14: Language Modeling

D 2/16: More about search in Decoding (Lattices, N- best)
D E

b 3/2: Disfluencies
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Problem: how t o apply HMM model
t 0 continuous obser vations?

¥ We have assumed that the output alphabet
V has a finite number of symbols

¥ But spectral feature vectors are real-
valued!

¥ How to deal with real- valued features?
b Decoding: Given o, how to compute P(o,|q)

b Learning: How to modify EM to deal with real-
valued features

2/8/06 CS 224S Winter 2006 4

Outline for Today

¥ | ncreasingly sophisticated models

¥ Acoustic Likelihood for each state:
b Gaussians
B Multivariate Gaussians
b Mixtures of Multivariate Gaussians
¥ Where a state is progressively:
B Cl Subphone (3ish per phone)
B CD phone (=triphones)
b State-tying of CD phone
¥ Forward- Backward Training

¥ Viterbi training
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Vector Quantization

¥ Create a training set of feature vectors
¥ Cluster them into a small number of classes
¥ Represent each class by a discrete symbol

¥ For each class v,, we can compute the
probability that it is generated by a given
HMM state using Baum- Welch as above
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vVQ

¥ Wed define a
B Codebook, which lists for each symbol
B A prototype vector, or codeword
¥ |f we had 256 classes (8- bit VQ@,
B A codebook with 256 prototype vectors
B Given an incoming feature vector, we compare it to each
of the 256 prototype vectors

B We pick whichever one is closest (by some @istance
metricQ

B And replace the input vector by the index of this
prototype vector
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vVQ

Codebook of 256

Input Feature Vector 4

144 i 1 44
AR A

Compare to Codebook Output index
)
(I ©F best veetor
D
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VQ requirements

¥ A distance metric or distortion metric
b Specifies how similar two vectors are
b Used:
¥to build clusters
¥To find prototype vector for cluster
¥ And to compare incoming vector to prototypes

¥ A clustering algorithm
PK- means, etc.
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Distance metrics

¥ Simplest: y
D(square of) Y2
Euclidean
distance

D
d*(x,y) = Y (x, - 9. ;
i=1

DAIlso called [

d(xiy)

Gum- squared XY,
errorO
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Distance metrics

¥ More sophisticated:
b (square of ) Mahalanobis distance

B Assume that each dimension of feature vector
has variance ! 2

ooy = YIS

b Equation above assumes diagonal covariance
matrix; more on this later
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Training a VQ sy stem (generating
codebook): K-means clustering

1. Initialization
choose M vectors from L training vectors
(typically M=25)
as initial code wordsE random or max. distance.
2. Search:
for each training vector, find the closest code word,
assign this training vector to that cell

3. Centroid Update:
for each cell, compute centroid of that cell. The
new code word is the centroid.

4. Repeat (2)-(3) until average distance falls below
threshold (or no change)
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Vector Quantization
¥Example

Slide thanksto John-Paul Hosum, OHSU/OGI

Given data points, split into 4 codebook vectors with initial
valuesat (2,2), (4,6), (6,5), and (8,8)

0123456789 0123456789
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0123456789
0123456789

Vector Quantization
¥Example

Slide from John-Paul Hosum, OHSU/OGI

compute centroids of each codebook, re-compute nearest
neighbor, re-compute centroids...
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0 23456 89 0123456789
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Vector Quantization
¥Example

Once there( no more change, the feature space will be
partitioned into 4 regions. Any input feature can be classified
as belonging to one of the 4 regions. The entire codebook
can be specified by the 4 centroid points.

Slide from John-Paul Hosum, OHSU/OGI
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Summary: VQ

¥ To compute p(o;|q)
b Compute distance between feature vector o,
¥ and each codeword (prototype vector)
¥ in a preclustered codebook
¥ where distance is either

B Euclidean
B Mahalanobis
B Choose the vector that is the closest to o,
¥ and take its codeword v
B And then look up the likelihood of v, given HMM state j in
the B matrix

¥ Bj(0,)=bj(vy) s.t. v, is codeword of closest vector

Slide from John-Paul Hosum, OHSU/OGI

Computing b; (v,)

feature value 2
for state j

feature value 1 for statej
¥by(vy) = number of vectors with codebook index k instatej _ 14 _ 1
number of vectorsin state 56 4
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0
¥ Using Baum- Welch as above
2/8/06 CS 224S Winter 2006 16
Summary: VQ
¥ Training:

B Do VQ and then use Baum- Welch to assign
probabilities to each symbol

¥ Decoding:

D Do VQ and then use the symbol probabilities in
decoding
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Dir ectly Modeling Cont inuous
Observations

¥ Gaussians
b Univariate Gaussians
¥ Baum- Welch for univariate Gaussians
D Multivariate Gaussians
¥ Baum- Welch for multivariate Gausians
b Gaussian Mixture Models (GMMs)
¥ Baum- Welch for GMMs
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Better than VQ

¥ VQ is insufficient for real ASR

¥ Instead: Assume the possible values of the
observation feature vector o, are normally
distributed.

¥ Represent the observation likelihood function b;(o,)
as a Gaussian with mean ; and variance ! ;2

iyo 1 $u)*
P ln) = eps

Gaussians are parameters by
mean and variance
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Reminder: means and variances

¥ For a discrete random variable X
¥ Mean is the expected value of X
B Weighted sum over the values of X

N
u=E(X)=Y p(X)X;
i—1

¥ Variance is the squared average deviation
from mean

N
o’ =E(X;—E(X))?) =Y p(X)(Xi —E(X))?
i=1
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Gaussian as Probability Density
Function

/

/ < P(shaded region) = 341

Probability Density
°
©

Gaussian PDFs

¥ A Gaussian is a probability density function;
probability is area under curve.

¥ To make it a probability, we constrain area under
curve = 1.

¥ BUTE
B We will be using (point estimatesQ value of Gaussian at

point.

¥ Technically these are not probabilities, since a pdf
gives a probability over a internvl, needs to be
multiplied by dx

¥ As we will see later, this is ok since same value is
omitted from all Gaussians, so argmax is still
correct.

2/8/06 CS 224S Winter 2006 24




Gaussians f or Acoustic Modeling

A Gaussian is parameterized by a mean and

a variance:

P(olq) is highest here at mean

P(ola) /
o
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¥ P(o] o)

P(olqislow here, very far from mean)

Using a (univariat e Gaussian) as
an acoustic likelihood estimat or
I

¥ Let® suppose our observation was a single
real- valued feature (instead of 39D vector)

¥ Then if we had learned a Gaussian over the
distribution of values of this feature

¥ We could compute the likelihood of any
given observation o, as follows:

1 (o —y)°

———exp 5
\ /21t0§ 20

bj(O;) =

28

Training a Univariat e Gaussian

¥ A (single) Gaussian is characterized by a mean and a
variance

¥ |magine that we had some training data in which each
state was labeled

¥ We could just compute the mean and variance from the
data:

1 . _
w== 0, St. o is statei
T t=1

;
%# (0, $u)? st. o is statei
t=1
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w2 _
2=

Training Univariat e Gaussians

I

But we don® know which observation was produced by which

state!

¥ What we want: to assign each observation vector o, to
every possible state /, prorated by the probability the the
HMM was in state / at time t.

*®

¥ The probability of being in state i at time t is " (i)!
T T
T . 2
# "o, %% (i)(o, $ 14)
= o
#.0 O (i)
=1 =1
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Multivariat e Gaussians

¥ Instead of a single mean p ang variance ! :

f(XIp,0)=0mexp(— 2'02 )

¥ Vector of means p and covariance matrix #

For i) xS (x5 *1<x$u)§

-1
(2#)11/2 |u qu
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Multivariat e Gaussians

¥ Defining p and #

H=E(X)
"= E[(x# p)(x# 1) ]

¥ So the i-jth element of # is:

"i]? = E[(Xi #/Ji)(xj #/Jj)]
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Gaussian | ntuit ions: Size of #

¥ u=00] n=1[00] n=1[00]
¥#=1 # = 0.6l # =21

¥ As # becomes larger, Gaussian becomes more spread
out; as # becomes smaller, Gaussian more
compressed
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Text and figures from Andrew Ng@ lecture notes for CS229

AN

\ y
N

S

Oy and O, can be uncorrelated without having equal variances
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From Chen, Picheny etal lecture dides

Gaussian | ntuit ions: Of f -diagonal

z_{gf};z—[ug i}*f‘[JS y

¥ As we increase the of f- diagonal entries, more
correlation between value of x and value of y
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Text and figures from Andrew Ng@ lecture notes for CS229

Gaussian | ntuit ions: of f -diagonal

m)

7o)
&

1o 105 108
Z*{o 1}’2*[0.5 1}"27{048 1}

¥ As we increase the of f- diagonal entries, more correlation
between value of x and value of y
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Text and figures from Andrew Ng@ lecture notes for CS229

Gaussian | ntuit ions: of f -diagonal

and d iagonal

e o I 2
=2 = T

1 -0.5 1 -08 3 08
D . — . —
“*[»().5 1 ]’Z*[-(J.s 1 ]'Z*{().s 1 ]
¥ Decreasing non- diagonal entries (# 1-2)

¥ | ncreasing variance of one dimension in diagonal (# 3)
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| n two dimensions

Oy and O, are correlated — knowing O, tells you something about O,
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But : assume diagonal covariance

]
¥ |.e., assume that the features in the feature
vector are uncorrelated

¥ This isn® true for FFT features, but is true for
MFCC features, as we will see.

¥ Computation and storage much cheaper if diagonal
covariance.

¥ |.e. only diagonal entries are non- zero
¥ Diagonal contains the variance of each dimension ! ;?

¥ So this means we consider the variance of each
acoustic feature (dimension) separately
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Diagonal covariance

¥ Diagonal contains the variance of each

dimension ! ;2

¥ So this means we consider the variance of
each acoustic feature (dimension) separately

D % , 0 2(
1 Jo1%, s, ()
f(x|p")=+ ——=exp$=' 4=
d=1 sz# &2& d );
D 0 2
FxIm" ) =L expos & Yo M)
2#%$ "dz 24 d
d=

Baum-Welch reestimation equations f or

multivariat e Gaussians
—

¥ Natural extension of univariate case,
where now ; is mean vector for state i:

T

#".()o,
A=
#.0)
 DED0, -1 -
2' = =l -
DEG)
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But we®e not there yet

¥ Single Gaussian may do a bad job of
modeling distribution in any dimension:

Bad News!!!

¥ Solution: Mixtures of Gaussians
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Figure from Chen, Picheney et al dlides

Mixtures of Gaussians

¥ M mixtures of Gaussians:M

fx |/ij’" jk) :# cjkN(x’l’l/‘k’" jk)

k=1
b] (Ot) =# CJkN(Ou.qus" ]k)

. k=l
¥ For diagonal covariance:

o C 10 (X Wtdy)?
b,(0) = &+exp@/$&wiﬁ)
k=1 on D/2$ #ikdz d=1 jkd
d=1
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GMMs

¥ Summary: each state has a likelihood function
parameterized by:
B M Mixture weights
B M Mean Vectors of dimensionality D
b Either
¥ M Covariance Matrices of ~ DxD
B Or more likely
¥ M Diagonal Covariance Matrices of ~ DxD
¥ which is equivalent to
¥ M Variance Vectors of  dimensionality D
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Baum-Welch for Mixture
Models

¥ By analogy with " earlier, let® define the probability of
being in state j at time t with the kth mixture component
accounting for o,:

O/G#I$l(j )3 Cmbjin (0)&; (1)

() =4

¥ Now, #:(T)

T T T

#,e, #ra() (D@ SH)O S
=5 Cim= i = T M

#H# ") ##".30) YR (i)

tml k=l t=1 k=1 t=1 k=1
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How to train mixtures?

¢ Choose M (often 16; or can tune M dependent on
amount of training observations)

¢ Then can do various splitting or clustering
algorithms

« One simple method for GplittingQ
1) Compute global mean p and global variance

2) Split into two Gaussians, with means p+$
(sometimes $ is 0.21)

3) Run Forward- Backward to retrain
4) Go to 2 until we have 16 mixtures

2/8/06 CS 224S Winter 2006 45

Embedded Training

e -——
¥ Components of a speech recognizer:
b Feature extraction: not statistical
b Language model: word transition probabilities,
trained on some other corpus
D Acoustic model:

¥ Pronunciation lexicon: the HMM structure for each
word, built by hand

¥ Observation likelihoods bj(ot)

¥ Transition probabilities aij
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Embedded training of acoustic
model

¥ |f we had hand- segmented and hand- labeled
training data

¥ With word and phone boundaries
¥ We could just compute the

B B: means and variances of all our triphone gaussians
B A: transition probabilities

¥ And we@ be done!

¥ But we don® have word and phone boundaries, nor
phone labeling
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Embedded training
¥ | nstead:

D Wed train each phone HMM embedded in an
entire sentence

D Wed do word/ phone segmentation and alignment
automatically as part of training process
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Embedded Training

Transeription Nine four oh two two Wavefile - —— W o
T '
T
Loxicon | 1MGe thrly
Signt oyt R R AR AR
firo nayn
D S Feature Extraction
naynfaorowtuwtuw rrrvyyovoany
RN D585 5B - DD Dol e
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| nitialization: @-lat startO

¥ Transition probabilities:
D set to zero any that you want to be
Gstructurally zeroO

¥ The %probability computation includes previous value of
aj, so if it@ zero it will never change

b Set the rest to identical values
¥ Likelihoods:

Dinitialize p and ! of each state to global mean
and variance of all training data

2/8/06 CS 224S Winter 2006 50

Embedded Training
I
¥ Now we have estimates for A and B
¥ So we just run the EM algorithm

¥ During each iteration, we compute forward
and backward probabilities

¥ Use them to re- estimate A and B
¥ Run EM til converge
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Vit erbi training

I
¥ Baum- Welch training says:

B We need to know what state we were in, to accumulate counts
of a given output symbol o,

D Wed compute " (1), the probability of being in state i at time t,
by using forward-backward to sum over all possible paths that
might have been in state i and output 0,

¥ Viterbi training says:

D Instead of summing over all possible paths, just take the single
most likely path

D Usethe Viterbi algorithm to compute this ~ O/iterbi Opath

D Via Gorced alignment O

-
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For ced Alignment

I
¥ Computing the O/iterbi pathOover the
training data is called Gorced alignmentO

¥ Because we know which word string to
assign to each observation sequence.

¥ We just don® know the state sequence.

¥ So we use a; to constrain the path to go
through the correct words

¥ And otherwise do normal Viterbi
¥ Result: state sequence!
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Vit er bi training equations

¥ Viterbi Baum- Welch
n. PR vi1s 1Y)
A ij For all pairs of emitting states, = &T—1<N . /:
@,'j = 1<=ij<=N ,Tzllzi,v:l“lr(’-ﬂ
n

i

I"lj (S.tOt = Vk) i)J(Vk) _ Z[T:IA,/.O,:\'k él(f)

B (v,) =

i
Whereny is number of frames with transition from i to j in best path
Andn; is number of framewhere state j is occupied
2/8/06 €S 2245 Winter 2006 54




Vit erbi Tr aining
—
¥ Much faster than Baum- Welch
¥ But doesn® work quite as well
¥ But the tradeoff is often worth it.
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Viterbi training (I I)

¥ Equations for non- mixture Gaussians
1 Il

Ei 01 .. ql =i
Ni =1

T
_2_1 2 .
o = Wz(q_l’li) st. g =1

¥ Viterbi tréiﬁ:llng for mixture Gaussians is

more complex, generally just assign each
observation to 1 mixture

Log domain

¥ | n practice, do all computation in log domain
¥ Avoids underflow

b Instead of multiplying lots of very small probabilities, we
add numbers that are not so small.

¥ Single multivariate Gaussian (diagonal #) compute:
1 1 (01 — pig)?

H - exp <7§< rdczhd} )

d=1 /2165, jd

12 (01 — ja)*
logb;(o;) _Eg‘ [log 27t)+01d+04§d
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D
bj(of):

¥ | n log space:
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Log domain
—
¥ Repeating: 12 2
0ng —
log == z log(2m) +67d+7( d ZVM)
25 Gl
¥ With some rearrangement of terms
(010 — l"}rl
loghj(o) =C 2 Z p
jd

¥ Where:
:7—2 2(2m) +GJ[,)

¥ Note that this looks like a weighted Mahalanobis distance!!!

¥ Also may justify why we these aren® really probabilities
(point estimates); these are really just distances.

2/8/06 CS 224S Winter 2006 58

Modeling phonetic context:
dif ferent @hG

y eh | b eh n

Frequency (Hz)

‘M Hli
ummill«l |

Time (s)
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Modeling phonetic cont ext

¥ The strongest factor affecting phonetic
variability is the neighboring phone

¥ How to model that in HMMs?

¥ | dea: have phone models which are specific
to context.

¥ I nstead of Context- | ndependent (Cl)
phones

¥ We@ have Context- Dependent (CD) phones
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CD phones: triphones

¥ Triphones

¥ Each triphone captures facts about preceding and
following phone

¥ Monophone:

bpt,k
¥ Triphone:
b iy- ptaa
b a-b+c means Cphone b, preceding by phone a, followed by
phone cO
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Wor d-Boundary Modeling

¥ Word- I nternal Context- Dependent Models
@UR LISTO
SIL AA+R AA-R L+IH L-IH+S IH-S+T S-T
¥ Cross- Word Context- Dependent Models
@UR LISTO

SIL-AA+R AA-R+L R-L+IH L-1H+S I H- S+T S-
T+SIL

¥ Dealing with cross- words makes decoding
harder! We will return to this.
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Modeling phonetic context:
some contexts look similar

W iy riy m iy n iy
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MNeedOwit h triphone models

338888888

#-n+iy n-iy+d iy-d+#
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| mplications of Cross-Word

Tr iehones
¥ Possible triphones: 50x50x50=125,000
¥ How many triphone types actually occur?

¥ 20K word WSJ Task, numbers from Young
et al

¥ Cross- word models: need 55,000 triphones

¥ But in training data only 18,500 triphones
occur!

¥ Need to generalize models.
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Solution: State Tying

]
¥ Young, Odell, Woodland 1994
Decision- Tree based clustering of triphone states
¥ States which are clustered together will share
their Gaussians
¥ We call this Gtate tyingQ since these states are
Qied togetherOto the same Gaussian.
¥ Previous work: generalized triphones
B Model- based clustering (thodelO= @hone(
b Clustering at state is more fine- grained

w
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Young et al state tying

t-1y+n t-iy+ng f-iy+l s-1y+l

Do ool Do U s A
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State tying/ clustering

¥ How do we decide which triphones to cluster
together?

¥ Use phonetic features (or ®road phonetic classes®
b Stop
b Nasal
b Fricative
D Sibilant
B Vowel
b lateral
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Decisiontree for clustering
triphones f or tying

Cluster A:
neih+l,
ng-ih+l,
Cluster B:
neihir,
ngihtr,
meihsr,

- oo it

Decisiontree for clustering

triehones for txing

Feature Phones
Stop bdgkpt
Nasal mnng
Fricative chdhfjhsshthvzzh
Liquid Irwy
Vowel aa ae ah ao aw ax axr ay eh er ey ih ix iy ow oy u
Front Vowel ae eh ih ix iy
Central Vowel aa ah ao axrer
Back Vowel ax ow uh uw
High Vowel ih ix iy uh uw
Rounded ao ow oy uh uw w
Reduced ax axrix
Unvoiced chfhhkpsshtth
Coronal chddhjhlnrsshtthzzh
2/8I06 €S 224S Winter 2006 70

State Tying: ®
Young, Odell, Woodland 1994
[ — ]
¥ The steps in creating o

tiy+n tiy+ng fiy+l s+l
€D phones. QAR AR RS A
¥ Start with monophone, (M >0 (M p0 (BP0 (M (r0
do EM training na
¥ Then clone Gaussians o 1 { 1 1

into triphones

¥ Then build decision tree
and cluster Gaussians

¥ Then clone and train
mixtures (GMMs

Summary: Acoustic Modeling
for LVCSR.

¥ | ncreasingly sophisticated models
¥ For each state:
b Gaussians
B Multivariate Gaussians
b Mixtures of Multivariate Gaussians
¥ Where a state is progressively:
b ClI Phone
B Cl Subphone (3ish per phone)
B CD phone (=triphones)
b State-tying of CD phone
¥ Forward- Backward Training
¥ Viterbi training
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