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CS 224S /  LI NGUI ST 181
Speech Recognit ion and Synt hesis

Dan J ur af sky

Lect ur e 7:  I nt r o t o ASR+HMMs:
Hist or y+ For war d and Vit er bi
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Out line f or  Today

¥ Speech Recognit ion Ar chit ect ur al Over view
¥ Hidden Mar kov Models in gener al

Ð For war d
Ð Vit er bi Decoding

¥ HMMs f or  speech:  st r uct ur e
¥ How t his f it s int o t he ASR component  of  cour se

Ð 2/ 2:  Baum- Welch (EM) t r aining of  HMMs
Ð 2/ 7:  Acoust ic Model est imat ion;  Gaussians,  t r iphones,  et c
Ð 2/ 9:  Advanced I ssues in Acoust ic Mod. :  Guest  Lect ur e
Ð 2/ 14:  Language Modeling
Ð 2/ 16:  Advanced I ssues in Decoding Sear ch
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LVCSR

¥ Lar ge Vocabular y Cont inuous Speech
Recognit ion

¥ ~20, 000- 64, 000 wor ds

¥ Speaker  independent  (vs.  speaker -
dependent )

¥ Cont inuous speech (vs isolat ed- wor d)
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Cur r ent  er r or  r at es

20. 764, 000+Conver sat ional Telephone

9. 964, 000+Br oadcast  news

<6. 620KWSJ  r ead speech

3. 05KWSJ  r ead speech

0. 5511Digit s

Er r or  Rat e%Vocabular yTask
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Why is conver sat ional speech
har der ?

¥ Pr aat  example
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HSR ver sus ASR

¥ Conclusions:
ÐMachines about  5 t imes wor se t han humans
ÐGap incr eases wit h noisy speech
ÐThese number s ar e r ough,  t ake wit h gr ain of  salt

420. 7 (ht k03) *65KSWBD 2004

1. 18. 6 (MSR)5KWSJ  1995 w/ noise

0. 93. 9- 4. 5 (Sonic,  MSR)5KWSJ  1995 clean

. 0090. 55 (sph4)11Cont inuous digit s

Hum SRASRVocabTask
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LVCSR Design I nt uit ion

¥ Build a st at ist ical model of  t he speech- t o-
wor ds pr ocess

¥ Collect  lot s and lot s of  speech,  and
t r anscr ibe all t he wor ds.

¥ Tr ain t he model on t he labeled speech
¥ Par adigm:  Super vised Machine Lear ning +

Sear ch
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Speech Recognit ion Ar chit ect ur e
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The Noisy Channel Model

¥ Sear ch t hr ough space of  all possible
sent ences.

¥ Pick t he one t hat  is most  pr obable given
t he wavef or m.
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The Noisy Channel Model (I I )

¥ What  is t he most  likely sent ence out  of  all
sent ences in t he language L given some
acoust ic input  O?

¥ Tr eat  acoust ic input  O as sequence of
individual obser vat ions
Ð O = o1, o2, o3, É, ot

¥ Def ine a sent ence as a sequence of  wor ds:
Ð W = w1, w2, w3, É, wn
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Noisy Channel Model (I I I )

¥ Pr obabilist ic implicat ion:  Pick t he highest  pr ob S:

¥ We can use Bayes r ule t o r ewr it e t his:

¥ Since denominat or  is t he same f or  each candidat e sent ence W,
we can ignor e it  f or  t he ar gmax:
!  

ö W = argmax
W" L

P(W |O)

!  

ö W = argmax
W" L

P(O |W)P(W)!  

ö W = argmax
W" L

P(O |W)P(W)
P(O)
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Noisy channel model

!  

ö W = argmax
W" L

P(O |W)P(W)

likelihood pr ior
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The noisy channel model

¥ I gnor ing t he denominat or  leaves us wit h t wo
f act or s:  P(Sour ce) and P(Signal| Sour ce)
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Speech Ar chit ect ur e meet s
Noisy Channel
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HMMs f or  speech
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Phones ar e not  homogeneous!

Time (s)
0.48152 0.937203

0

5000

ay k
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Each phone has 3 subphones
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Result ing HMM wor d model f or
Òsix Ó
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Ar chit ect ur e: Five easy pieces
(only 2 f or  t oday)

¥ Feat ur e ext r act ion
¥ Acoust ic Modeling

¥ HMMs,   Lexicons,  and Pr onunciat ion
¥ Decoding
¥ Language Modeling
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Feat ur e Ext r act ion

¥ Digit ize Speech
¥ Ext r act  Fr ames
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Quick r eminder : digit iz ing
Speech
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Reminder : digit iz ing Speech (A-
D)

¥ Sampling:
Ð measur ing amplit ude of  signal at  t ime t
Ð 16, 000 Hz (samples/ sec) Micr ophone (ÒWidebandÓ):
Ð 8, 000 Hz (samples/ sec) Telephone
Ð Why?

¥ Need at least 2 samples per cycle
¥ max measurable frequency is half sampling rate
¥ Human speech < 10,000 Hz,  so need max 20K
¥ Telephone filtered at 4K, so 8K is enough
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Digit iz ing Speech (I I )

¥ Quantization
Ð Representing real value of each amplitude as integer
Ð 8-bit (-128 to 127) or 16-bit (-32768 to 32767)

¥ Formats:
Ð 16 bit PCM
Ð 8 bit mu-law ; log compression

¥ LSB (Intel) vs. MSB (Sun, Apple)

¥ Header s:
Ð Raw (no header )
Ð Micr osof t  wav
Ð Sun . au

40 byte
header
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Quick sket ch of  Fr ame
Ext r act ion

¥ A f r ame (25 ms wide) ext r act ed ever y 10 ms

25 ms

10ms

. . .

a1      a2      a3
Figure from Simon ArnÞeld
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MFCC (Mel Fr equency Cepst r al
Coef f icient s)

¥ Do FFT t o get  spect r al inf or mat ion
Ð Like t he spect r ogr am/ spect r um we saw ear lier

¥ Apply Mel scaling
Ð Linear  below 1kHz,  log above,  equal samples

above and below 1kHz

Ð Models human ear ;  mor e sensit ivit y in lower
f r eqs

¥ Plus Discr et e Cosine Tr ansf or mat ion

¥ Mor e on t his lat er  in cour se
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Final Feat ur e Vect or

¥ 39 Feat ur es per  10 ms f r ame:
Ð 12 MFCC f eat ur es

Ð 12 Delt a MFCC f eat ur es

Ð 12 Delt a- Delt a MFCC f eat ur es

Ð 1 (log) f r ame ener gy

Ð 1 Delt a (log) f r ame ener gy

Ð 1 Delt a- Delt a (log f r ame ener gy)

¥ So each f r ame r epr esent ed by a 39D
vect or
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Wher e we ar e

¥ Given:  a sequence of  acoust ic f eat ur e vect or s,  one
ever y 10 ms

¥ Goal:  out put  a st r ing of  wor ds

¥ WeÕll spend 6 lect ur es on how t o do t his

¥ Rest  of  t oday:
Ð Mar kov Models

Ð Hidden Mar kov Models in t he abst r act
¥ Forward Algorithm

¥ Viterbi Algorithm

Ð St ar t  of  HMMs f or  speech
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Reminder : Fir st -or der
obser vable Mar kov Model

¥ a set  of  st at es
Ð Q = q1,  q2ÉqN ;   t he st at e at  t ime t  is qt

¥ Cur r ent  st at e only depends on pr evious st at e

¥ Tr ansit ion pr obabilit y mat r ix A

¥ Special init ial pr obabilit y vect or  !

¥ Const r aint s:

!  

P(qi |q1...qi" 1) = P(qi |qi" 1)

!  

" i = P(q1 = i)    1# i # N

!  

aij =1;    1" i " N
j=1

N

#

!  

" j =1
j =1

N

#
!  

aij = P(qt = j |qt" 1 = i)   1# i, j # N
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Reminder : Mar kov model f or
Dow J ones

Figure from Huang et al, via 
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Reminder : Mar kov Model f or
Dow J ones

¥ What  is t he pr obabilit y of  5 consecut ive up
days?

¥ Sequence is up- up- up- up- up

¥ I . e. ,  st at e sequence is 1- 1- 1- 1- 1
¥ P(1, 1, 1, 1, 1) =

Ð ! 1a11a11a11a11 = 0. 5 x (0. 6)4 = 0. 0648
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Reminder : Hidden Mar kov
Models

¥ a set  of  st at es
Ð Q = q1,  q2ÉqN ;   t he st at e at  t ime t  is qt

¥ Tr ansit ion pr obabilit y mat r ix A = {aij }

¥ Out put  pr obabilit y mat r ix B={bi(k)}

¥ Special init ial pr obabilit y vect or  !

¥ Const r aint s:

!  

" i = P(q1 = i)    1# i # N

!  

aij =1;    1" i " N
j=1

N

#

!  

bi (k) =1
k=1

M

"

!  

aij = P(qt = j |qt" 1 = i)   1# i, j # N

!  

bi (k) = P(Xt = ok |qt = i)   

!  

" j =1
j=1

N

#
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Reminder : Assumpt ions

¥ Mar kov assumpt ion:

¥ Out put - independence assumpt ion

!  

P(qi |q1...qi" 1) = P(qi |qi" 1)

!  

P(ot |O1
t" 1,q1

t ) = P(ot |qt )
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Reminder : HMM f or  Dow J ones

From Huang et al. 1/29/06 CS 224S Winter 2006 34

HMMs f or  weat her  and ice-
cr eam

¥ J ason Eisner Õs cut e HMM in Excel,  showing Vit er bi
and EM:

¥ ht t p: / / www. cs. j hu. edu/ ~j ason/ paper s/  -  t nlp02
¥ I dea:

Ð You ar e climat ologist s in 3004
Ð Want  t o know about  Balt imor e weat her  in 2004
Ð Only dat a you have is J ason Eisner Õs diar y
Ð Which r ecor ds how much ice cr eam he at e each day

¥ Obser vat ion:
Ð Number  of  ice cr eams

¥ Hidden St at e:  Simplif y t o only 2 st at es
Ð Weat her  is Hot  or  Cold t hat  day.
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The Three Basic P roblems for HMMs

¥ (Fr om t he classic f or mulat ion by Lar r y
Rabiner  af t er  J ack Fer guson)

¥ L.  R.  Rabiner .  1989.  A t ut or ial on Hidden
Mar kov Models and Select ed Applicat ions in
Speech Recognit ion.  Pr oc I EEE 77(2),  257-
286.   Also in Waibel and Lee volume.
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The Three Basic P roblems for HMMs

¥ Pr oblem 1 (Evaluat ion): Given t he obser vat ion sequence
O=(o1o2ÉoT), and an HMM model "  = (A,B,! ), how do we
ef f icient ly comput e P(O|  " ), t he pr obabilit y of  t he
obser vat ion sequence, given t he model

¥ Pr oblem 2 (Decoding): Given t he obser vat ion sequence
O=(o1o2ÉoT), and an HMM model "  = (A,B,! ), how do we
choose a cor r esponding st at e sequence Q=(q1q2ÉqT) t hat
is opt imal in some sense (i.e., best  explains t he
obser vat ions)

¥ Pr oblem 3 (Lear ning): How do we adj ust  t he model
par amet er s "  = (A,B,! ) t o maximize P(O|  "  )?

From Rabiner
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The Evaluat ion Pr oblem f or
speech

¥ The obser vat ion sequence O is a ser ies of
MFCC vect or s

¥ The hidden st at es W ar e t he phones and
wor ds

¥ For  a given phone/ wor d st r ing W,  our  j ob is
t o evaluat e P(O| W)

¥ I nt uit ion:  how likely is t he input  t o have
been gener at ed by j ust  t hat  wor d st r ing W
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The Evaluat ion Pr oblem

¥ Given obser vat ion sequence O and HMM " ,  comput e P(O|  " )

¥ Why is t his har d? Sum over  all possible sequences of  st at es!

q0

q0

q2

q1

o1 o2 o3 o4 oT

q0

q2
q1

q0

q2
q1

q0

q2
q1

P(o1o2o3|q0q0q0)
+
P(o1o2o3|q0q0q1)
+
P(o1o2o3|q0q1q2)
+
P(o1o2o3|q0q1q0)
É

!  

P(O |" ) = P(S|" )P(O |S," )
all  S

#

!  

= as0,s1bs1(o1)as1,s2bs2(o2)...asT" 1,sTbsT(oT )
all  S

#
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Evaluat ion f or  speech: Summing
over  all dif f er ent  pat hs!

¥ f  ay ay ay ay v v v v
¥ f  f  ay ay ay ay v v v

¥ f  f  f  f  ay ay ay ay v
¥ f  f  ay ay ay ay ay ay v
¥ f  f  ay ay ay ay ay ay ay ay v

¥ f  f  ay v v v v v v v
¥ et c
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Comput ing obser vat ion
likelihood P(O| " )

¥ Why canÕt  we do an explicit  sum over  all
pat hs?

¥ Because it Õs int r act able.   O(NT)

¥ What  we do inst ead:
¥ The For war d Algor it hm.   O(N2T)
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The For war d Algor it hm
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The induct ive st ep, f r om
Rabiner  and J uang

¥ Computation of #t (j) by summing all previous values #t - 1(i) for all i

# t-1(i) # t(j)
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The f or war d lat t ice f or  Òf iveÓ
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The For war d t r ellis
comput at ion f or  Òf iveÓ
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For war d t r ellis f or  Dow J ones
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The Decoding Pr oblem

¥ Given obser vat ions O=(o1o2ÉoT),  and HMM " =(A, B, ! ),  how
do we choose best  st at e sequence Q=(q1, q2Éqt )?

¥ The f or war d algor it hm comput es P(O| W)
¥ Could f ind best  W by r unning f or war d algor it hm f or  each W

in L,  picking W maximizing P(O| W)
¥ But  we canÕt  do t his,  since number  of  sent ences is O(W T).

I nst ead:
Ð Viterbi Decoding: dynamic programming, slight modification of

the forward algorithm
Ð A* Decoding: search the space of all possible sentences using

the forward algorithm as a subroutine.
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The Vit er bi Algor it hm
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The Vit er bi Algor it hm
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Vit er bi f or  Dow J ones
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The Vit er bi Algor it hm
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The Vit er bi Lat t ice
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The Vit er bi Lat t ice
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Why ÒDynamic Pr ogr ammingÓ

ÒI spent the Fall quarter (of 1950) at RAND. My first task was to find a name for multistage decision processes.
An interesting question is, Where did the name, dynamic programming, come from? The 1950s were not
good years for mathematical research. We had a very interesting gentleman in Washington named Wilson.
He was Secretary of Defense, and he actually had a pathological fear and hatred of the word, research.
IÕm not using the term lightly; IÕm using it precisely. His face would suffuse, he would turn red, and he
would get violent if people used the term, research, in his presence. You can imagine how he felt, then,
about the term, mathematical. The RAND Corporation was employed by the Air Force, and the Air Force
had Wilson as its boss, essentially. Hence, I felt I had to do something to shield Wilson and the Air Force
from the fact that I was really doing mathematics inside the RAND Corporation. What title, what name,
could I choose? In the first place I was interested in planning, in decision making, in thinking. But planning,
is not a good word for various reasons. I decided therefore to use the word, ÒprogrammingÓ I wanted to get
across the idea that this was dynamic, this was multistage, this was time-varying I thought, lets kill two
birds with one stone. Lets take a word that has an absolutely precise meaning, namely dynamic, in the
classical physical sense. It also has a very interesting property as an adjective, and that is its impossible to
use the word, dynamic, in a pejorative sense. Try thinking of some combination that will possibly give it a
pejorative meaning. Its impossible. Thus, I thought dynamic programming was a good name. It was
something not even a Congressman could object to. So I used it as an umbrella for my activities.Ó
Richard Bellman, ÒEye of the Hurrican:  an autobiographyÓ 1984.

Thanks to Chen, Picheny, Eide, Nock
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HMMs f or  Speech

¥ We havenÕt  shown how t o lear n t he A and B
mat r ices f or  HMMs.
Ð This is done wit h an algor it hm called EM

Ð We wonÕt  cover  t his t oday;  youÕll get  t his in t he
machine lear ning or  ASR class.

¥ I nst ead let Õs t ur n now t o applying t he HMM
t o speech
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Why ÒDynamic Pr ogr ammingÓ

ÒI spent the Fall quarter (of 1950) at RAND. My first task was to find a name for multistage
decision processes. An interesting question is, Where did the name, dynamic programming,
come from? The 1950s were not good years for mathematical research. We had a very
interesting gentleman in Washington named Wilson. He was Secretary of Defense, and he
actually had a pathological fear and hatred of the word, research. IÕm not using the term
lightly; IÕm using it precisely. His face would suffuse, he would turn red, and he would get
violent if people used the term, research, in his presence. You can imagine how he felt, then,
about the term, mathematical. The RAND Corporation was employed by the Air Force, and
the Air Force had Wilson as its boss, essentially. Hence, I felt I had to do something to shield
Wilson and the Air Force from the fact that I was really doing mathematics inside the RAND
Corporation. What title, what name, could I choose? In the first place I was interested in
planning, in decision making, in thinking. But planning, is not a good word for various
reasons. I decided therefore to use the word, ÒprogrammingÓ I wanted to get across the idea
that this was dynamic, this was multistage, this was time-varying I thought, lets kill two birds
with one stone. Lets take a word that has an absolutely precise meaning, namely dynamic, in
the classical physical sense. It also has a very interesting property as an adjective, and that
is its impossible to use the word, dynamic, in a pejorative sense. Try thinking of some
combination that will possibly give it a pejorative meaning. Its impossible. Thus, I thought
dynamic programming was a good name. It was something not even a Congressman could
object to. So I used it as an umbrella for my activities.Ó  Richard Bellman, ÒEye of the
Hurrican: an autobiogrpahyÓ 1984.

Thanks to Chen, Picheny, Eide, Nock
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HMMs f or  Speech

¥ We havenÕt  yet  shown how t o lear n t he A
and B mat r ices f or  HMMs;  weÕll do t hat  on
Thur sday

¥ But  let Õs r et ur n t o t hink about  speech
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Reminder : a wor d looks like
t his:
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Sear ch space wit h bigr ams
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Vit er bi t r ellis wit h 2 wor ds and
unif or m LM
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Vit er bi backt r ace
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Lear ning

¥ Setting all the parameters in an ASR system
¥ Given:

Ð t raining set :  wavef iles & word t r anscr ipt s f or  each sent ence
Ð Hand- built  HMM lexicon
Ð I nit ial acoust ic models st olen f r om anot her  r ecognizer
1. t r ain a LM on t he word t r anscr ipt s + ot her  dat a
2. For  each sent ence,  creat e one big HMM by combining all t he HMM-

words t oget her
3. Use t he Vit erbi algor it hm t o align HMM against  t he dat a,  r esult ing in

phone labeling of  speech
4. t r ain new Gaussian acoust ic models
5. it erat e (go t o 2).
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Evaluat ion

¥ How do evaluat e t he wor d st r ing out put  by
a speech r ecognizer ?
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Wor d Er r or  Rat e

¥ Wor d Er r or  Rat e =

100 (I nser t ions+Subst it ut ions + Delet ions)

     - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -

      Tot al W or d in Cor r ect  Tr anscr ipt

Aligment  example:

REF:    por t able * * * *      PHONE UPSTAI RS last  night  so

HYP:    por t able FORM  OF       STORES    last  night  so

Eval               I          S        S

   W ER = 100 (1+2+0)/ 6 = 50%
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NI ST sct k-1.3 scor ing sof t ar e:
Comput ing WER wit h sclit e

¥ ht t p: / / www. nist . gov/ speech/ t ools/

¥ Sclit e aligns a hypot hesized t ext  (HYP) (f r om t he
r ecognizer ) wit h a cor r ect  or  r ef er ence t ext  (REF)
(human t r anscr ibed)

i d:  ( 2347- b- 013)
Scor es:  ( #C #S #D #I )  9 3 1 2

REF:   was an engi neer  SO I    i  was al ways wi t h * * * *  * * * *  MEN UM   and t hey
HYP:   was an engi neer  * *  AND i  was al ways wi t h THEM THEY ALL THAT and t hey

Eval :                  D  S                     I     I     S   S
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Sclit e out put  f or  er r or  analysis

CONFUSI ON PAI RS                  Tot al                  ( 972)
                                 Wi t h >=  1 occur ances ( 972)

   1:     6  - >  ( %hesi t at i on)  ==> on
   2:     6  - >  t he ==> t hat
   3:     5  - >  but  ==> t hat
   4:     4  - >  a ==> t he
   5:     4  - >  f our  ==> f or
   6:     4  - >  i n ==> and
   7:     4  - >  t her e ==> t hat
   8:     3  - >  ( %hesi t at i on)  ==> and
   9:     3  - >  ( %hesi t at i on)  ==> t he
  10:     3  - >  ( a- )  ==> i
  11:     3  - >  and ==> i
  12:     3  - >  and ==> i n
  13:     3  - >  ar e ==> t her e
  14:     3  - >  as ==> i s
  15:     3  - >  have ==> t hat
  16:     3  - >  i s  ==> t hi s
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Sclit e out put  f or  er r or  analysis

17:     3  - >  i t  ==> t hat
  18:     3  - >  mouse ==> most
  19:     3  - >  was ==> i s
  20:     3  - >  was ==> t hi s
  21:     3  - >  you ==> we
  22:     2  - >  ( %hesi t at i on)  ==> i t
  23:     2  - >  ( %hesi t at i on)  ==> t hat
  24:     2  - >  ( %hesi t at i on)  ==> t o
  25:     2  - >  ( %hesi t at i on)  ==> yeah
  26:     2  - >  a ==> al l
  27:     2  - >  a ==> know
  28:     2  - >  a ==> you
  29:     2  - >  al ong ==> wel l
  30:     2  - >  and ==> i t
  31:     2  - >  and ==> we
  32:     2  - >  and ==> you
  33:     2  - >  ar e ==> i
  34:     2  - >  ar e ==> wer e
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Bet t er  met r ics t han WER?

¥ WER has been usef ul
¥ But  should we be mor e concer ned wit h

meaning (Òsemant ic er r or  r at eÓ)?
ÐGood idea,  but  har d t o agr ee on

ÐHas been applied in dialogue syst ems,
wher e desir ed semant ic out put  is mor e
clear
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Summar y: ASR Ar chit ect ur e

¥ Five easy pieces:  ASR Noisy Channel ar chit ect ur e
1) Feat ur e Ext r act ion:

39 ÒMFCCÓ features

2) Acoust ic Model:
Gaussians for computing p(o|q)

3) Lexicon/ Pr onunciat ion Model
¥ HMM:  what phones can follow each other

4) Language Model
¥ N-grams for computing p( wi| wi- 1)

5) Decoder
¥ Viterbi algorithm: dynamic programming for  combining all

these to  get word sequence from speech!
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ASR Lexicon: Mar kov Models
f or  pr onunciat ion
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Summar y

¥ Speech Recognit ion Ar chit ect ur al Over view
¥ Hidden Mar kov Models in gener al

Ð For war d

Ð Vit er bi Decoding

¥ Hidden Mar kov models f or  Speech
¥ Next  t ime:  Lear ning and EM


