CS221 Lecture notes #13

Hidden Markov Models

There is a number of algorithms that predate the growth Bayesets, but
later became understood as a speci c kind of Bayes net struce. Naive
Bayes is one example. Another example is thdidden Markov Model
(HMM) , a probabilistic model for representing variables that evee over
time.

1 The robot localization problem

HMMs are widely used for a range of very di erent applicatioa. But to
explain them, we'll focus on the specif problem of robot lotaation. In this
problem, the robot has a map of its environment and a collectin of sensors.
The robot's belief about where it is can be represented as agmability
distribution over locations on the map. Initially the robot does not know
where it is. This can be represented by a uniform probabilitgistribution.
As the robot begins to move around and collect observatione distribution
will become peaked around locations that are consistent witthe sensor
readings that the robot observes.

To make this more concrete, let's consider a speci ¢ exampldustrated
in this gure:
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(Figure courtesy of Thrun, Burgard and Fox.)

In this example, the robot, shown in green, can only move in endi-
mension, along a hallway. The robot's only sensor is a doortdetor, which
observes whether the robot is in front of a door or not. The rali does not
know where it is initially, but it does know that it is in the hallway and it has
a map of the hallway. Initially the robot's beliefs about itslocation, shown
in red, is uniform distribution over all position in the entire hallway. It then
observes that it is in front of a door, causing the distributn representing its
belief to become peaked in front of the location of each of tlioors on the
map. The robot then starts to move to the right. Because the itmot knows
that it is moving, the peaks in its belief distribution move ightward as well.
The peaks atten somewhat to represent uncertainty in exaty how far the
robot has moved. A little later, the door detector tells the obot again that
it is in front of a door. At this instant, only one of the three peaks is in front
of a door, so the other two become very unlikely. After this aervation, the
robot's belief distribution is sharply peaked at its true leation.



For a real robot, the situation is slightly more complicated The robot
will have a two dimensional map of the building. Additionaly, the robot will
have a collection of range- nding sensors that measure thésthnce from the
robot to obstacles in several directions simultaneously. HEse sensors may
be such sensors as sonar or lasers range scanners.

2 Hidden Markov Models for robot localiza-
tion

To formally model the problem described above, we will de na probability
distribution over the following random variables:

S = state of the robot at time t. If the robot's state is just a two-
dimensional location &;y), we can discretize the state space using a
two-dimensional grid. (In the more general case, we may alsosh to
model the robot's orientation .)

O, = observation at time t. In our setting, O; will be vector-valued. It
is the collection of all sensor measurements at tinte

observations up to timet. As before, we will use upper-case to denote random
variables, and lower-case to denote speci c values that theandom variables
take on.

Given a speci ¢ sequence of observatiorg; = foy;:::; a9 observed by
the robot, our goal will be to compute

B(st) = P(stjort)

Our joint distribution over S;.+ and O.r will be de ned using a Bayes
net with the following graph structure:
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We also need to de ne the CPT for the Bayes net.

P (S;) de nes the distribution over where the robot is initially. Since we
have no information about where the robot will begin, we sethis CPT
to the uniform distribution over all states.



P (St+1]st) de nes how the robot moves from one state to another, and
is also referred to as thestate transition distribution . Even though
when the algorithm is running, we don't know precisely wherthe robot
is, the Bayes net structure allows us to model the robot's mewment
with rules of the form \If the robot were at preciselystate s in time t,
then in time t + 1 the robot's state would be distributed like this." As
a simple example, this could encode a simple random walk: thebot
has a .2 chance of moving one cell to the left, .2 chance of nmayione
cell to the right, and so on:
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To make a more sophisticated model, we may also take into accb
the action a; that the robot took on step stept, and model the robot's
motion from state to state asP (S;+1]jst; &). In this case the CPT could
encode the idea that if the robot chose to move west at tinte then state
St+1 Will be one grid cell west ofs; with 90% probability. For example,
the distribution may look like this:
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P (Oyjst) is the probability of making a certain set of observations ten
the robot is at a speci c state, and is also called thebservation distri-
bution . In our setup, the observations are the distance measurenten
in di erent directions. Suppose that our robot has four disance sensors,



pointed north, south, east and west. Then the measurementsowld be
O = fOt(l); ofz);o§3);o§4>g, corresponding to the reported distances to

the nearest wall in each of the four compass directions frorhe location
St

Of course the sensors have some noise, so we model the idea ¢hah
sensor returnsapproximatelythe true distance with a distribution that

looks like this:
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Additionally, because the sensor may sometimes fail entiye(or get a
random measurement corresponding to someone walking inrft@f the
robot, say), to get a better sensor model, we might also put amsll
positive probability everywhere in the interval [0,dyax ], where dmax IS
the maximum range of the sensor:
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If we assume that errors in the sensors are independent, then

P(Ojs) = -, P(Ojs):

3 Inference algorithms

3.1 Overview of the Itering algorithm

In order to estimate the robot's location at timet, we need to compute
P (stjoy1t). We could do this using variable elimination, but it turns ait that
this would be very ine cient. The rst value we would compute would be
P (s1j01). Next we would computeP (s;j0;; 01), then P (s;3j0s; 0,;0;) and so
on. Running a separate instance of variable elimination fagach time step
repeats many computations unnecessarily. Further, at timée of the robots
life, to compute P (s{joy;1) from scratch this way would requireO(t) time|
so the robot would run slower and slower as grows. Instead, here we will
present a ltering algorithm that will allow us to use the beliefs from time
t to compute the beliefs for timet + 1, without having to run inference along
the entire chain of variables at each time step.



The following series of gures (also due to Thrun, Burgard, @d Fox)
help to illustrate the algorithm at a high level. First, we intialize the robot's
beliefs about its location to a uniform distribution:
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Next, the robot takes a sensor reading and performs thebservation up-
date. The observation update takes the information from the sens reading
and incorporates it into the robot's beliefs. Note that hergP (0,js;) is plotted
as a function ofs;, not of o1, sinceo; is an observed, known quantity.
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The robot then moves down the hallway. The next step in the lering
algorithm is the dynamics update which takes account of this motion.
After the dynamics update, the beliefs re ect the informaton that the robot
has moved, but do not yet take any new sensor information intaccount:

BY(s;)

Finally, we can perform another observation update to inc@orate the new
sensor information:
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3.2 Details of the Itering algorithm

In the derivation below, we will assume throughout that we a using a
discretized state representation. Thus, iE = (X;y) is the position of the
robot and we discretize the state space using a 10x10 grid,eths; is a
random variable that can take on any of 100 di erent values goesponding
to the 100 di erent grid cells. (The case o6 = (x;y; ) discretized with a 3d
grid is also handled similarly.)

The rst value we will need to compute is

B(s1) = P(s10n) = PIS’S(lC;Jl(;l) ) P(Ollisilcle)) (s)

Note that both terms in the numerator can be obtained direcil from the
CPTs of the Bayes net. Further, because the denominator is rstant with
respect tos;, and we know that

X
B(Sl) =1

S1

We don't need to explicitly calculate P(0;). Instead, we can replace the
denominator with a constant alpha:

B(s1) = P (04s1)P(s1)

We can solve for by making sure thatP s, B(s1) = 1.

Once we have our initial beliefsB(S;), we can perform the dynamics
update. In this step we computeB {s;.1 ), which represents our beliefs about
where the robot will be after it makes its movement betweenrtie stepst and
t+1. BYsw.1) does not incorporate any information fromo.,; yet though.



It turns out that BYs;.1) can be computed using only our beliefs from
time t and the transition model:

BO(St+1) ;(Stﬂjol:t)
P (St+1;Stj01:t)

)et

P (St+1]St; 01:t)P (StjO1:t)

t

P(st+1jst)B(st)

St

In the last step above, we used the the independence assuropti (Si+1; O1:4]S).
We can see that this assumption is implied by the d-separatigoroperties of
the Bayes net structure for the Hidden Markov model. When welserves;,
there is no active path fromt 1 or earlier tot + 1:

After performing the dynamics update, we still need to use #nnew sensor
information from time t + 1 in the observation update. This update can be
computed e ciently using only the observation model andB {s;):

B(st+1) = P(St+1]011;041)
P (Ot+1; St+1]01t)
P (Ot+1]01:t)
P (0+1]St+1; 01:t) P (St+1J01:t)
P (Ot+1)011)
P (0t+1jst+1 )B 0(S’[+1 )
P (Ot+1)011)

In most implementations, we again do not explicitly computeghe denomi-
nator. Instead, we compute the numerator and normalize it tesum to 1, as
before. Also, note that in the nal step above, we used agairé d-separation
properties of the Bayes net to derive thaP (041 jSt+1;01t) = P(Or+1]St+1)-

To summarize, the algorithm consists of repeatedly applymthe two up-
date rules:
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Dynamics update:

X
BYs1)=  P(st1is)B(st)

St

Observation update:

B(St+1) = P (O1jSte1)iBYSt1)

where is chosen such thatP sy B(Sta1) = 1.

This is sometimes called the \ Itering algorithm." It is worth noting that
it applies to any problem that can be posed as an HMM, not onlyobot
localization. We will discuss other applications later. Yo should use this
algorithm for robot localization in programming assignmeiré.

3.3 Particle ltering
3.3.1 Sampling

So far we have always discretized the state space. This mayt mbwvays be
the most e cient approach. Suppose that we wanted to track tle robot's
orientation as well as its location. If the robot's environmant is a 5 meter
by 5 meter square room, we discretize its location into a squeagrid with
10 cm-wide cells, and we discretize its orientation into Soins, then it has a
50 50 3605 =180;000 states.

The runtime of the Itering algorithm given above is quadraic in the
number of states (because of the dynamics update step), soje state spaces
can be problematic. We might also observe intuitively that rast of the states
will have low probability, so the Itering algorithm will sp end most of its time
reasoning about places that the robot is not at.

Both of these problems can be addressed by using a di erent yvaf rep-
resenting the state space. In reality, the robot's state isontinuous, but
representing a continuous distribution exactly is di cult if the distribution
has a complicated shape. Instead, we can represent it approately. Dis-
cretization is only one way of approximating a continuous dtribution. We
can also approximate it by representing it with a collectiorof samples (a set
of points drawn randomly from the distribution). Intuitive ly, the robot is
more likely to be in places with large numbers of samples, atess likely to
be in places with small numbers of samples.

Graphically, our original distribution might look like thi s:
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One possible collection of samples drawn from the continuewlistribution
looks like this. Note that the samples cluster more tightly Were the original
distribution had peaks:
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3.3.2 The particle ltering algorithm
The particle Itering algorithm uses samples to represent the distribu-

tion B(s;). In the observation update, we update the set of samples by
re-sampling them with replacement in such a way that sampldsr locations
that are inconsistent with sensor readings are more likelyohto be chosen,
while samples for locations that are consistent with the seors readings are
more likely to be chosen, and perhaps chosen multiple times the dynam-
ics update, we apply the transition model to each sample to sily update
its location.

The following gure illustrates the basic idea of the algothm by repre-
senting samples with notches. During the observation updes, the height of
the notches indicates the probability of each sample bein@p@sen during the
sampling with replacement:
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(Figure courtesy of Thrun, Burgard,

and Fox.)

To make this more concrete, this is the algorithm for the indctive step

of the particle lter:

2 sMg,

Input: B(s;) represented as a set of samplés = fs®;s®;::

Fori=1to m

(m)g.

Oy

S

s?) = SampleDynamicsModel6(: a; )
Il BYs;) is now represented as a set of samplés™@;s™@;::

Fori=1to m
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w® = P(ajs?)

Fori=1to m
Samplei with probability proportional to w
Add s® to B
Il Output: B (si+1) represented as a set of samplés

We aren't going to fully justify this algorithm mathematically in these
notes, but it does turn out to be the correct way to use samplas approxi-
mate B (s;). The intuitive justi cation is that states for which w() is large are
more likely to be chosen, so we keep only the points for whiche probability
of the observation was large.

To initialize the algorithm, if our initial belief over the state space is a
uniform distribution, then we would represent our initial beliefs via a set of
samplesB drawn from the uniform distribution over all states.

There are still two details of particle Itering that are signi cantly di er-
ent from the discrete Itering algorithm.

The rstis that the dynamics model (written SampleDynamicsodel(s(; &)
above) can't just sample randomly from a discrete list of stas; instead it
must be capable of outputting a continuous state. Usually tils just means
adding random noise to a basic transformation. For exampld,

ST. =
y
and a, represents the action \move east," then SampleDynamicsMet{s"; a,)
might return

x+0:1 .
St+1 = y + noise

The other issue is that we need some way of predicting the aeidocation
of the robot from a collection of samples. One way of doing this to average
all the points in the sample together, and return the averagef all the points'
positions as the estimated position of the robot. The variase (or \spread")
of the sample also gives a measure of how con dent the roboirisits estimate
of its position. Taking a simple average as above would worke so long as
the distribution were unimodal (has only one peak). A more ghisticated
algorithm might nd the region of state space with the most dase collection
of points, and then to average all the points in that region, @d return that
as the estimated position of the robot.



